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Abstract 
Computational algorithms have recently emerged as 
the subject of fervent public and academic debates. 
What animates many of these debates is a perceived 
lack of clarity as to what algorithms actually are, what 
precisely they do, and which human-technology-
relations their application may bring about. Therefore, 
this CSCW workshop critically discusses computational 
algorithms and the diverse ways in which humans 
relate to them—focusing particularly upon work 
practices and investigating how algorithms facilitate, 
regulate, and require human labor, as well as how 
humans make sense of and react to them. The purpose 
of this workshop is threefold: first, to chart the 
diversity of algorithmic technologies as well as their 
application, appropriation, use and presence in work 
practices; second, to probe analytic vocabularies that 
account for empirical diversity; third, to discuss 
implications for design that come out of our 
understandings of algorithms and the technologies 
through which they are enacted. 
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Introduction 
Computational algorithms have come to play a key role 
in many human activities: search algorithms structure 
our search for information online; algorithms in 
business management systems suggest how employees 
are best allocated to different tasks and shifts; 
algorithms used in peer-to-peer platforms enable new 
types of ad-hoc trade in labor, skills, knowledge and 
material goods; and algorithms in monitoring systems, 
such as traffic management, help forecast events and 
identify future situations that may require intervention.  

In the last three years, we have seen fervent public 
debates [15] and growing scholarly interest [9, 10, 12] 
in computational algorithms and the ways in which 
humans rely upon them. ‘Algorithms’ have emerged as 
a new topic of CSCW research. Yet algorithms have 
been the bread and butter of computer technology for 
decades. So, what is new about computational 
algorithms? And what has changed to inspire this new 
interest?  

To answer these questions, it is important to chart the 
phenomenon in its diversity, in particular the human 
response to algorithms; develop adequate, nuanced yet 
comprehensive, analytic vocabularies; and contribute 
design implications for both algorithms and the 
technologies in which they are embodied. This 
workshop seeks to do this with a focus on 
computational algorithms in work practices. In the 
following sections, we review existing research on 

algorithms and outline the focus, goals and activities of 
the workshop.  

Problems in computational algorithms 
Drawing on large amounts of detailed data, 
computational algorithms are increasingly employed as 
instruments of prediction, evaluation, and coordination 
of human behavior. At the same time, algorithmic 
complexity may generate output that users find difficult 
to understand and rely upon. Scholars have begun to 
problematize three major concerns that the increasing 
proliferation of computational algorithms raises:  

First, computational algorithms often ‘hide’ their 
functioning from their users and bystanders. They are, 
some argue, to a large degree technically and 
intellectually inaccessible to most of us: “[…] algorithms 
remain outside our grasp, and they are designed to be” 
[4, p. 192; 15; 5]. Given their computational 
complexity, design, and implementation, computational 
algorithms can generate impenetrable outcomes, that 
is, ones which can be difficult for different actors to 
make sense of. According to a particularly stark claim, 
not even the developers of some computational 
algorithms (i.e., the ‘authors’ of their code) understand 
precisely what computational algorithms do [1]. Sense-
making, however, is a pre-condition for trust and, 
subsequently, for competent and sustained technology 
use [16].  

Second, effective computational algorithms are typically 
more than data-processing code. They crucially rely 
upon human work. Computational algorithms often 
prescribe protocols for human work [7] and thereby 
make human work the prolonged arm of computation 
[3]. Insofar as algorithms are more than code, simply 
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rendering ‘hidden’ code technically and intellectually 
accessible will not do. Instead, algorithms may have to 
be understood as an iterative socio-technical 
performance [6].  

Third, algorithms are transforming work practices and 
consumer experiences, but they may not always do so 
in a fair way [8]. Algorithms are frequently represented 
as objective, fair, and trustworthy by platform owners 
and users [4, p. 179; 10; 13]. However, this portrayal 
of algorithms hides the human labor on which they rely 
and discourages questioning of the “fair” decisions 
made by these algorithms. However, algorithms can—
intentionally or unintentionally—make discriminatory 
decisions that may affect users and workers [14, 15]. It 
is unclear how such discriminatory judgment can be 
identified because the inner workings of algorithms are 
often unknown and accountabilities of developers, 
workers, or the algorithm itself are difficult to 
determine [1, 11]. 

Research on algorithms in the Workplace 
Recent research in CSCW has begun to examine how 
algorithms change work practices in a variety of 
different workplaces and emerging domains. In 
particular, research has explored how algorithmic 
management influences workers in the “peer economy” 
and through “microwork”.  

The emergence of the peer economy, which uses peer-
to-peer platforms to enable new types of ad-hoc trade 
in labor, skills, knowledge and material goods [2, 8] is 
just one recent and prominent example of how 
“algorithmic management” [9] plays an increasing role 
in the production and consumption of services. Peer-to-
peer platforms use algorithms to manage large 

numbers of typically small interactions between 
individuals. How the algorithms are constructed (e.g., 
what they take account of and what they do not) plays 
a direct role in the experience of the service for both 
the individual service provider and receiver. Yet it is the 
platform owners who determine what the algorithms 
take account of and typically their workings are not 
revealed to the users. 

Research has also explored the ways in which human 
labor supports algorithmic decision-making. The 
function of many computational algorithms relies upon 
human microwork, crowdsourced micro-tasking [7], a 
division of labor that has been described as 
“heteromation,” i.e., as enlisting humans for critical 
tasks [3, 10]. As concepts, microwork and 
heteromation focus on technology users who have little 
power over the technological systems they deal with.  

To fully account for the presence of computational 
algorithms in the workplace, future research will need 
to study not only the microworker but the 
“macroworker,” the powerful decision-makers who 
implement algorithms to their advantage as well.  

Focus: Algorithms at work 
This workshop focuses on computational algorithms and 
their role in the workplace, a domain where human 
labor and computation are increasingly intertwined. The 
workshop discusses how data-intensive work practices 
rely on computational algorithms and how 
computational algorithms rely on human work—these 
work practices constitute a new division of labor 
between collaborating humans and technology. This 
division of labor is likely to emerge as key characteristic 
of the future of human work.  
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To account for such division of labor, we need to 
characterize: 

 where computational algorithms are used in 
workplaces (i.e., in what sorts of workplaces and 
activities), 

 what computational algorithms contribute to work 
practices (e.g., how they filter, rank, and coordinate 
human activity), 

 how deeply and how critically this contribution is 
understood by human collaborators, 

 what human workers contribute to make 
computational algorithms work, 

 how algorithms influence labor practices at different 
infrastructural layers (i.e.., from software to 
hardware), 

 what physical infrastructures are necessary to 
support algorithms, 

 what human labor is involved in developing and 
maintaining these infrastructures, 

 what impact working with algorithms has on workers 
as individuals and collectively, 

 how this impact may serve as a feedback for altering 
work practices or for designing better algorithms, 

 how these evolving work practices and algorithms 
impact labor markets; how they create new kinds of 
human labor and supplant others.  

Workshop Goals: Charting Empirical 
Diversity, Shaping Analytic Vocabularies and 
Conceptualizing Design Fundamentals 
As a first step, the workshop will discuss the presence 
of computational algorithms in diverse work practices, 
ranging from automated journalism to employee 

management, from to the municipal administration and 
bureaucratic decision-making to the non-traditional 
working arrangements of crowdsourcing, peer 
economies that ride-hailing services, and 
cryptocurrency mining illustrate. As a second step, the 
workshop will probe different analytic vocabularies that 
account—in fruitful and critical ways—for such empirical 
diversity. Finally, given our understandings of how 
algorithms impact work practices and peoples sense-
making activities, we will attempt to conceptualize 
common themes and implications for the design of 
algorithms and the technologies through which they are 
enacted to improve the experiences of workers and 
other users.  

Investigating Algorithms at Work 
In order to understand the contributions that 
algorithms make to work practices we suggest that 
researchers explore the similarities and differences 
across different domains, examining how various actors 
in these domains make sense of and perceive 
algorithms. Actors include workers being ‘managed’ by 
the algorithms (e.g. Uber drivers), customers or clients 
where algorithms impact on a service (e.g. Uber 
customers), as well as the people providing the 
service/platform (e.g. Uber themselves). 

Workers engage in sense-making efforts when 
confronted with proprietary and complex computational 
algorithms that manage their work practices. For 
example, algorithms assign passengers to Uber drivers; 
however, these algorithms do not take into account 
driver preferences [9]. How do these sense-making 
efforts help workers discern when they can trust 
algorithmic judgment? What kinds of strategic 
workarounds do they develop and utilize? 

539

CSCW '16 COMPANION, FEBRUARY 27–MARCH 2, 2016, SAN FRANCISCO, CA, USA



 

In some services algorithms output specific 
recommendations, such as user ratings or 
recommendations for courses of action. These typically 
appear as the summation of a variety of individual 
inputs, e.g., many individuals may rate a specific driver 
in Ola (an Indian company similar to Uber); or in an 
investment platform the algorithm may produce a 
single ‘invest’ recommendation as output from multiple 
trade analysts. How do users make sense of these 
recommendations? Do they trust them? Can we add 
value by representing the diversity or range of inputs, 
rather than taking the sum of the whole? That is, is it 
useful to enable users to understand how algorithms 
reflect specific user perceptions and, if so, what are the 
ways of doing this? 

Lastly, how do platform providers make sense of the 
complex code involved in their algorithms and how 
workers and users interact with this code? How does 
this understanding influence their design decisions? 

Algorithms at Work—Analytic Vocabularies 
Although algorithms have become an emerging 
research topic in CSCW and related fields, the word 
“algorithm” has not been well defined. Researchers 
discuss a wide range of algorithms, from crowdsourcing 
algorithms to search algorithms to prediction 
algorithms. However, while this diversity of algorithms 
in the workplace has contributed to the richness of this 
area of research, the lack of conceptual clarity creates 
difficulty in analyzing these algorithms as a whole. In 
order to account for this empirical diversity through 
analytic vocabularies we must examine the following: 

 what we mean when we talk about (computational) 
algorithms, 

 why we talk about algorithms rather than artefacts, 
systems, computers, routines, or code, 

 where we draw boundaries to determine what are 
and are not algorithms, 

 what attributes algorithms have,  
 how we categorize algorithms, 
 which algorithms we choose to discuss and study in 

our research (and which we do not).  

Analytical vocabularies can facilitate integration of the 
work on algorithms into existing conceptual traditions, 
which will become increasingly important for 
contextualizing the research on algorithms. 
Researchers have pointed to the difficulty in developing 
empirical studies of algorithms [12], whose inner 
mechanisms are often hidden. Integrating research on 
algorithms in the workplace into existing conceptual 
traditions may give researchers a starting point for 
developing more robust methodologies for studying 
diverse algorithms. 

We propose possible starting points for a conceptual 
discussion: 

 algorithms as mediation of human practice, 
platforms that enable human-to-human interaction, 

 algorithms as performance, a heterogeneous 
performance involving both human labor and 
computation, 

 algorithms as infrastructure, a certain kind of 
structure (often invisible, beyond individual grasp, 
ready-to-hand), shaping and shaped by human 
activity; this infrastructure is the automated 
manifestation of managerial power through 
computation rather than purely through human 
judgment. 
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Design implications/guidelines 
Given our understandings of how algorithms impact 
work practices and sense-making activities, we aim to 
conceptualize implications for design and identify 
common themes across domains. Two areas promise to 
be fruitful areas for design: 

1. How can algorithms be designed for 
sustainability (of labor markets, of cities etc.) and 
fairness? For example, to create a sustainable, fair 
labor market, the concerns of all actors within that 
labor market should be taken into account. Such actors 
can include workers, employers, platform owners, and 
customers. How should these concerns be weighted, 
balanced and embodied in the algorithms? How should 
accountability be built into these systems to ensure 
that actors have recourse when algorithms are 
unsustainable or unfair? 
2. How can the technologies through which the 
algorithms take effect be designed to enable sense-
making? How can design enable users to understand, 
and act on the basis of their understanding in a 
productive way, even where the full complexity of the 
algorithm remains hidden? How can technologies be 
designed in ways that are both beneficial for workers 
and for the whole system? 

Call for contributions 
We welcome submissions which address the topics 
above, in particular: 

 empirical studies of algorithms in the workplace in all 
their guises, 

 studies or essays which examine or suggest analytic 
vocabularies for algorithms. Submissions might 
explore the meaning that “algorithm” has taken on in 

CSCW research—what are considered to be 
algorithms and what attributes algorithms are said to 
have. Submissions could also explore which 
conceptual traditions and methodologies are 
compatible with these analytic vocabularies, 

 design studies, ideas or implications for design of a) 
algorithms for work and/or b) the technologies 
through which the algorithms are enacted and which 
enable effective use. We are particularly interested in 
how algorithms and technologies might be better 
designed to promote, rather than stifle, worker 
agency. 

Workshop papers should be 2-4 pages and submitted 
by December 15, 2015. At least one author must 
attend the workshop. 

Workshop Activities & Equipment 
Prior to the workshop, we ask all participants to read all 
workshop submissions to ensure focused and deep 
debate.  

In the first half of the workshop, we will have a 
madness session where all participants can briefly 
present their submissions for 3 minutes and share their 
goals in participating in the workshop. We will then 
focus on a set of presentations given by participants 
and organizers to set the stage for discussion of future 
research. In the second half of the workshop, we divide 
participants into smaller groups. The sub-groups will 
discuss specific themes reflecting research interests 
(e.g., the role of algorithms for particular domains, 
particular conceptual approaches, or design 
implications), identifying challenges and opportunities 
in their specific areas. At least one group will engage in 
design activities.  
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At the end of the workshop, all participants will share 
their sub-group activities and identify key action items. 
The outcomes of the workshop will be used to write a 
summary report that outlines the current status of 
research in algorithms at work and future research 
agenda. 

The workshop will be for one day and will not require 
any specific equipment except a projector.  

Workshop Participants & Recruitment 
The maximum number of participants is 25 including 
organizers in order to have a focused discussion around 
algorithms at work and facilitate potential future 
collaborations among different stakeholders (industry, 
government, and academia.) To recruit participants, we 
will send out a call for participation to different mailing 
lists, including CSCW, CHI, AoIR, PHD-Design, British 
HCI, EUSSET, as well as post it on social networking 
sites such as Facebook and Twitter. We will invite 
professionals in industry who have experience with in 
designing or operationalizing algorithmic management 
in work technologies. We will also create a website 
describing the goals of the workshop. 

Workshop Organizers 
Susann Wagenknecht is a researcher at the 
Department of Social Sciences at the University of 
Siegen. She studies human-technology relations at the 
workplace, investigating the role of computational 
algorithms in expert management practices. Her 
current work focuses on the use of algorithms in smart 
city management. She received her PhD from Aarhus 
University, Centre of Science Studies, in 2014.  

Min Kyung Lee is a research scientist at the Center for 
Machine Learning and Health at Carnegie Mellon 
University. Her research examines the social and 
decision-making implications of intelligent systems and 
supports the development of more human-centered 
machine learning applications. One of her current 
projects explores the way algorithmic management 
changes work practices in on-demand work such as 
Uber. She received her PhD in HCI from Carnegie 
Mellon University in 2013. 

Caitlin Lustig is an informatics PhD candidate at the 
University of California, Irvine. Her research broadly 
explores how power and agency are distributed among 
actors in socio-technical systems. Her current work 
uses an empirical study of the Bitcoin’s blockchain 
algorithm to explore ways of designing and supporting 
distributed and peer-to-peer alternatives to centralized 
algorithmic systems. 

Jacki O’Neill is an ethnographer in the Technology for 
Emerging Markets research area at Microsoft Research 
India (MSRI). Her aim is to understand where and how 
technology can be used to improve the lives of people 
with lower socio-economic status, whether that be 
through work, health, education or play. She was 
previously Principal Scientist at Xerox Research Centre 
Europe where she focused on the analysis and design of 
technologies for work. 

Himanshu Zade is a research fellow in the Technology 
for Emerging Markets group at Microsoft Research India 
(MSRI). His research interests include reasoning how 
users interact and understand a technology through a 
bifocal - quantitative and qualitative - analysis of data 
for identifying meaningful design opportunities. In prior 
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research, he examined how people learn to use 
unfamiliar machines, by witnessing, capturing, and 
measuring their understanding as it evolves with more 
interaction. 
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Foreword
The interconnected world in which we live brings with it many positive 
changes in the way we communicate with our customers, clients and business 
partners. Providing a fast and efficient service, without compromising quality, 
often goes hand in hand with finding new methods to deliver this service. 
More often than not technology forms a key part of the package. 

This report provides compelling reasons why AI can 
bring with it new ways for law firms to do business, 
simplify how client work is researched, reduce costs and 
bring the expertise of the legal profession to a wider 
audience. 

Lawtech, the adoption of AI and new technologies 
has the potential to reduce costs and increase 
access to those seeking legal advice. However, in 
order to maximise the benefits, there also needs 
to be an awareness of the means to mitigate any 
potential challenges or risks. When implementing 
new technology into a firm, it is vitally important to 
understand how this might change the firm’s risk 
profile. Understanding any potential risks associated 
with AI and adopting new procedures can help to 
mitigate those risks and allow firms to benefit. 

Kevin Hood, Executive Director
Head of Legal Services, FINEX Global

Willis Towers Watson
DD +44 (0)203 124 6771
E: Kevin.Hood@willistowerswatson.com

Willis Towers Watson are specialists in insurance, risk assessment, data and analytics. We count some of the largest UK law firms as our clients 
and work closely with insurers to deliver bespoke solutions, as required.
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What is AI? 

The term ‘Artificial Intelligence’ can be applied to computer systems which 
are intended to replicate human cognitive functions. In particular it includes 
‘machine learning’, where algorithms detect patterns in data, and apply these 
new patterns to automate certain tasks. 

Artificial Intelligence and the Legal Profession

THE CHANGE – There are rapid developments in Artificial Intelligence (AI) which will have significant 
implications both for the legal profession and for a number of areas of the law itself.

Artificial Intelligence also includes approaches 
such as Natural Language Processing1 (the ability 
to communicate naturally, as in the well-known 
Turing Test), the core concept of Machine Learning 
(incremental improvement of algorithmic predictions), 
and neural networks (systems modelled on the brain’s 
structure). In this document, the term AI is used in its 
widest sense.

The long-term goals of AI research include reasoning, 
knowledge, planning, communication, and perception; 
at present we are some way from achieving these 
goals in full.

Typically an AI system is provided with a ‘training set’ 
of data about the subject and its algorithms then 
identify relationships within the data. This ‘training’ 
can be based on humans correcting machine responses 
(supervised learning; ‘reinforcement learning’), or 
simply by the system responding to feedback from its 
environment (‘unsupervised learning’). For example the 
system developed to play the game Go (AlphaGo) was 
trained on over 30 million moves and was able to come 
up with moves no Go experts imagined (Knight 2016) 
when it beat the world champion five games to nil. 

1 Natural language processing (NLP) is based on neural networks which use a large collection of connected simple units called artificial neurons, 
loosely analogous to axons in a biological brain.

2 www.ibm.com

How far has it developed?

The term ‘Narrow AI’ is used for systems designed to 
achieve a specific goal, such as playing chess or Go, or 
diagnosing an illness. Current AI systems are of this 
type.

One of the more advanced AI systems at present 
is IBM’s Watson.2 This is a question answering 
computing system that IBM built to apply advanced 
natural language processing, information retrieval, 
knowledge representation, automated reasoning, and 
machine learning technologies. It is being used to 
develop applications in healthcare, the pharmaceutical 
industry, publishing, and biotechnology, as a 
teaching assistant and for weather forecasting. It is 
also available to third parties to develop their own 
applications. 

One particular application of AI is in ‘chatbots’, which 
power virtual assistants like Apple’s Siri, Google 
Assistant or Amazon’s Alexa. More sophisticated 
chatbots use natural language processing.  Examples 
include an AI-powered chatbot doctor, Melody, 
developed by Chinese search giant Baidu (Gellego 
2016). The bot asks patients their symptoms, which 
are compared with all the previous medical knowledge 
Melody has stored. After that, the symptoms and a 
range of possible diagnoses are sent to the doctor, 

http://www.lawsociety.org.uk
http://www.ibm.com
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who will recommend the next steps. Melody has been 
trained on medical textbooks, records, and messages 
between actual patients and doctors.

Currently, systems like Siri and IBM’s Watson can follow 
simple spoken or typed commands and answer basic 
questions, but they cannot hold a conversation and 
have no real understanding of the words they use – 
and this highlights the difference between learning and 
understanding in these systems. Language is difficult, 
and linked with common sense, but an experimental 
system at Stanford can understand puns, and another 
can cope with hyperbole. If it is told that some people 
had to wait ‘forever’ for a table in a restaurant, it 
will automatically decide that the literal meaning is 
improbable, and the people probably just hung around 
for a long time and were annoyed (Knight 2016).  

Where is it going?

Deloitte recently announced Deloitte Catalyst, a 
network of companies working to translate the 
potential of disruptive technologies into practical 
business solutions for the firm’s clients. For example, 
Ayasdi expects to accelerate the use of its proven 
artificial intelligence capabilities to address pressing 
problems of leading financial services and healthcare 
organisations (Ayasdi 2016).

AI can be used to supplement human intelligence 
(Yakowicz 2017). Tom Gruber, an AI guru and Siri co-
creator, believes that AI technology could be used to 
enhance human cognition and memory. AI technology 
would help you store memories and experiences much 
as computers store data with instant recall. 

AI has not completely surpassed human decision-
makers yet. The FT reported on hedge fund traders 
outperforming an AI system by using their ‘gut feelings’ 
(FT 2016) but we can expect further developments 
in that area as a number of companies are raising 
funding – Sentient Technologies has raised $143m 
from backers such as Tata Group, Numerai has raised 
$6m – and leading hedge funds have expressed 
interest (Bloomberg 2017). Overall, legaltech in 2017 
saw $233m (£172m) invested across 61 major deals, 
edging ahead of 2016 according to an investment 
report by Tracxn.

3 Rather than encode information as bits that can be in one of two states, 0 or 1, quantum computers use ‘qubits’ that can be in ‘superpositions’ of 
both at once.

A more long-term objective is ‘General AI’, where 
human intelligence is mimicked so that any task can be 
undertaken. This in theory could lead to systems that 
are more intelligent than humans, a point also known 
as ‘The Singularity’. Some commentators, including 
Stephen Hawking and Bill Gates, expressed concern 
that General AI could have potentially dangerous 
consequences (Observer 2015). However, many 
influential commentators believe that General AI is 
some way off, if in fact possible at all (MIT 2011). 

The rise of algorithmic marketplaces facilitates 
the publication and consumption of reusable 
algorithms, enabling data scientists and machine 
learning engineers to build and monetise artificial 
intelligence and machine learning models. One 
goal is to democratise access to the most advanced 
artificial intelligence available and avoid a situation 
where algorithms need to be coded from scratch 
in every situation, including mass duplication of 
effort (Chowdhry 2018). Algorithmia is the largest 
marketplace for algorithms in the world. Currently, 
the service has over 60,000 developers tapping into 
a library of over 5,000 algorithms. Many of those 
algorithms revolve around machine learning.

Advances in AI will come not just from the 
development of new algorithms and algorithmic 
combinations but from the increasing power of 
computers themselves. Computing is moving from 
serial processing to parallel processing, allowing many 
more calculations to be performed simultaneously 
(Smith 2017). Computers exploiting quantum effects3 
should be capable of performing many calculations at 
once (Nature 2017).

“What if you could have a 
memory that was as good 
as computer memory?”  
Tom Gruber, AI guru and Siri co-creator
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Overview  

Advances in artificial intelligence have made many other developments 
possible. Horizon Scanning has identified a number of key emerging strands of 
AI development and use: 

• Q&A chatbots, where natural language processing 
enables the system to respond to user needs, are 
on the rise. The ability of machines to understand 
human language and anticipate our needs is 
leading to an improvement in machine-to-human 
interactions.

• Addressing business problems, currently in areas 
such as financial services, healthcare and law, 
by taking on board vast quantities of historical 
information and drawing conclusions; these may 
be combined with chatbots for ease of use. These 
systems may also begin to eat away at the roles 
that constitute the knowledge value chain in law 
firms. 

• The exploratory use of AI in legal contexts, for 
example: to predict case outcomes; shaping the 
services needed by lawyers’ clients; and raising 
questions about the state of current regulatory 
frameworks and legal liabilities in respect of AI 
systems.

• Supplementing human intelligence, enabling 
a mix of intellectual and emotional/relational 
responses.

http://www.lawsociety.org.uk
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What developments has the scanning 
identified in the legal profession?

The Law Society report, Capturing Technological 
Innovation in Legal Services (Chittenden 2017) 
included a section on AI. This described several AI 
systems under development and gaining traction,  
such as Kira, and which are now becoming more  
well-established following test uses and adoption by 
law firms.

Areas of applications identified include:

• Document analysis: Slaughter and May and 
the University of Cambridge produced a system 
called Luminance to transform document analysis. 
Luminance enhances the entire transaction process 
for law firms and their clients by modelling how 
solicitors think to draw out key findings without 
the need to be told what to look for (FT 2017). 
The system, backed by Mike Lynch, former CEO of 
Autonomy, won the ‘Best AI product in Legal’ at 
the inaugural CogX AI Innovation Awards in June, 
and is currently deployed by 26 organisations 
in 12 countries (Luminance 2017). Subsequent 
development has seen Luminance expand beyond 
Due Diligence into real estate documentation and, 
most recently, to cover areas such as the impact 
of Brexit on contracts and GDPR compliance 
(artificiallawyer 2018).

• Contract intelligence: ThoughtRiver is contract 
intelligence software for the legal sector which 
uses machine learning to scan contracts and other 
legal documents and presents the information in 
an online dashboard which allows users to visualise 
risk. ThoughtRiver Review mimics traditional legal 
assessment enabling users to apply risk policies 
based on the contractual position, the wording 
used and the context in which it appears. The 
software is underpinned by the Fathom Contextual 
Interpretation Engine™, developed with senior 
natural language processing and machine learning 
experts at Cambridge University. Fathom lets 
users know the meaning of clauses, and how that 
meaning sits within the user’s own context, enabling 
valuable, nuanced insights into contractual risks 
and concerns, quickly and cost-effectively across 
one or thousands of documents. ThoughtRiver has 
also launched a GDPR compliance analysis tool in 
addition to its existing contract analysis software.

• Document delivery: Australian company LawPath 
released a chatbot for clients looking for customised 
legal privacy solutions. ‘Lexi’ is a privacy policy 
bot and an experiment in the automated delivery 
of legal documents. The conversational instant-
messaging interface is able to provide consumers 
with privacy law information and generate a real-
time compliance policy specific to a client’s needs 
(Coade 2016).

• Legal adviser support: US law firm BakerHostetler 
is using a company called ROSS which builds on 
IBM’s Watson to develop a legal adviser (ROSS 
Intelligence 2016). Lawyers ask ROSS their research 
question in natural language, as they would a 
person, then ROSS reviews the relevant law stored in 
its system, gathers evidence, draws inferences and 
returns highly relevant, evidence-based candidate 
answers. ROSS also monitors the law around the 
clock to notify users of new court decisions that can 
affect a case. The programme continually learns 
from the lawyers who use it to bring back better 
results each time.

• Clinical negligence analysis: Fletchers, the largest 
UK medical negligence law firm, has teamed up with 
the University of Liverpool with the aim of creating 
a clinical negligence ‘robot lawyer’ – in practice, 
a decision support system which reviews similar 
previous cases. The project has the support of a 
£225,000 grant from government-backed funder 
Innovate UK (Connelly 2016a).

• Case outcome prediction: Researchers at 
University College London, the University of 
Sheffield and the University of Pennsylvania applied 
an AI algorithm to the judicial decisions of 584 
cases that went through the European Court of 
Human Rights and found patterns in the text. 
Having learned from these cases, the algorithm was 
able to predict the outcome of other cases with 79% 
accuracy. It found that rather than legal argument 
being predictive of case outcomes, the most reliable 
factors were non-legal elements: language used, 
topics covered and circumstances mentioned in 
the case text (Boran 2016). Yet, this approach is 
heavily reliant on the quality of the data collected 
and analysed – as in the old adage ‘Garbage-in-
Garbage-out’.
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• Public legal education: The University of 
Cambridge worked on LawBot, with the aim of 
helping ordinary people understand the legally 
complex problems associated with 26 major 
criminal offences in English and Welsh law, and to 
decide which available legal actions to pursue with 
a qualified solicitor (Connelly 2016). More recently, 
this project has focused on divorce law (DivorceBot), 
a potentially more well-defined area to tackle 
(Connelly 2017).

Some of these innovations and experiments are 
still in their early phases, so scepticism about their 
effectiveness may still be warranted. However, the fact 
that AI Innovation Awards are now emerging suggests 
that verifiable progress is being made. Furlong suggests 
that ‘we’re going to see the adoption of AI in the legal 
market, more broadly speaking, rather than in the legal 
profession for quite some time to come’, with the lead 
taken by large corporate clients, major consumer law 
start-ups and stealth competitors to law firms (Queens 
University 2018).

What are the likely implications in 
the legal profession?

These developments suggest that there will be many 
opportunities for the application of AI in the legal 
profession that could have far-reaching implications. 
The most likely implications are:

• An impact on the number of legal jobs, initially at 
lower grades of staff

• Change in the nature of legal jobs, emphasising 
those skills that humans particularly excel at; 
and consequent changes in Legal Education and 
Training (LET)

• Changing organisational structures and business 
models

• Lower costs and changing fee structures.

Impact on legal jobs

At a recent strategy workshop, with representatives 
from Government, IT, energy and other sectors, AI was 
identified as one of the top ten drivers of change over 
the next 10-15 years (SAMI July 2016). Along with 
other technological developments – such as immersive 
communications like virtual reality and augmented 
reality – political, social and economic drivers will 
combine to produce a ‘Fourth Industrial Revolution’ 
with major impacts on society:

• The decline of traditional employment, and the 
rise of alternatives – self-employment, sessional 
employment, and the ‘gig’ economy

• Growing inequality, with more wealth accumulating 
in the top percentiles of earnings distribution, and 
downward pressure on the middle percentiles – 
possibly leading to…

• Greater social instability/loss of social cohesion

• The difficulty of raising taxes to fund traditional 
government activities in a global knowledge 
economy, working against the desire of governments 
to manage transition in order to maintain social 
cohesion.

A more detailed and widely reviewed study by Frey & 
Osborne (2016) of the Oxford Martin School suggests 
that 47% of UK employment will be significantly 
affected over the next two decades. According to the 
OECD, the figure will be ‘only’ 10% – that is still a lot of 
employment. A significant challenge to this analysis, 
however, was that it ignored new jobs created by new 
technology, an effect we have seen with previous 
technological advances.  

Boston Consulting Group and Bucerius (2016) suggest 
that individuals performing low-skilled, standardised 
legal work are the most likely to be made obsolete by 
technology that leverages law-related decision trees 
and intelligent search algorithms. The result will be 
fewer human legal roles overall and fewer generalist 
roles in particular, with new roles emerging such as 
legal process managers and legal technicians.

http://www.lawsociety.org.uk
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In their book, The Future of the Professions (2015), 
Susskind and Susskind predict that, over decades, there 
will be technological unemployment in the professions 
– i.e. there will not be sufficient growth in the types 
of professional tasks in which people, not machines, 
have the advantage, to keep most professionals in 
full employment. While the Susskinds consider a 
range of developments in technology – exponential 
growth, increasingly pervasive devices and increasingly 
connected humans as well as AI – they assert that 
developments of AI systems in the 2020s are likely to 
have significant impacts on the professions. They argue 
that, for the professions, knowledge is fundamentally 
what is on offer and AI provides new ways of producing 
knowledge and making it available in society – ways 
which may not require professionals. Successful 
developments of AI4, coupled with intrinsic qualities 
of knowledge which make its exclusive ownership 
difficult, will, in the Susskinds’ view, expedite the rise of 
systems used to assist human experts or replace them 
in carrying out professional tasks.

These views are both supported and challenged. 
Pistone and Horn (2016) suggest that business model 
innovations will support technological advances across 
the whole network of entities involved in provision 
of legal services (law schools, firms, prosecutors, 
defenders, court systems and regulators). They say that 
impacts will be most pronounced in demand for entry-
level solicitors – but then where will the senior solicitors 
of the future come from?

Burnett (2016) also argues that the introduction of AI 
means that fewer people will be required to do lower 
skilled, transactional work leading to a smaller base at 
the bottom. Solicitors will no longer be gaining skills 
and judgment by working their way up through the 
ranks. How will they gain these skills? How will leaders 
of the future be developed? How can the experience 
and judgment of senior people (which is needed to 
train AI systems) be captured before they retire?

4 Specifically, using Big Data and providing systems that can perform tasks that would normally require human intelligence, robotics (machines with 
manual dexterity and skills) and affective computing which would enable machines to detect and express emotion.

Systems such as IBM Watson assisting junior lawyers 
means that, for Janet Fuhrer, President of the Canadian 
Bar Association, ‘a junior lawyer will have access 
to a 25-year-plus archive of experience and legal 
knowledge, but a 25-year-experienced lawyer may not 
have access to the technology that the younger lawyer 
is using’ (Queens University 2018). Furlong suggests 
that new lawyers coming into the profession need to 
know three things (i) what is happening in the legal 
marketplace; (ii) what kind of skills, attributes and 
knowledge are needed; and (iii) how to assimilate into 
the market/profession. For him, the current change 
and growing use of technology presents ‘real potential 
to open up an entirely new approach to how we train 
lawyers, how we segue lawyers into the legal profession 
and the legal market and how we establish ‘initial 
professional competence’ (Queens University 2018)

At the moment human expertise dominates at high 
skill complex tasks, whilst machines lead on low skill, 
routine tasks. Over the next five years we will see fewer 
humans involved in routine and automated work, 
whilst advances in machine intelligence will see more 
machines capable of executing complex reasoning and 
decision-making tasks. 

In a collection of blogs called ‘Legal Mosaic’, Cohen 
(2016) distinguishes between the practice of law and 
the delivery of law, arguing that the technology has 
profoundly changed the delivery of legal services. 
Across the board, this means that ‘just being a solicitor 
doesn’t cut it anymore’.  Further, for young solicitors 
to be market ready they will need a new set of skills 
including e-discovery, contract management, IP, cyber 
security and project management.
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On the other hand, US Professor Dana Remus 
(University of North Carolina law school) and Professor 
Frank Levy (Massachusetts Institute of Technology’s 
department of urban studies and planning) argue 
that technology is changing rather than replacing the 
work of lawyers (Remus and Levy 2016). Examining 
the potential for current or near-term automation 
on six categories of lawyering tasks and potential 
employment effects by mapping automation 
against data on these tasks, they conclude that only 
relatively structured and repetitive tasks can currently 
be automated. According to the data used, these 
represent a modest proportion of lawyers’ billable 
hours. In the final analysis, because law firms had 
‘a well-established reputation for slow technology 
adoption’, the authors estimated that ‘employment 
loss… would indicate that demand for lawyers’ hours is 
decreasing by 2.5% per year’. 

An important consideration is that Remus and 
Levy’s analysis is based on current tasks and current 
AI capabilities, whereas the futures imagined 
by the Susskinds is based on anticipating future 
developments in AI. However, an issue addressed by 
Remus and Levy, and avoided by the Susskinds, is the 
impact of AI on matters of professional values as well 
as the Rule of Law as a public good. 

Impact on types of work

The application of AI both within the profession and 
also in clients’ organisations is likely to change the 
types of work the legal profession carries out.

In 2018, a LawGeex study, conducted in collaboration 
with Duke and Stanford Law Schools, pitted AI against 
20 top U.S. trained lawyers with decades of experience 
specifically in reviewing non-disclosure agreements 
(NDAs). The legal AI system took 26 seconds to 
complete the review. Human lawyers took an average 
of over 92 minutes. The AI system achieved a 94% 
accuracy rate at surfacing risks, while the experienced 
human lawyers averaged 85% accuracy for the same 
task (Jia 2018). As well as reducing the more routine 
document analysis and review tasks, AI will be used by 
clients themselves to reduce complexity and ambiguity 
– which are two important reasons for consulting 
lawyers. For example a ‘smart land registry’ could run 
all the searches automatically, and combined with 
an autonomous home-inspector drone produce a 
conclusive and unambiguous report of the state of the 
title and physical property (Yunusov 2016). 

MACHINES, 2023
HIGH SKILL;
complex tasks

Human expertise

Machine learning tasks
LOW SKILL;
routine basic tasks

MACHINES, 2018

HUMANS, 2023

HUMANS, 2018
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Today’s Artificial Intelligence (AI) lacks our general 
intelligence; nevertheless, some areas in which lawyers 
should expect to see an increasing number of tech-
triggered legal problems are insurance, mortgages, 
data protection, IP, criminal sentencing, privacy, 
surveillance, medical diagnosis, AI created contracts, 
currency/banking and legal research. Additionally, 
robots powered by AI (e.g. self-driving vehicles, 
robot surgeons, factory workers, drones) will bring 
growing legal challenges around liability, ethics and 
accountability – including difficulties such as how to 
cross examine an algorithm? In machine learning 
based systems, finding out what the system was 
‘thinking’ at the time of an accident or error is a highly 
specialised task, and will require new approaches and 
types of expert witness.

Whilst some routine jobs may go, other new jobs will 
emerge. Issues of liability around AI systems could 
actually increase the need for legal support. Law firms 
will need far more tech-minded entrants implementing 
and monitoring new AI systems. 

As always, but perhaps ever more so, solicitors will 
need to understand the changing face of business and 
markets and help their clients to understand, articulate 
and mitigate the risks. 

Impact on Skills and LET 

This area is so important, with AI impacts linked to 
several other drivers, that we have written a separate 
paper on the subject. Four key themes indicate the 
nature of the issue:

• The Millennial workforce: A generational shift is 
taking shape as the concept of looking for the single 
career ladder or career trajectory gives way to the 
‘career experience’. According to the Pew Research 
Centre, Millennials now make up more than half 
of the workforce. This generation expect a mobile 
working environment, are fuelling the new ‘freelance 
economy’ and will, on average, spend no longer 
than 16 months with an employer. This ‘loyalty 
challenge’ is driven by expectations for a rewarding, 
purposeful work experience, constant learning and 
development opportunities and dynamic career 
progression (Deloitte 2016 Global Millennial Survey).

• Cross-discipline ‘Flash teams’: A new breed of 
talent is emerging that finds professionals with 
cross-functional skill sets who can work across 
the digital spectrum of multiple industries. 
Regardless of job title, organisations are building 
flexible, insightful teams that can jump in at any 
point from conception to execution. Deliberately 
designed, small and flexible teams will become 
the predominant approach toward fluctuating 
workloads, shrinking timeframes and intense flurries 
of information exchange and coordination (fuelled 
also by the growing freelance economy). Teams 
will form, converge, act and dismantle as work 
changes. By 2028 team-working will be a legitimate 
organisational principle, driven and managed by 
algorithms (Walker 2017). 

• Digital world skills: The OECD’s review of ‘Skills for 
a Digital World’ (OECD 2016) highlights the need 
not just for improved ICT skills but for numeracy 
and socio-emotional skills too; organisations/
employers will be challenged to adopt new mindsets 
and rethink what skills are critical to their workforce 
and what ‘learning’ and ‘development’ mean in the 
context of their business. Digital disruption and 
social networking have also changed the ways in 
which organisations hire, manage and support 
people.

• Legal Education curricula: Pistone and Horn 
(2016) argue that AI and other changes are 
creating a crisis for law schools in the U.S. context. 
With regulatory changes to legal education and 
training in England and Wales, the pressure is likely 
to be greater. Deloitte’s Brawn to Brains Report 
(2016) notes that in the future businesses will 
need more skills that include digital know-how, 
management capability, creativity, entrepreneurship 
and complex problem-solving. Characteristics such 
as an entrepreneurial spirit, curiosity, creativity 
and strategic thinking skills could assume far more 
significance in the education and recruitment of 
future lawyers. 

 The Law Practice Program offered by Ryerson 
University covers innovation, business plans, how to 
practice and use technology in practice. Increasingly 
we will see legal education focus on skills such as 
critical cross-industry problem-solving, flexibility, 
entrepreneurship and the ability to excel at contract-
based and project-based challenges.
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Impact on organisational structure and 
strategic planning

If entry level jobs decline, there will be a change to the 
organisational structure of law firms. Recruitment will 
fall, but succession planning will become ever more 
important. New or enhanced skills, for example in client 
management, will be needed across the organisation. 
If AI becomes part of the general IT function, its 
increased importance may transform the power 
structure of the organisation so that the Head of IT 
could become a much more important role. Conversely, 
if technology decisions become more embedded across 
the organisation and sit within the remit of senior 
partners and/or innovation roles, the importance of the 
Head of IT role could diminish.

Accenture undertook research with 35 senior 
executives responsible for digital transformation at 
their organisations and found that nearly two thirds 
believe that the ubiquity of suggestion tools and 
inference engines will open the doors to the more 
active use of intelligent machines for strategy and 
decision-making (Thomas, Fuchs and Silverstone 2016: 
4). Thomas et al. also suggest that, in the not too 
distant future, machines will look for openings in the 
market – differences that signal growth opportunities 
– in much the same way that automated trading does 
now. They will also be trained to look for parallels in 
adjacent markets. 

For GCs, law firm owners and senior decision makers, 
the benefits from intelligent machines include ability 
to:

‘Organisations will soon 
be training computers to 
think systematically – to 
look both upstream and 
downstream to determine 
the potential consequences 
of management decisions… 
leverage historical data 
to help executives avoid 
repeating mistakes… search 
out parallel situations in 
other organisations and 
even other industries 
in order to identify any 
unanticipated consequences 
of a proposed strategy’
(Thomas, Fuchs and Silverstone 2016: 4).

Expose the long-term 
implications of short-
term decisions

Use machine intelligence to 
enhance systemic thinking and 
to help build a complex picture 
of the ways in which seemingly 
distinct entities (eg economic, 
ecological, political systems) 
can interact to produce positive 
or negative implications for the 
business over the longer term.

Experiment to 
uncover new sources 
of value

Machine intelligence can 
structure experiments and trial 
situations at low cost and high 
speed. This enables decision-
makers to consider a much 
broader range of alternative 
actions, over different time 
periods, without subjecting 
the business to unnecessary 
risk – including entry into new 
markets and services.

Augment human 
judgment

Machine intelligence can help 
to optimise human judgment. 
The capacity to run countless 
‘what if’ experiments can help 
decision-makers to better test 
and fine-tune their human 
judgment in identifying and 
resolving various cultural, moral 
and ethical issues for different 
scenarios in the business’ 
future. 

http://www.lawsociety.org.uk
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Findings from the 2017 Accenture Technology Strategy 
survey found that nearly 50% of respondents think 
that AI deployment will spur a change in their business 
models, whilst 53% indicate AI will enable them to 
exploit new market opportunities (Brashear, Shacklady 
and Sinclair 2017).

Lower costs, changing fee structures

For many, the main objective of replacing tasks or 
people with technology is to reduce costs. 

A Slaughter and May pilot (Connelly 2016b) aimed to 
free up highly-trained solicitors who would otherwise 
be scanning through thousands of pages of repetitive 
documents so that they could spend more of their time 
analysing the findings and negotiating the terms of 
the deal. 

Clifford Chance is aiming to alleviate the time spent 
on traditional due diligence methods, as clients are 
under substantial pressure to reduce legal spend whilst 
needing more support to manage the increasing risks 
and complex issues that their companies are facing  
(Connelly 2016c).

Firms may also look to maintain their fee level by 
focussing on more added value activities within their 
offerings. What will remain important is the ability 
to view a client’s needs in a holistic way and devise 
appropriate solutions to wider business needs.

Lower costs could open up demand from those who 
previously could not afford legal advice, thereby 
increasing the size of the market. Although there is 
little evidence of this so far, as only a few high-end 
companies are operating such systems, over a 5 to 10 
year horizon this could begin to become evident. There 
are quality assurance issues to be addressed in such an 
event.  

What legal concerns do AI systems 
raise?

This section considers legal issues 
arising from the increased use of AI 
systems in society generally. 

Transparency

A basic principle of justice is transparency – the 
requirement to explain and justify the reasons for 
a decision. This applies across almost all fields of 
decision-making, both in the public sphere and within 
organisations. 

Several commentators have highlighted the challenges 
of this principle in the application of AI systems where, 
as we saw with AlphaGo, even the system’s designers 
may not be able to explain its actions. 

As AI algorithms grow more advanced, it becomes 
more difficult to make sense of their inner workings. 
Moreover, as these systems are self-organising they 
are inherently without external guidance. Although AI 
systems may well be much better at decision-making 
than humans (e.g. autonomous cars almost certainly 
will reduce the number of accidents in the long term), 
in the near-term, the power of AI is to ‘nudge’ human 
thinking, rather than make decisions. 

In making decisions about what to include or exclude 
in an output, algorithms usually have to go through 
a step which prioritises information. ‘Algorithmic 
bias’ is as real a threat as human bias (Buolamwini 
2016). The data an AI system is ‘trained’ on may well 
include systemic bias, so that the outcome could in 
effect be racial profiling, and entrenching ‘white male’ 
bias. There are at present no universal professional 
standards for data science. This raises the need to 
create such standards against which individuals adhere 
in order to build confidence in the use of algorithmic 
systems – and especially in legal contexts. As AI 
becomes more pervasive within law firms and legal 
departments, a foundation with strong guidelines for 
ethical use, transparency, privacy, cross-department 
sharing and more becomes crucial.

Even more challenging is balancing the impacts in the 
short-term with the long-term. Is the system’s objective 
to benefit the present generation or to promote a time-
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neutral aggregate of well-being of future generations? 
(Bostrom 2017).

The Institute of Electrical and Electronic Engineers (IEEE) 
addressed the issue of ‘Accountability and verifiability in 
AI systems’ (IEEE 2016) with the natural presumption 
that AI systems should fully comply with the law. But this 
raises many challenges, around governance and liability, 
societal impact, and the need for a ‘human in the loop’. 
They sought for AI systems to explain themselves, 
identify uncertainty and an appeal process. 

Ethics

The role of ethics in the conduct of electronic 
interactions between people, businesses and ‘things’ 
raises challenges around the moral implications or 
unintended consequences that result from the coming 
together of technology and humans. Big data, cloud 
and autonomous systems provoke questions around 
security, privacy and fundamental freedoms, whilst AI 
and social media challenge us to define how we value 
work and each other.

Importantly, global distribution of data centres, data 
sources and intelligent systems means there is limited 
control of the data or intentions outside our borders. 
The ethics of AI and data uses remains a high concern 
and key topic for debate, but such debates should be 
tempered by the acknowledgment of constraints to act 
on systems, corporations and practices based globally 
or legally outside English and Welsh control.

More generally, there are debates to be had about the 
ethics of AI systems (Bostrom 2017) which are perhaps 
more systemic and urgent than those in other fields 
such as medicine:

• Is society content with AI that kills? Military 
applications are inevitable, including lethal 
autonomous weapons, which might incite new arms 
races, or lower the threshold for nations to go to war, 
or give terrorists and assassins new tools for violence 
– but again how much influence can we have on 
regimes and systems beyond our borders?

• AI techniques could be used to launch cyber attacks

• Facial recognition, sentiment analysis, and data 
mining algorithms could be used to discriminate 
against disfavoured groups, or invade people’s 
privacy, or enable oppressive regimes to more 
effectively target political dissidents. 

The law itself may need to change to deal with 
these issues. The House of Commons Science and 
Technology Committee (2016) has already recognised 
the issue: ‘While it is too soon to set down sector-wide 
regulations for this nascent field, it is vital that careful 
scrutiny of the ethical, legal and societal dimensions of 
artificially intelligent systems begins now.’

Even proponents of AI, such as Elon Musk’s OpenAI 
group, recognise the need to police AI that could be 
used for ‘nefarious’ means (Metz 2016). 

It may be necessary to develop AI systems that 
disobey human orders, subject to some higher-order 
principles of safety and protection of life (Briggs & 
Scheutz 2017). Developing the principles for such 
actions is a huge challenge.

Remus and Levy (2016) were also concerned that 
the core values of legal professionalism meant that 
it might not always be desirable, even if feasible, 
to replace humans with computers because of the 
different way they perform the task. This assertion 
raises questions about what the core values of the 
legal profession are and what they should or could 
be in the future. What is the core value of a solicitor 
beyond reserved activities? And should we define the 
limit of what being a solicitor or lawyer is? 

Liability 

Should AI developers be liable for damage caused by 
their product? In most other fields, product liability 
is an established principle. But if the product is 
performing in ways no-one could have predicted, is it 
still reasonable to assign blame to the developer (Lea 
2017)?  AI systems are likely to interact with other 
systems/sensors in an Internet of Things, so assigning 
liability becomes difficult. They are also fundamentally 
reliant on the data they were trained on, so liability 
may be seen to lie there; equally there are risks of AI 
systems that are vulnerable to hacking. 

http://www.lawsociety.org.uk
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An EU committee was particularly concerned about 
liability issues (European Parliament 2016) suggesting 
legal responsibility of a robot’s or AI system’s harmful 
action was becoming a crucial issue. They argued that 
‘traditional rules will not suffice’ as it was not possible 
to identify the party responsible. The same system 
exposed to different learning experiences may well 
act differently. One idea is to apply a levy and have 
a no fault compensation agreement – based on the 
idea that one would spend more on a court case to 
determine liability than on the levy. 

Electronic personhood 

There is an important gulf between AI that works as 
an accurate proxy of human intelligence and AI that 
behaves like a human being. Many concerns around AI 
taking on more complex and cognitive roles are based 
on the assumption that any entity with intelligence will 
have the same kind of ambitions as humans. But we 
should not assume that an advanced version of AI will 
become or want to become a person. The dynamics of 
trust between people and machines are not yet well-
understood.

Far enough into the future, will AI/robots be 
sufficiently advanced to deserve ‘personhood’?  The 
EU committee referred to above argued that this was 
the way forward. (European Parliament 2016). Rights 
and responsibilities should be defined, analogous to 
corporate personhood, which allows firms to take part 
in legal cases both as the plaintiff and respondent. 
Note the committee made it clear that this was not 
about giving robots rights, but a legal fiction intended 
to make applying current laws easier. This is potentially 
a massive disruption to social and economic norms. 

However, the Common Law approach allows judges to 
evolve the law and, for some, it is an overreach to call 
for new laws when existing ones can be applied in, or 
transitioned to, new contexts. Equally, the extent of 
personhood may be limited by the fact that (for now at 
least) a machine has no vested interest in its decisions 
and does not feel anguish over those decisions. 

Public acceptance

AI limitations are currently the social aspects. 
The reason AI fails so often is socio-technical – a 
misunderstanding of how humans interact with 
technology. The role of designers is to figure out how 
to build collaborative relationships between people 
and machines that help smart systems enhance 
human creativity and agency rather than simply 
replacing them. The systems must be able to adapt 
to ever-changing factors and new information and 
weigh complex and ambiguous situations the way we 
humans do. That is how human users will learn to trust 
system recommendations and come to rely on them as 
partners in solving complex problems.

Algorithms share many features with previous 
technological innovations mired in controversy. Just 
like the introduction of genetically modified crops, 
vaccines and nuclear power in previous decades, the 
use of algorithmic decision making has broad social 
implications, combined with a lack of transparency, 
accountability and choice. NESTA (2017) predicts that 
public disquiet about the decisions that algorithms 
make, the way they affect us, and the lack of debate 
around their introduction, will become mainstream. Yet 
AI just needs to be better than humans to bring value 
to certain tasks or thought processes; it is misguided to 
assume these systems must either be perfect or they 
are useless.



15www.lawsociety.org.uk

May 2018

Conclusions

Over the next few years there can be little doubt that AI will begin to have a noticeable impact on 
the legal profession. Law firms and in-house legal departments have opportunities to explore and 
challenges to address, but it is clear there will be change.  

There are also difficult ethical questions for society to decide, for which the Law Society may be in a 
unique position to lead debate.

Questions for members to consider:

• Are individuals prepared to let data drive decision 
outcomes?

• Do individuals trust the data and the insights their 
systems generate? (especially when those insights 
conflict with long-held assumptions?)

• Have leaders identified the talent/skills needed 
to realise the business benefits from machine 
intelligence (data science; statistical reasoning; 
systems thinking etc)?

• Are managers receiving relevant training to prepare 
for intelligent machines?

• Are departments willing to share data openly so 
that all options are evaluated seriously (resource 
allocation)?

• Are senior management open to being observed and 
critiqued by intelligent systems in their decisions/
decision-making?

http://www.lawsociety.org.uk
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The aim of this is to assist members in preparing for future changes that will affect the sector.
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How AI And Machine Learning Are 
Transforming Law Firms And The 
Legal Sector

Bernard Marr Contributor 

Whenever a professional sector faces new technology, questions arise regarding 

how that technology will disrupt daily operations and the careers of those who 

choose that profession. And lawyers and the legal profession are no exception. 

Today, artificial intelligence (AI) is beginning to transform the legal profession in 

many ways, but in most cases it augments what humans do and frees them up to 

take on higher-level tasks such as advising to clients, negotiating deals and 

appearing in court.



What is artificial intelligence?

Artificial intelligence mimics certain operations of the human mind and is the 

term used when machines are able to complete tasks that typically require human 

intelligence. The term machine learning is when computers use rules (algorithms) 

to analyze data and learn patterns and glean insights from the data. Artificial 

intelligence is a large factor shifting the way legal work is done.

Review documents and legal research

AI-powered software improves the efficiency of document analysis for legal use 

and machines can review documents and flag them as relevant to a particular 

case. Once a certain type of document is denoted as relevant, machine learning 

algorithms can get to work to find other documents that are similarly relevant. 

Machines are much faster at sorting through documents than humans and can 

produce output and results that can be statistically validated. They can help 

reduce the load on the human workforce by forwarding on only documents that 

are questionable rather than requiring humans to review all documents. It’s 

important that legal research is done in a timely and comprehensive manner, even 

though it’s monotonous. AI systems such as the one offered by ROSS Intelligence

leverages natural language processing to help analyze documents.

Help perform due diligence

In law offices around the world, legal support professionals are kept busy 

conducting due diligence to uncover background information on behalf of their 

clients. This works includes confirming facts and figures and thoroughly 

evaluating the decisions on prior cases to effectively provide counsel to their 

clients. Artificial intelligence tools can help these legal support professionals to 

conduct their due diligence more efficiently and with more accuracy since this 

work is often tedious for humans.

Contract review and management

A big portion of work law firms do on behalf of clients is to review contracts to 

identify risks and issues with how contracts are written that could have negative 
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impacts for their clients. They redline items, edit contracts and counsel clients if 

they should sign or not or help them negotiate better terms. AI can help analyze 

contracts in bulk as well as individual contracts. There are several software 

companies who created AI tools specifically for contract review such as Kira 

Systems, LawGeex and eBrevia that help sort contracts quicker and with fewer 

errors than humans.

YOU MAY ALSO LIKE

Predict legal outcomes

AI has the capability of analyzing data to help it make predictions about the 

outcomes of legal proceedings better than humans. Clients are often asking their 

legal counsel to predict the future with questions such as “If we go to trial, how 

likely will it be that I win?” or “Should I settle?” With the use of AI that has access 

to years of trial data, lawyers are able to better answer such questions.

Automating divorce

A typical divorce settlement can take a year or more and can cost $27,000 on 

average in the United States. With a goal of “making every divorce amicable,”

Wevorce provides couples a self-guided online divorce solution for a fraction of 

the cost. Couples can define their “optimal outcomes” and the AI-powered 

machine walks them through five modules and all the critical decisions that need 

to be made for their particular circumstances. There are also legal experts 

available to step in to provide guidance when needed.

How will AI impact the legal profession?

According to Deloitte, 100,000 legal roles will be automated by 2036. They report 

that by 2020 law firms will be faced with a “tipping point” for a new talent strategy. 

 Now is the time for all law firms to commit to becoming AI-ready by embracing a 

growth mindset, set aside the fear of failure and begin to develop internal AI 

practices. There are many who believe innovation is the key to transforming the 
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Abstract
Most recommender systems suggest items that are popular among all users and similar
to items a user usually consumes. As a result, the user receives recommendations that
she/he is already familiar with or would find anyway, leading to low satisfaction. To
overcome this problem, a recommender system should suggest novel, relevant and
unexpected i.e., serendipitous items. In this paper, we propose a serendipity-oriented,
reranking algorithm called a serendipity-oriented greedy (SOG) algorithm, which
improves serendipity of recommendations through feature diversification and helps
overcome the overspecialization problem. To evaluate our algorithm, we employed
the only publicly available dataset containing user feedback regarding serendipity. We
compared our SOG algorithm with topic diversification, popularity baseline, singular
value decomposition, serendipitous personalized ranking andZheng’s algorithms rely-
ing on the above dataset. SOG outperforms other algorithms in terms of serendipity
and diversity. It also outperforms serendipity-oriented algorithms in terms of accuracy,
but underperforms accuracy-oriented algorithms in terms of accuracy. We found that
the increase of diversity can hurt accuracy and harm or improve serendipity depending
on the size of diversity increase.
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1 Introduction

Recommender systems are software tools that suggest items of use to users [17,27].
An item is “a piece of information that refers to a tangible or digital object, such as
a good, a service or a process that a recommender system suggests to the user in an
interaction through the Web, email or text message” [17]. For example, an item could
refer to a movie, a song or a new friend.

To increase the number of items that will receive high ratings most recommender
systems tend to suggest items that are (a) popular, as these items are consumed bymany
individuals and are often of highquality inmanydomains [5] and (b) similar to those the
user has assigned high ratings, as these items correspond to users’ preferences [17,19,
29]. As a result, users might become bored with the suggestions provided, as (1) users
are likely to be familiar with popular items, while the main reason these users would
use a recommender system is to find novel and relevant items [5] and (b) users often
lose interest in using the systemwhen they are offered only items similar to items from
their profiles (the so-called overspecialization problem) [17–19,29].Here the term user
profile refers to the unique ID and the set of items rated by the target user [17], though
it might include information, such as real name, user name and age in other papers.

To suggest novel and interesting items and overcome the overspecialization prob-
lem, recommender systems should suggest serendipitous items. Some researchers
consider novel and unexpected items serendipitous [32], while others suggest that
serendipitous items are relevant and unexpected [22]. Although there is no agreement
on the definition of serendipity [19], in this paper, the term serendipitous items refers
to items relevant, novel and unexpected to a user [17–19]:

– An item is relevant to a user if the user has expressed or will express preference
for the item. The user might express his/her preference by liking or consuming the
item depending on the application scenario of a particular recommender system
[17,19]. In different scenarios,ways to express preferencemight vary. For example,
we might regard a movie as relevant to a user if the user gave it more than 3 stars
out of 5 [21,33], whereas we might regard a song as relevant to a user if the user
listened to it more than twice. The system is aware that a particular item is relevant
to a user if the user rates the item, and unaware of its relevance otherwise.

– An item is novel to a user if the user had not heard of this item or had not thought
of this item prior to the recommendation of this item [16]. Items novel to a user are
usually unpopular, as users are often familiar with popular items, where popularity
can be measured by the number of ratings given to it in the system [5,17–19]. For
example, a user is more likely to be familiar with the popular movie “The Shaw-
shank Redemption” than with the unpopular movie “Coherence”. Novel items also
have to be relatively dissimilar to a user profile, as the user is likely to be familiar
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with items similar to the ones she/he has rated [17,19]. For example, a rock fan is
more likely to be familiar with rock songs rather than with pop songs.

– An item is unexpected to a user if the user does not anticipate this item to be
recommended to him/her or found by him/her or this item is just very dissimilar
to what this user usually consumes [16]. The user does not expect items that are
dissimilar to the ones usually recommended to him/her. Generally, recommender
systems suggest items similar to items rated by the user [17,19,29]. Consequently,
an item dissimilar to the rated ones is regarded as unexpected [17,19]. Themeasure
of dissimilarity could be based on user ratings or item attributes depending on
the application scenario of a recommender system [13]. For example, a comedy
fan would mostly rate comedies and receive recommendations of comedies in a
recommender system. A recommendation of documentary would be unexpected
to the user, as the user does not expect a recommendation of this genre from this
particular recommender system.

An item must be relevant, novel and unexpected at the same time to be consid-
ered serendipitous. For example, a recommender system suggests a very unpopular
documentary to a comedy fan. Let us assume that the user has never heard of this
movie (novel, as it is very unpopular) and does not expect this movie to be recom-
mended to them (unexpected, as it does not match their tastes indicated in the system).
Let us also assume that the user watches the movie and enjoys it (relevant). We will
regard this movie serendipitous, as it was novel and unexpected to the user prior to
the recommendation and it turned out to be relevant to her afterwards.

State-of-the-art serendipity-oriented recommendation algorithms are barely com-
pared with one another and often employ different serendipity metrics and definitions
of the concept, as there is no agreement on the definition of serendipity in recommender
systems [19,21,32].

In this paper, we propose a serendipity-oriented recommendation algorithm based
on our definition above. We compare our algorithm with state-of-the-art serendipity-
oriented algorithms relying on the first and currently the only publicly available dataset
containing user feedback regarding serendipity.

Our serendipity-oriented algorithm reranks recommendations provided by an
accuracy-oriented algorithm and improves serendipity through feature diversifica-
tion. The proposed algorithm is based on the existing reranking algorithm, topic
diversification (TD) [34], and outperforms this algorithm and other algorithms in
terms of serendipity and diversity. Our algorithm also outperforms the state-of-the-art
serendipity-oriented algorithms in terms of accuracy.

Our algorithm has the following advantages:

– It considers each component of serendipity.
– It improves both serendipity and diversity.
– It can be applied to any accuracy-oriented algorithm.

The paper has the following contributions:

– We propose a serendipity-oriented recommendation algorithm.
– We evaluate existing serendipity-oriented recommendation algorithms.
– We investigate the effect of diversity on accuracy and serendipity.
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The rest of the paper is organized as follows. Section 2 discusses earlier work
in the field. Section 3 describes the proposed algorithm. Section 4 is dedicated to
experimental setting, while Sect. 5 reports the results of the experiments. Finally,
Sect. 7 draws conclusions.

2 Related work

In this section, we will discuss definitions of serendipity and diversity, and overview
algorithms that improve these properties.

2.1 Definition of serendipity

The term serendipity was coined by Horace Walpole by referencing a Persian fairy-
tale, “The Three Princess of Serendip,” in 1758. In the fairytale, the three princes of
the country Serendip ventured out to explore the world and made many unexpected
discoveries on their way.1 In his letter, Horace Walpole mentioned that the princes
were “always making discoveries, by accidents & sagacity, of things which they were
not in quest of” [26].

The dictionary definition of serendipity is “the faculty of making fortunate discov-
eries by accident”.2 However, there is no consensus on the definition of serendipity
in recommender systems. Some researchers require items to be relevant and unex-
pected to be considered serendipitous [19,22], whereas other researchers suggest that
serendipitous items are novel and unexpected [19,32]. However, the most common
definition of serendipity includes all three components: relevance, novelty and unex-
pectedness [17,18].

Novelty and unexpectedness also have multiple definitions, which results in eight
variations of serendipity [16]. Novelty has two variations: strict novelty—the user
has never heard about an item; and motivational novelty—the user had not thought
of consuming an item, before this items was recommended to him/her. Unexpect-
edness has four variations: unexpectedness (relevant)—the user does not expect to
enjoy the item; unexpectedness (find)—the user does not expect to find the item on
his/her own; unexpectedness (implicit)—the item is very dissimilar to what the user
usually consumes; and unexpectedness (recommend)—the user does not expect the
item to be recommended to him/her. Relevance has one variation and indicates how
much the user enjoys consuming the item. Since serendipity consists of relevance,
novelty and unexpectedness, relevance has one variation, novelty has two varia-
tions and unexpectedness has four variations, there are eight variations of serendipity
(proposed in [16]): strict serendipity (relevant), strict serendipity (find), strict serendip-
ity (implicit), strict serendipity (recommend), motivational serendipity (relevant),
motivational serendipity (find), motivational serendipity (implicit) and motivational
serendipity (recommend). We employ these variations in this study.

1 “The Three Princes of Serendip” by Boyle Richard, 2000.
2 http://www.thefreedictionary.com/serendipity.
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2.2 Improving serendipity

There are three categories for serendipity-oriented algorithms [19]: (a) reranking algo-
rithms (these algorithms change the order of items in recommendation lists using
relevance scores provided by accuracy-oriented algorithms); (b) serendipity-oriented
modifications (these algorithms are based on particular accuracy-oriented algorithms);
and (c) novel algorithms (these algorithms are not based on any common accuracy-
oriented algorithms, but rather utilize different techniques to improve serendipity).

Reranking algorithms improve serendipity by changing the order of the output of
accuracy-oriented algorithms [19]. These algorithms often use relevance scores to
filter out potentially irrelevant items first and then use other techniques to promote
potentially serendipitous ones. For example, the algorithm proposed by Adamopoulos
and Tuzhilin first filters out items likely to be irrelevant and obvious to a user and
then orders items based on their overall utility for the user. The latter is based on how
different an item is to users’ expectations and on relevance scores for this itemprovided
by an accuracy-oriented algorithm [1]. Another example is the algorithm proposed
by Zhang et al. Auralist [32]. The algorithm consists of the three other algorithms:
Basic Auralist, which is responsible for relevance scores, Listener Diversity, which is
responsible for diversity, and Declustering, which is responsible for unexpectedness.
The algorithm orders items in the recommendation list according to the final score,
which is represented by a linear combination of the scores provided by the three
algorithms.

Serendipity-oriented modifications refer to common accuracy-oriented algorithms
modified with a purpose of increasing serendipity [19]. The main difference between
reranking algorithms and modifications is that modifications are always based on
particular accuracy-oriented algorithms, whereas a particular reranking process can
be applied to any accuracy-oriented algorithm, which provides relevance scores. For
example, Nakatsuji et al. modified a common user-based collaborative filtering algo-
rithm (k-nearest neighbor algorithm) [10] by replacing the user similarity measure
with relatedness. It is calculated using random walks with restarts on a user similarity
graph [23]. The graph consists of nodes corresponding to users and edges correspond-
ing to similarities based on an item taxonomy. By utilizing the relatedness, for a target
user, the algorithm picks a neighborhood of users who are not necessarily similar, but
who are in some way related to the target user [23]. Another example of modifica-
tions is the algorithm proposed by Zheng et al. The algorithm is based on PureSVD
(a variation of the singular value decomposition algorithm) [7]. The main difference
between PureSVD and its modification is that the objective function of the modifi-
cation includes components responsible for unexpectedness, whereas the objective
function of PureSVD lacks these components [33].

Novel serendipity-oriented algorithms neither fall into reranking nor into modifica-
tions categories, as they are not based on any common accuracy-oriented algorithms
and do not use relevance scores provided by any accuracy-oriented algorithms [19]. For
example, TANGENT recommends items using relevance scores and bridging scores,
where both kinds of scores are inferred using a bipartite graph [24]. The graph contains
nodes that represent users and items, and edges that represent ratings. The algorithm
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calculates relevance scores using randomwalkswith restarts and bridging scores based
on the calculated relevance scores [24]. Another example of an algorithm that belongs
to the category of novel algorithms is randomwalk with restarts enhanced with knowl-
edge infusion [8]. The algorithm orders items in recommendation lists according their
relatedness to a user profile. The relatedness is calculated using random walks with
restarts on an item similarity graph, where nodes correspond to items, and edges cor-
respond to similarities between these items. To calculate the similarities, the authors
used the spreading activation network based on Wikipedia and WordNet [8].

Most existing algorithms have been designed to achieve serendipity measured by
artificial evaluation metrics due to the lack of publicly available datasets containing
user feedback regarding serendipity. The results of artificial evaluation metrics might
bemisleading, as the assumptions that thesemetrics are based onmight not correspond
to the reality due to the lack of ground truth [15]. Furthermore, performance of most
existing algorithms is not compared with that of others [18]. In this article, we propose
a reranking algorithm and compare it with state-of-the-art algorithms in evaluation
conducted on the first publicly available dataset containing serendipity ground truth.

2.3 Definition of diversity

Diversity is a property of a recommendation list or a set of them composed by one or
several recommender systems. It reflects how dissimilar items are to each other in the
list [4,14]. To measure diversity inside a list, researchers often calculate an average
pairwise dissimilarity of items in a recommendation list [4,14], where dissimilarity can
be represented by any metric, which reflects how dissimilar items are to one another.
A dissimilarity metric is often based on attributes of items. The higher the average
pairwise dissimilarity, the higher the diversity of the list.

Diversity is considered as a desirable property of a recommender system, as it
was proven to improve user satisfaction [34], and by diversifying the recommendation
results, we are likely to suggest an item satisfying a current need of a target user [14]. A
fan of the movie TheMatrix is likely to prefer a recommendation list of movies similar
to The Matrix, including this movie, rather than a recommendation list consisting of
The Matrix sequels only.

Diversity is not always related to dissimilarity of items in a particular recommenda-
tion list. The term can also refer to diversity of recommendations provided by different
recommender systems [3], diversity across recommendation lists suggested to all the
users of a particular system [2], or diversity of recommendations to the same user in a
particular system over time [20]. In these cases one needs amore complicated diversity
measure than the pairwise average diversity of items inside one recommendation list.

2.4 Improving diversity

Greedy reranking algorithms are very common in improving diversity of recommen-
dation lists. They create two lists of items (a candidate list and a recommendation list),
and iteratively move items from the candidate list to the recommendation list [4,14]. In
each iteration, these algorithms calculate different scores, which depend on the algo-
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rithm. Based on these scores, the algorithms pick an item from the candidate list to be
moved to the recommendation list [4,14]. For example, the TD algorithm, which our
algorithm is based on, calculates in each iteration average similarities between each
item in the candidate list and items in the recommendation list and uses the obtained
scores to pick an item that is the most relevant but at the same time the most dissimilar
to the items already added to the recommendation list [34].

Another group of the algorithms optimized for diversity take diversity into account
in the process of generating recommendations. For example, Su et al. proposed an
algorithm that integrates diversification in a traditionalmatrix factorizationmodel [28].
Another example of an algorithm falling into this category is diversified collaborative
filtering algorithm (DCF) that employs a combination of support vector machine and
parametrizedmatrix factorization to generate accurate anddiversified recommendation
lists [6].

To the best of our knowledge, studies that focus on both serendipity and diversity
are very limited. In this article, we propose an algorithm that improves both serendipity
and diversity.

3 A serendipity-oriented greedy algorithm

To describe the proposed algorithm, we present the notation in Table 1. Let I be a fixed
set of available items and U be a fixed set of users of a particular recommendation
system at a particular point in time T . User u has rated or interacted with items
Iu, Iu ⊆ I . The recommender system suggests RSu(n) items to user u (at time T ).
The unique rating user u has given to item i before T is represented by rui , whereas
the predicted rating generated by an algorithm is represented by r̂ui .

3.1 Description

We propose a SOG algorithm [18] that is based on a TD algorithm [34]. The objective
of TD is to increase the diversity of a recommendation list. Both SOG and TD belong
to the group of greedy reranking algorithms, meaning that these algorithms change
the order of items provided by another algorithm [4]. According to the classification

Table 1 Notations

Symbol Description

I = {i1, i2, . . . , i||I ||} The set of items

Iu , Iu ⊆ I The set of items rated by user u (user profile)

U = {u1, u2, . . . , u||U ||} The set of users

Ui ,Ui ⊆ U The set of users who rated item i

RSu(n), RSu(n) ⊆ I The set of top–n recommendations provided by an algorithm to user u

rui The rating given by user u to item i

r̂ui The prediction of the rating given by user u to item i
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provided in [19], we propose a hybrid reranking algorithm following the post-filtering
paradigm and considering unpopularity and dissimilarity.

Input : RSu(n): top–n recommendation set
Output: Res: picked item list
B: candidate set,
r̂ui : predicted rating of an item,
Res[0] ← i with max r̂ui ;
for z ← 1 to n do

B ← set(Res);// set converts a list to a set
B′ ← RSu(n)\B;
forall the i ∈ B′ do

calculate scoreui B
end
Res[z] ← i with max scoreui ;

end
Algorithm 1: Description of SOG

Algorithm 1 describes the proposed approach. An accuracy-oriented algorithm
predicts item ratings r̂u,i and generates top–n suggestions RSu(n) for user u. SOG
iteratively picks items from the set corresponding to RSu(n) to fill diversified list
Res. In each iteration the algorithm generates a candidate set B ′ that contains top–n
recommendations RSu(n) except items already picked to the list Res (converted to
the set B). A candidate item with the highest score is added to the diversified list Res.
The result Res contains the same items as RSu(n), but in a (possibly) different order.

The score is a linear combination of parameters important for serendipity:

scoreui B =
h∑

j=1

α j · pui B j . (1)

where α j is the weight of parameter pui B j , while h is the number of parameters. In our
algorithm, we took into account four parameters: relevance, diversity, dissimilarity of
an item to the user profile and unpopularity, which resulted in the following equation:

scoreui B = αrel · r̂ui + αdiv · divi B + αprof · profui + αunpop · unpopi . (2)

where divi B indicates the average dissimilarity of item i and the candidate set B,
profui represents the average dissimilarity of item i to items consumed by user u in
the past (Iu) and unpopi indicates unpopularity of item i . The diversity parameter is
calculated as follows [33]:

divi B = 1

||B||
∑

j∈B
1 − simi, j , (3)

where similarity simi, j can be any kind of similarity measure varying in the range
[0, 1]. The dissimilarity to the user profile is calculated as follows:
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profui = 1

||Iu ||
∑

j∈Iu
1 − simi, j . (4)

In case the user has not rated any items yet (the cold start problem [11]), profui can
be set to any constant (in our experiments we picked 0), as the contribution of this
part of equation 2 will be the same for each candidate item. It is possible to calculate
the dissimilarity of an item to a user profile based on information about user, such as
location, age or gender, but this information is often unavailable and this extension is
beyond the scope of this article. The unpopularity parameter is based on the number
of ratings, assigned to a particular item:

unpopi = ||Ui ||
||U || . (5)

Each of the four parameters is normalized to the range [0, 1]. The three parameters
r̂ui , profui and unpopi can be calculated prior to the first iteration of the algorithm,
while divBi can only be calculated on each iteration of the algorithm, as it depends
on the candidate set B.
Although SOG is based on TD [34], our algorithm has two key differences with respect
to TD:

– SOG considers item scores instead of positions of items in lists, which leads to
more accurate scores (scoreui ).

– SOG takes into account parameters important for serendipity.

Our algorithm has four main advantages:

– The algorithm considers each component of serendipity.
– As our algorithm is based on the diversification algorithm, SOG improves both
serendipity and diversity.

– As SOG is a reranking algorithm, it can be applied to any accuracy-oriented algo-
rithm, which might be useful for a live recommender system (reranking could also
be conducted on the client’s side in a client-server application scenario).

– Our algorithm employs four weights that allow to control serendipity. The weights
could be different for each user and be adjusted as the user becomes familiar with
the system.

3.2 Computational complexity

The algorithm contains three loops (Algorithm 1): the loop from 1 to n, the loop from
1 to ||B ′||, and the loop from 1 to ||B|| to calculate divBi (Eq. 3). The overall number
of actions can be calculated as follows:

(n − 1) · 1 + (n − 2) · 2 + (n − 3) · 3 + · · · + (n − n) · n
= n · (1 + 2 + 3 + · · · + n) − (12 + 22 + 32 + · · · + n2)

= n · n · 1 + n

2
− n(n + 1)(2n + 1)

6
= n3 − 2n2 + n

6
; (6)
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O
(
n3 − 2n2 + n

6

)
= O(n3). (7)

The computational complexity of the algorithm isO(n3) (excludingpre-calculation),
where n is the number of items in the input set RSu(n). The complexity of our algo-
rithm is relatively high.However,we expect n to be relatively small (in our experiments
n = 10), as by increasing n, one increases the chance of suggesting irrelevant (and
therefore non-serendipitous) items to the user.

In cases when n is required to be very high, which makes the computational time
unacceptable, one might want to ignore divi,B in Eq. 2, which will decrease the
computational complexity to O(n2). This will also decrease the diversification effect
of the algorithm, but keep the improvement of serendipity.

4 Experiments

In this section, we present the dataset we used in our experiments, baseline algorithms
and evaluation metrics.

4.1 Dataset

To compare performance of our algorithm with the baselines, we evaluated these
algorithms on the Serendipity-2018 dataset, as to the best of our knowledge, this is the
only publicly available dataset, which contains user feedback regarding serendipity
[16]. As the amount of this feedback is limited, we generated additional user feedback
based on this dataset. We then split this dataset into three different datasets to evaluate
our baselines. In this section, we first describe the dataset and then provide details on
its preprocessing.

4.1.1 Description

Serendipity-2018 contains ratings given by users tomovies on themovie recommender
system MovieLens,3 where users rate movies they watched in the past on the scale
from 0.5 to 5 stars and receive recommendations of movies to watch based on their
ratings. The authors of the dataset conducted a survey inMovieLens, where they asked
users how serendipitous these users find particular movies. In the survey, the authors
selected movies that were assigned low number of ratings in the system (unpopular
movies) and given high ratings by the users (relevant movies), as these movies were
likely to be serendipitous to the users.

The authors proposed eight variations of serendipity and asked users to indicate
how serendipitous each movie was to them according to each of the eight variations
(see Sect. 2.1). The dataset thus contains eight binary variables indicating whether a
movie is serendipitous or not according to a particular variation.

3 https://movielens.org.
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The dataset contains two types of user feedback: relevance ratings and serendipity
ratings. Relevance ratings are 5-star ratings that indicate how much users enjoyed
watching the movies. Serendipity ratings are binary ratings that indicate whether users
consideredmovies as serendipitous or as non-serendipitous. Serendipity-2018 contains
10 million relevance ratings given by 104,661 users to 49,151 different movies and
2150 serendipity ratings given by 481 users (up to five serendipity ratings per user) to
1678 different movies.

4.1.2 Preprocessing

In this experiment, we targeted the union of six variations of serendipity, as the two
remaining variations are likely to reduce user satisfaction [16].Amoviewas considered
as serendipitous to a user, if this movie was serendipitous to the user according to at
least one of the six remaining serendipity variations: strict serendipity (find), strict
serendipity (implicit), strict serendipity (recommend), motivational serendipity (find),
motivational serendipity (implicit) and motivational serendipity (recommend). For
detailed discussion the reader is urged to consult [16] and Sect. 2.1.

We generated a number of serendipity ratings due to the lack of these ratings in the
dataset. For each of these users, we randomly selected five movies rated by the user
with a relevance rating and labeled these movies non-serendipitous for this user. We
regarded these movies non-serendipitous, as they were unlikely to be serendipitous to
the users. According to the dataset, the chance of amovie to be serendipitous to the user
is up to 13%,4 provided that the authors of the dataset selected movies that were likely
to be serendipitous in their survey. These movies were relevant to the users, as users
gave them high relevance ratings and likely to be novel, as these movies had relatively
low number of ratings in MovieLens. To randomly select relevance ratings and label
them non-serendipitous, we did not control for popularity or relevance. The chance of
making a mistake labeling a movie non-serendipitous to the user is thus much lower
than 13%. The final dataset contained 4555 serendipity ratings (2405 were generated)
given by 481 users to 1931 different movies and 10 million relevance ratings given by
104,661 users (including the 481 users) given to 49,151 different movies.

To tune and evaluate the baselines, we split the final dataset into three datasets: the
training dataset, the tuning dataset and the test dataset. The training dataset contains
almost 10 million relevance ratings, while the tuning dataset contains 3043 relevance
and serendipity ratings (67% of serendipity ratings) of the same user-movie pairs.
The test dataset contains 1512 relevance and serendipity (33% of serendipity ratings)
ratings of the same user-movie pairs. To tune the parameters of the baselines, we
trained them on the relevance ratings of the training dataset and tuned the parameters
based on the performance of these baselines on the serendipity ratings of the tuning
dataset.We then trained the baselines with the inferred parameters on relevance ratings
of the training and tuning datasets combined and evaluated them on the relevance (to
measure relevance) and serendipity (to measure serendipity) ratings of the test dataset.

4 277 out of 2150 user-movie pairs are serendipitous.
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4.1.3 Similarity measure

To calculate how similar movies are to each other, the algorithms evaluated in this
research require a similarity measure. We picked tag based similarity measure, since
this is an important factor for detecting serendipitousmovies in Serendipity-2018 [16].
Tagbased similaritymeasure is basedon taggenomedata [31],which in turn is basedon
tags that users assign to movies in MovieLens. The tags are the keywords that indicate
different features of movies. For example, the movie “The Shawshank Redemption”
is attached tags “narrated”, “prison” and “escape”. Tag genome contains most popular
tags and scores indicating how much each of these tags applies to a particular movie.
These scores vary in the range [0, 1] and are calculated based on the number of users
who assigned these tags, user ratings and other user-contributed data. To calculate
similarity between movies, we employed weighted cosine similarity [31]:

sim(i, j) =
∑m

k=1 ik · jk · wk√∑m
k=1 i

2
k · wk

√∑m
k=1 j2k · wk

, (8)

wherem is the number of tags, ik indicates the score of tag k applied to movie i , while
wk indicates the weight of tag k. The weight is calculated as follows:

wk = log(||Utk ||)
log ||Itk ||

, (9)

where Utk corresponds to the set of users, who assigned tag tk , while Itk corresponds
to the set of movies, for which the tag score is greater than 0.5 (ik > 0.5).

4.2 Baselines

We implemented the following baseline algorithms:

– POP ranks items according to the number of ratings each item received in descend-
ing order.

– SVD is a singular value decomposition algorithm that ranks items according to
generated scores [33]. The objective function of the algorithm is the following:

min
∑

u∈U

∑

i∈Iu
(rui − pu · qTi )2 + β(||pu ||2 + ||qi ||2), (10)

where pu and qi are user-factor vector and item-factor vector, respectively, while
β(||pu ||2+||q j ||2) represents the regularization term. Based on tuning, we picked
the following parameters: feature number = 200, learning rate = 10−5 and
regularization term = 0.1.

– SPR (serendipitous personalized ranking) is an algorithm based on SVD that
maximizes the serendipitous area under theROC (receiver operating characteristic)
curve [21]:
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max
∑

u∈U
f (u), (11)

f (u) =
∑

i∈I+
u

∑

j∈Iu\I+
u

·zu · σ(0, r̂ui − r̂u j )(||Uj ||)α, (12)

where I+
u is a set of items a user likes. We considered that a user likes items that

she/he rates higher than threshold θ (in our experiments θ = 3). Normalization
term zu is calculated as follows: zu = 1

||I+
u ||||Iu\I+

u || . Based on tuning, we picked

the following parameters: Bayesian loss function, α = 0.4, feature number= 200,
learning rate = 10−5 and regularization term = 0.1.

– Zheng’s is an algorithm based on SVD that considers observed and unobserved
ratings and weights the error with unexpectedness [33]:

min
∑

u∈U

∑

i∈Iu
(rui − pu · qTi )2 · wui

+β(||pu ||2 + ||qi ||2), (13)

wui =
(
1 − ||Ui ||

max j∈I (||Uj ||)
)

+
∑

j∈Iu ·di f f (i, j)
||Iu || , (14)

where max j∈I (||Uj ||) is the maximum number of ratings given to an item. A
collaborative dissimilarity between items i and j is represented by di f f (i, j).
The dissimilarity is calculated as di f f (i, j) = 1 − ρi, j , where similarity ρi, j
corresponds to the Pearson correlation coefficient:

ρi, j =
∑

u∈Si, j (ru,i − ru)(ru, j − ru)
√∑

u∈Si, j (ru,i − ru)2
√∑

u∈Si, j (ru j − ru)2
, (15)

where Si, j is the set of users rated both items i and j , while ru corresponds to an
average rating for user u. In our implementation, we excluded unobserved ratings
due to the size of our dataset. Based on tuning, we picked the parameters: feature
number = 200, learning rate = 10−5 and regularization term = 0.1.

– TD is a topic diversification algorithm, where similarity corresponds to Eq. (8)
and the ratings are predicted by SVD [34]. Based on tuning, we set ΘF = 0.9.

– SOG is the proposed serendipity-oriented greedy algorithm, where the ratings are
predicted by SVD. Based on tuning, we set αrel = 0.9, αdiv = 0.1, αprof = 0.7
and αunpop = 0.7.

4.3 Evaluationmetrics

The main objective of our algorithm is to improve serendipity of a recommender sys-
tem. A change of serendipity might affect other properties of a recommender system.
To demonstrate the dependence of different properties and features of the baselines,
we employed evaluationmetrics to measure three properties of recommender systems:

123



D. Kotkov et al.

accuracy, as it is a common property [19]; serendipity, as SPR, Zheng’s and SOG are
designed to improve this property [21,33]; and diversity, as this is one of the objectives
of TD [34]:

– Tomeasure a ranking ability of an algorithm, we use normalized discounted cumu-
lative gain (NDCG), which, in turn, is based on discounted cumulative gain (DCG)
[12]:

DCGu@n = relu(1) +
n∑

i=2

relu(i)

log2(pos(i))
, (16)

where relu(i) indicates relevance of item i with rank pos(i) for user u, while
n indicates the number of top recommendations selected. pos(i) is the distance
of the item from the beginning of the list (1, 2, 3, …, n). The NDCG metric is
calculated as follows:

NDCGu@n = DCGu@n

I DCGu@n
, (17)

where I DCGu@n is DCGu@n value calculated for a recommendation list with
an ideal order according to relevance.

– To measure serendipity, we adopted the accuracy metric precision, since user
feedback regarding serendipity is the binary variable:

Serendipi tyu@n = seru@n

n
, (18)

where seru@n corresponds to the number of serendipitous items in the first n
results. To tune our algorithms, we used Serendipity@3.

– To measure diversity, we employed an intra-list dissimilarity metric [33]:

Divu@n = 1

n · (n − 1)

∑

i∈RSu(n)

∑

j �=i∈RSu(n)

1 − simi, j , (19)

where similarity simi, j corresponds to tag based similarity measure (Eq. 8).

The experiments were conducted using the Lenskit framework5 [9].

5 Results

Tables 2, 3 and 4 demonstrate performance of baselines in terms of accuracy, serendip-
ity and diversity. The following observations can be noticed (we provide them along
with explanations):

1. Serendipity (Table 2)

1.1 SOG outperforms other algorithms at top-3 results
1.2 SOG underperforms SPR at top-1, as our algorithm always keeps the most

relevant item as the first one in the list

5 https://lenskit.org/.
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Table 2 Serendipity

Algorithm Serendipity@1 Serendipity@3 Serendipity@5

POP 0.021 0.021 0.051

Random 0.170 0.149 0.140

TD 0.277 0.227 0.226

SVD 0.277 0.241 0.213

Zheng’s 0.319 0.248 0.204

SPR 0.319 0.291 0.268

SOG 0.277 0.305 0.230

Values highlighted in bold are the highest

Table 3 Accuracy Algorithm NDCG@1 NDCG@3 NDCG@5

POP 0.832 0.842 0.864

Random 0.823 0.850 0.878

Zheng’s 0.855 0.884 0.902

SPR 0.850 0.886 0.905

SOG 0.881 0.887 0.899

TD 0.881 0.898 0.920

SVD 0.881 0.903 0.921

Values highlighted in bold are the highest

Table 4 Diversity Algorithm Div@5

SVD 0.347

Zheng’s 0.347

POP 0.353

SPR 0.356

TD 0.359

Random 0.367

SOG 0.371

Value highlighted in bold is the highest

1.3 SOG underperforms SPR at top-5, as our algorithm was tuned for top-3 results
1.4 POP demonstrates the lowest performance among the presented baselines, as

the most popular items are the most well-known and the least surprising to the
users [18,19,32,33]

1.5 The serendipity-oriented algorithmsZhengs andSPRoutperform the accuracy-
oriented algorithm SVD, as the serendipity-oriented algorithms were designed
to achieve high serendipity

1.6 Personalized algorithms (Zheng’s, SPR, TD, SVD and SOG) outperform non-
personalized ones (POP and Random)

2. Accuracy (Table 3)
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2.1 SOG underperforms the accuracy-oriented algorithms SVD and TD, and out-
performs the serendipity-oriented algorithms SPR and Zheng’s due to the
objective of our algorithm

2.2 Personalized algorithms (Zheng’s, SPR, TD, SVD and SOG) outperform non-
personalized ones (POP and Random)

2.3 The accuracy-oriented algorithm SVD outperforms serendipity-oriented ones
(SOG, SPR and Zheng’s), as SVD was optimized for serendipity, while the
other algorithms were optimized for serendipity

3. Diversity (Table 4)

3.1 SOG outperforms other algorithms in terms of diversity

Observations 1.1, 2.1 and 3.1 suggest that our algorithm has the highest serendipity
and diversity among the presented algorithms, the highest accuracy among serendipity-
oriented algorithms. As expected, the popularity baseline has the lowest serendipity
(observation 1.4), personalized algorithms have higher performance in terms of
accuracy and serendipity than non-personalized ones (observations 1.6 and 2.2), algo-
rithms optimized for serendipity outperform those optimized for accuracy in terms of
serendipity (observation 1.5) and algorithms optimized for accuracy outperform those
optimized for serendipity in terms of accuracy (observation 2.3).

According to observations 1.1 and 3.1, serendipity and diversity are properties that
can be increased simultaneously. Meanwhile observations 1.1 and 2.1 indicate that the
increase of serendipity can cause the decrease of accuracy.

5.1 Investigating the effect of diversity

To investigate the effect of diversity on serendipity and accuracy, we run TD multiple
times varying the damping factor from 0 till 0.95. We picked TD for the sake of
simplicity.

Figure 1 demonstrates the performance of TD in terms of diversity, accuracy
and serendipity. The figure suggests that with the increase of damping factor, diver-
sity increases, accuracy decreases, serendipity increases, achieves its peak and then
decreases. These observations indicate that serendipity can be increased along with
diversity for the relatively low price of accuracy. For example, by increasing the damp-
ing factor from 0 to 0.35, one can achieve the increase of diversity from 0.346 to 0.366
(5.4%), the increase of serendipity from 0.212 to 0.217 (1.9%) and the decrease of
accuracy from 0.921 to 0.918 (0.3%).

6 Discussion

In our experiments, we only considered the movie domain, as the only publicly avail-
able serendipity dataset contains information onmovies. In other domains, the findings
might be different. In fact, in some domains and situation, serendipity either might not
be suitable or might need to be redefined. For example, generating a play list based on
the number of songs or keywords might not require any serendipity [30]. The inves-
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Fig. 1 Performance of TD with ΘF (damping factor) varying from 0 to 0.95

tigation of the effect serendipity in other domains required user studies and datasets
from these domains.

In our experiments, we assumed that the number of candidate items n is relatively
small (around 20), as with the increase of n, our algorithm is likely to pick items irrele-
vant to the user, which is likely to repulse him/her. This assumption is reasonable when
serendipitous recommendations are mixed with non-serendipitous ones. However, in
the situation, when a recommender system needs to suggest serendipitous items to the
user regardless of the number of irrelevant ones (“surprise me” option), n might need
to be high, which would significantly increase the time to generate recommendations.
A solution in this situation might be to choose another baseline algorithm, such as
SPR.

7 Conclusion and future work

We proposed serendipity-oriented greedy (SOG) algorithm, provided evaluation
results of our algorithm and state-of-the-art algorithms on the only publicly avail-
able dataset that contains user feedback regarding serendipity. We also investigated
the effect of diversity on accuracy and serendipity.

According to our results, our algorithm outperforms other algorithms in terms of
serendipity and diversity, serendipity-oriented algorithms in terms of accuracy, but
underperforms accuracy-oriented algorithms in terms of accuracy.
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We found that accuracy, serendipity and diversity are not independent properties of
recommender systems. The increase of diversity can hurt accuracy and hurt or improve
serendipity depending on size of the increase.

In our future work, we are planning to further investigate serendipity by designing
serendipity-oriented algorithms and evaluating them with real users. Having a bigger
dataset on serendipitymight provide insights on serendipity. Deep learning seems to be
a promising direction for designing serendipity-oriented algorithms [25]. User studies
might help to further investigate the effect of serendipity on users and the performance
of algorithms in terms of user satisfaction.
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Abstract 

The business model of many law firms, as legal professions on the whole, will be facing a 
considerable paradigm change since the work provided by law firms in the form of billable hours, in 
fact, largely consists of services which do not require superior legal education but involve mere data 
procession. It is only a question of time that the consequence – to have all outsourceable services be 
performed by means of legal technology – will become public knowledge in the branch, as the costs 
saved by the usage of legal technology are considerable. Legal technology, or Legal Tech, in this 
context represents a broad range of solutions that affect both lawyers and clients on various levels. 
However, the discourse on automatisation of law has been scant and sporadic. This paper aims to 
shed some light on the current operating technical solutions for innovation with the primary aim of 
explicating the different aims and levels of development of different legal technologies.
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Introduction

In 2016, Linklaters and Pinsent Masons announced their decision to 
invest in autonomous office automatons, to be more specific, Linklaters 
has “developed Verifi, a computer program that can sift through 14 UK 
and European regulatory registers to check client names for banks. The 
company said it could process thousands of names overnight” (Financial 
Times 2016). Linklaters and Pinsent Masons are in good company: The latest 
BDO’s Law Firm Leadership Survey (polling the managing partners and 
senior partners of 50 leading law firms) states that “artificial intelligence 
(AI) will have the greatest impact, with many believing it would replace 
the work of lawyers, or strip out a significant layer of work and revenue 
from law firms. This will in turn bring about changes to their resourcing mix, 
business models and financial structures at law firms” (BDO 2017).

‘Artificial intelligence’ as a term requires some specification in this context, 
as it is often used, especially in media and marketing, as a buzzword 
of changing content. Also, in the context of the latter reference it is 
questionable whether BDO’s Law Firm Leadership Survey indeed intends 
to refer to AI in its technical meaning. In fact, as pointed out by Russell and 
Norvig (2010), from the perspective of computer science where AI is a 
subdivision of strong ( human formed) and weak (non-human formed) AI, 
there are secondary “mimicking thinking and reasoning abilities, without 
actually having these abilities” (Ben-Ari et al. 2017). In the context of legal 
profession and legal automatons, and law and tech, any truly human-like 
acting mechanism is far from being available or even under imminent 
development, and we thus speak only of weak AI – and this also only in 
the three fields of machine learning, natural language processing and 
big data, as there is currently a paradigm change in terms of qualitative 
processing in this field. While Linklater’s Verify may fall indeed into the 
category of big data, many other novel kinds of legal software in use right 
now or under development in the field of Legal Tech simply undertake 
computational tasks without any “intelligent” component at all.

This does not mean that these many innovative software tools do not 
essentially contribute to the comprehensive change of the legal service 
market, as technology is only one of three drivers (Susskind 2014) of this 

https://www.bdo.co.uk/en-gb/law-firm-leadership-series-2017/overview
https://www.bdo.co.uk/en-gb/law-firm-leadership-series-2017/overview
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change that will combine to transform the legal landscape radically and 
internationally. This paper thus does not focus only on the AI aspects of 
Legal Tech, but on all “disruptive technologies which do not support, 
sustain or enhance the way that lawyers and law firms have worked in 
the past“ (Susskind 2014). These technologies, however, will fully unleash 
its comprehensive impact only in combination with two further aspects: 
One is the growing cost pressures on lawyers, or – in a nutshell – the “more 
for less challenge”. The second evolves directly from the liberalisation of 
legal services and, in particular, from allowing non-lawyers to compete on 
the legal market.

These three aspects form at present quite an unclear amalgam of different 
and overlapping scenarios, to which this paper intends to shed some light.

Categorising of existing Legal Tech software 
solutions

Various authors have tried to categorise these developments; this paper 
presents and compares two of them prior to elucidating its proper 
perspectives on the issue.

Categorization according to Praduroux

Praduroux et al. (2016) propose eight categories in which legal technology 
presently advances:

1. Lawyer-to-Lawyer Networks, providing synergies for outsourcing and 
by the creation of social and referral networks;

2. Document Automation and Assembly (DIY Legal Forms and 
Contracts), which encompasses the design of systems and workflows 
that assist in the creation of electronic documents. These include 
logic-based systems that use segments of pre-existing text and/
or data to assemble a new document and could also include the 
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so-called smart contracting: In transactions of the traditional type 
people are “bound” to do, to refrain from or to transfer things of 
value. In the networked society and in the digital age, transactions 
do not merely create a binding link but a complex bond or even 
several of these, some of which may refer to rights and duties. On 
a more practical account, the creation of rules nowadays need to 
focus on the protection of immaterial things of value, and control the 
actions of people and non-corporeal entities in an environment that 
is basically borderless (Solarte-Vasquez et al. 2016);

3. Practice Management (Case Management for Specific Practice Areas 
and Legal Billing). Practice and case management software provides 
attorneys with convenient methods for effectively managing client 
and case information, including contacts, calendar and meeting 
information, documents, and other specifics. All that is involved in 
facilitating automation in law practices can be considered practice/
case management software; 

4. Legal Research. Legal search engines based on advanced search 
technology from the fields of artificial intelligence, data mining, 
and natural language processing, with different characteristics and 
features are available;

5. Predictive Analytics and Litigation Data Mining. Predictive analytics 
is the analysis of data through statistical or mathematical techniques 
that results in meaningful relationships being identified in the data. 
These results can then be used for better prediction of future events 
and better decision-making. Predictive modelling of litigation 
management provides the information needed at the beginning of a 
juridical process to improve it; 

6. Electronic Discovery (also called e-discovery, eDiscovery or 
e-Discovery), which is the electronic aspect of identifying, collecting 
and producing electronically stored information (ESI) in response to a 
request for production in a law suit or investigation. ESI includes, but is 
not limited to, emails, documents, presentations, databases, voicemail, 
audio and video files, social media, and web sites – an aspect of 
eminent importance as the law mandates that all legal evidence need 
to be uncovered in law suits and the enormity of the task is staggering;
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7. Online Dispute Resolution (ODR) uses technology, especially the 
Internet, to solve disputes out-of-court through an Alternative 
Dispute Resolution procedure. There are two basic branches of 
ODR, both based on different kinds of technology: The first branch 
may be called technology-based, referring to those systems where 
technology plays an active role in conducting the dispute resolution. 
A prominent example of technology-based ODR systems are blind-
bidding systems. The technology uses multivariate algorithms to 
help parties arrive at the optimal outcome. The second branch of 
ODR consists of technology-assisted solutions referring to the use of 
technology to augment Alternative Dispute Resolution processes that 
exist independently of the technology;

8. Data Security Technologies. These are intended to protect confidentiality 
of data that is exchanged in client/server data transfers. Fundamental 
to these technologies is the use of proven, industry-standard encryption 
algorithms for data protection. (Praduroux et al. 2016)

Categorisation according to Rackwitz and Corveleyn

Rackwitz and Corveleyn, the founders of TPR Legal, drafted a “legal 
innovation matrix”, in which Legal Tech can be distributed into four 
separate quadrants:

 
Source: Rackwitz and Corveleyn (2017)
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These four quadrants refer to:

1. Platform: Access to legal services, i.e. IT tools serve as a platform, as 
for example provided by Neulexa, Lawkick, the Ask-a-Lawyer section 
of the Rocket Lawyer website, LegalZoom, and LawGives.

2. Network: Creating synergies by making use of networks, which differ 
from the platform solutions in a way that “network providers offer 
services themselves in the form of managed services (Thompson 
Reuters Legal Managed Services) or on-demand staffing (BLP Lawyers 
On Demand, Axiom Legal, Eversheds Agile, Obelisk Support). Network 
providers are ideal solutions for managing a sudden spike in work 
volume, meeting a requirement for specific expertise, or temporarily 
replacing a team member. The added value lies in their specialty 
in vetting, preparing, managing, and supporting temporary staff or 
managed teams. Network providers are ideal solutions for managing 
a sudden spike in work volume, meeting a requirement for specific 
expertise, or temporarily replacing a team member. The added value 
lies in their specialty in vetting, preparing, managing, and supporting 
temporary staff or managed teams.” (Rackwitz and Corveleyn 2017) 

3. Software: Providing software which directly performs legal tasks, i.e. 
content analysis, organization, search, or delivery, as for example 
Smartlaw, Tymetrix, Rocket Lawyer and LegalZoom, Flightright 
and New Street Solutions. Rackwitz and Corverleyn elucidate that 
“Software solutions within the legal services industry range from new 
ways to manage and analyse documents (LegalSifter) to analytics that 
use data to make legal judgements and predictions (Lex Machina, 
TyMetrix). Software providers can improve efficiency by facilitating 
and supporting time-consuming tasks like access to information, 
overview, collaboration, document processing, and document 
generation. Software providers include point solutions, offering a 
system for a single issue, and 360 degree solutions (LexisNexis, Wolters 
Kluwer, and SAP)” (Rackwitz and Corveleyn 2017); and finally 

4. Know-How: Managing, creating, and delivering information, as for 
example provided by Bloomberg Law, Thompson Reuters Practical 
Law Company or Wolters Kluwer (and their recent acquisition of 
Smartlaw), who basically provide tools facilitating legal research for 
legal practitioners.
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Comparison and practical significance

While Praduroux et al. (2016) apply a rather linear approach in their 
categorisation, Rackwitz and Corveleyn (2017) to a large degree include 
the findings of Praduroux in their matrix, making it more advanced also 
owing to its functional approach. As they point out in their research as well, 
the matrix focuses on alternative service providers rather than the lawyer’s 
profession as such (who would serve tasks within all four quadrants). Within 
these categories, so far the branches of legal research, discovery, and 
document generation (respectively category 2, 4 and 6 in the Praduroux 
classification) have been proving most profitable for both alternative 
legal providers and traditional lawyers – led by legal research where 
machine automatisation started to play a role as early as in the mid-1960s, 
before for-profit companies like Lexis and Westlaw started establishing 
their practice in the 1970s (Terry 2008). In our days, “the application of 
machine intelligence to discovery resulted in global market revenue of 
$3.6 billion in 2010 ($1.1 billion in software and $2.5 billion in services), with 
growth to $9.9 billion anticipated by 2017 ($2.5 billion in software and $7.4 
billion in services” (McGinnis and Pearce 2014). Rackwitz and Corveleyn 
also report an exponential growth of document generation as a Legal 
Tech target: “LegalZoom, Rocket Lawyer, Nolo, and Law Depot, among 
others, offer online consumer and small-business services using machine 
intelligence. Major financial players have entered the market with Permira 
and Kleiner Perkins owning an interest in LegalZoom and Rocket Lawyer 
raising funds from Google Ventures,” resulting in the fact that already in 
2011 more than “20 per cent of new California limited liability companies 
were formed using LegalZoom” (McGinnis and Pearce 2014).

The ethical dimension

The steady growth in online services is not only caused by economic 
interests of the providers of legal services. In the US, for instance, the 
National Center for State Courts published a paper outlining the need for 
state-by-state legal help portals that would not only provide information 
about legal issues but also guide a user through the entire process of 
determining their issue, choosing a path to take, and navigating this 
path to resolution. The article reports a 2010 study of the American Bar 
Association (ABA), which finds that an increasing number of people 
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are using online searches to find a lawyer for a personal legal matter. In 
particular, younger adults are especially likely to rely on online searches 
for finding a lawyer, while very few of those over 65 would use the Internet 
to find a lawyer (ABA 2010). Other studies were carried out in Canada, 
Australia and the United Kingdom. The Canadian group Community Legal 
Education Ontario (CLEO) surveyed legal service providers in Ontario to 
assess the services they provide to laypeople and the new initiatives they 
have promised. The Ontario legal services providers reported problems 
with online legal help and, in particular, that their clients are not able to 
easily find and make use of online information (CLEO 2013). In Australia, 
researchers in Queensland studied how technology is being used to 
deliver legal services in community legal centres. The outcome was a 
great potential of Internet-based services but the current models “are not 
sufficiently user-friendly or effective, in part because they are structured 
around lawyers’ ways of addressing legal issues rather than the mental 
models of laypeople going through a problem” (QAILS 2014). Researchers 
at University College London (UCL) have conducted several studies on 
how technology-based legal help tools are used by laypeople in Great 
Britain. One study found significant growth in adults’ use of the Internet 
to obtain information about problems with a legal dimension (Balmer at 
al. 2011). However, it also revealed some problems and in particular that 
young people had the most difficulty in finding useful and correct legal 
information. The UCL research team followed up with a study focused on 
young adults’ use of the Internet to find legal help (Denvir et al. 2011).

This research shows that online legal services also serve clear non-profit 
legal purposes and serve society from a social aspect. Margaret Hagan 
from Stanford Law School and Stanford Institute of Design has categorised 
these needs as follows:

1. Government/Court-Sponsored Information sites that elucidate the 
law and respective legal procedures, and which explain eligibility for 
receiving services;

2. Non-profit Legal Services Referrals/Information sites that help a user 
to determine their personal legal issue is and what local services are 
available;

3. Private Legal Information sites that help users understand what the 
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law says about certain topics. These include sites that present articles 
and answers on legal issues, as well as more lawyer-focused tools that 
provide in-depth research tools and summaries;

4. Legal Services/Eligibility sites that present screeners to determine what 
legal service or paths users might be eligible to pursue. Often these 
are run by non-profit or start-ups; and

5. Private Legal Self-Help tools that not only provide the user with 
information but that also assist them in getting forms completed or 
even to settle their dispute without going through the courts at all. 
(Hagan 2016).

It can thus also be assumed that lawyers may face in this sense an ethical 
obligation to use low-cost or even free legal assistance software, as 
“clients will be able to more easily afford the legal representation that 
they need in other aspects of their lives” (Arruda 2017) if lawyers are able 
to maximize their time in providing more information and better service 
faster for their clients.

Problems of practical implementation

Already today computers are able to structure legal knowledge and 
regulate technologies in terms of clarifying the sources of legal norms 
and their hierarchical order; analyse lawyers’ arguments from the angle 
of presented values and principles, and, using the big data method, 
analyse the textual interpretative methods and their applicability in 
practice; categorise the cases, ‘hard cases’, and pick up the elements 
from reasoning influenced by extra-legal elements; and finally, be “fact-
determiners” when processing digital(ly) legal documents (Kerikmäe and 
Särav 2017).

Providing an example from Estonia – which pursues to improve juridical 
(e-)services and abandon the outdated modus vivendi – Indrek Teder, 
former Estonian Chancellor of Justice, introduced his start-up company 
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Avokaado, which enables the clients to create drafts of standard legal 
documents, such as contracts, online. He claims that the goal is to make 
regular forms more easily accessible and affordable (The Baltic Course 
2016). Teder, who currently works as an attorney at law, believes that the 
field of traditional legal services is a late bloomer in terms of implementing 
innovation and stresses that “it is no longer acceptable to ask for a tailor-
made price for standard solutions” and suggests that the area of legal 
services will change dramatically within the following years (The Baltic 
Course 2016).

The question is thus not whether to “allow” AI based software and digital 
innovation to enter into legal space, but rather how to determine the 
rights and duties of the stakeholders on the new type of playground.

Even though the potential and demand for automated lawyering is 
steadily growing, no real breakthrough – as it has occurred in sales 
(Amazon, eBay) or the social media – has taken place yet in practice. 
McGinnis and Pearce (2014) have identified three main reasons: “First, 
because machines will not speak in court for the foreseeable future, oral 
advocates will continue to enjoy a lucrative niche, although machines may 
reduce the number of disputes by creating a convergence of litigants on 
the value of a case. Second, those lawyers who are in highly specialised 
areas subject to rapid legal change, like Dodd-Frank regulation, will be 
relatively unaffected, because machines will work best in more routinized 
and settled areas. Third, counsellors who must persuade unwilling clients 
to do what is in their self-interest will also continue to have a role, since 
machines will be unable to create the necessary emotional bonds with 
clients.” (McGinnis and Pearce 2014).

In a globalised world, the potential of uniform automatisation of law further 
depends on the geographical location (i.e. a specific legal system). To 
concede with King (2011), “laws vary substantially from one jurisdiction 
to the next, such that content or services may be legal in one jurisdiction 
and unlawful in another. This variation creates a tremendous demand for 
geolocation technologies that can accurately screen users by jurisdiction, 
so as to allow online vendors to do as much business as possible without 
breaking the law” (King 2011). 
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Reidenberg (2015) is rather blunt by adding that “technologically-created 
ambiguity challenges sovereign jurisdiction,” and believes that the use of 
ICT-tools per se creates excessive tension between conservative justice 
and a lot more liberal digital world. Geographical location is problematic 
in segregated jurisdictions such as the European Union and the Digital 
Single Market, which the Union is struggling to effectuate in cooperation 
with the Member States. Still, the regulation of already existing or potential 
e-technologies and e-services in reasonable abstractedness may 
constitute a considerable challenge itself, but it will certainly require less 
effort in regard to efficiency of legal technology than considering 28 
national legislative peculiarities.

Perspectives

Today we are faced with an abundance of “law practice software 
products” that are mutually applicable for their software2, including 
streamline, clouding, built-in reminder and invoicing systems and 
calendars, but also those that administer certain legal areas.

Yet, the main discourse still concerns the controversial term AI – especially 
in terms of legal justification, promptness has remained similar to what 
Turing had in mind (thinking machine vs imitation of human mind, see 
Turing 1950). As pointed out above, even in its weak form, AI has sparked 
in legal fields only imminent practical relevance in the area of big data.

Big data

Big data usage is defined as a “generalized, imprecise term that refers 
to the use of large data sets in data science and predictive analytics. 
(…) First, it refers to technology that maximizes computational power and 
algorithmic accuracy. Second, it describes types of analyses that draw on 
a range of tools to clean and compare data. Third, it promotes the belief 
that large data sets generate results with greater truth, objectivity, and 

2 See examples at http://www.capterra.com/law-practice-management-software/. 

http://www.capterra.com/law-practice-management-software/
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accuracy” (Crawford and Schultz 2014). In the context of strong AI, big 
data can help to overcome one of the most striking current shortcomings 
of AI – that immense dataset possessed by human intelligence which we 
simply call “common sense”, i.e. knowledge about how data relate to 
each other. From a legal perspective, that aspect of “common sense” 
is so far of less relevance, as the merely quantitative gap between the 
amount of data which legal service software today proceed from and 
the virtually unlimited potential of big data represents already a sufficiently 
challenging task to be tackled by software. Amongst others, a well-known 
device serving these functions is IBM Watson3, which analyses unstructured 
data and selects the most important information from documents by using 
natural language processing and machine learning. Nevertheless, IBM 
Watson has today several implementations outside of law area and it is 
used only as a form of augmented human intelligence4 – it is not intended 
as an intellect system in the sense that it is meant to complement human 
activity through computer-human interaction whereas decision-making 
remains in the hands of humans, as a strong AI. One could draw a parallel 
here with how calculators initially worked in the hands of engineers and 
architecture professionals (Xia and Maes 2013). In law practice and legal 
science, machines like IBM Watson can contribute to faster and more 
effective (time-wise) research by grasping, collecting and analysing 
the data based on entered inquiries, although its intellect is limited to 
operating only upon commands.

Nevertheless, big data as such has a prominent impact on the legal 
profession from an entirely different perspective, as big data does not 
only provides for opportunities but, from a client’s perspective, also 
far more risks in terms of data privacy and data leakages of litigation-
sensitive data. As it is the lawyer’s main task to professionally analyse and 
consecutively enforce and/or protect the client’s interests, a “prudent 
attorney should advise against a client’s needless dissemination of vast 
amounts personal information that could potentially be used by another 
to the client’s detriment” (Segrist 2015) and thus comprehensively inform 
the client on the nature and risks of big data and advise him to take 
respective measures.

3 See the description and official website at https://www.ibm.com/watson/. 

4 The conceptual framework for augmenting human intellect was initially introduced in the early 1960s by Engelbart 
(1962), where it was referred to as increasing the human intellectual capacity to approach and solve particular 
problems. See his original work Augmenting Human Intellect: A Conceptual Framework at http://www.dougengelbart.
org/pubs/augment-3906.html/. Engelbart’s work has been customized to contemporary human-computer interface 
by a joint work by scholars of Cambridge and MIT (Xia and Maes 2013).

https://www.ibm.com/watson/
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Big data as a source itself is legally (and also technologically) less novel 
as it seems – as it has always been the case with access to data, handling 
these data appropriately when making legal decisions “involves an 
understanding of how they work, what inferences can be drawn and how 
these can legitimately feed into decisions and actions. It also involves 
transparency in order to enhance accountability, ensure accuracy and 
guard against illegitimacy” (Bennett 2014).

Natural Language Processing

As language is the lawyer’s main course and main tool, the technological 
advancements in the field of natural language processing will have a 
deep impact on legal professions. However, beyond dictation technology 
– which already today replaces secretaries’ tasks to a large degree – 
software is not sufficiently advanced yet to autonomously overtake legal 
writing. Still, once deep learning mechanisms will have reached a critical 
point of autonomy, there will be a comprehensive interplay with natural 
language processing skills as well, as both are closely related – “the 
difference between NLP and machine learning is the added value from 
interactions with human behavior, human language, and even human 
biases and other psychological traits” (Ben-Ari et al. 2017).

Deep learning

Finally, deep learning concerns a central field of legal work – development 
experience – by doing which results in continuing professionalisation. ROSS 
Intelligence5, for instance, which has been built on IBM Watson’s platform 
and works on a research basis, relies on direct inquiries in a question 
form, but provides immediate answers while at the same time being an 
independent learning system. Similarly to Watson, it is simply a supporting 
system, leaving the legal justifications to the command giver by default, 
but the system’s proficiency exponentially increases by practice itself 
(and not by external updates, as usually practiced). 

The central question is how far the core of legal work and lawyering – 
genuine legal reasoning – may be replaced by a machine like Watson 

5 See more about the ROSS from its official website at http://www.rossintelligence.com/ 

http://www.rossintelligence.com/
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as well in near future. Lippe and Katz do not think so, but “nevertheless, 
software systems, like the aforementioned ones, are potential reduction 
or exclusion means in the process of systematisation of legal order. Even 
though computers can be ridiculed in the sense of them ever replacing 
legal decision-makers, they can be rather successful in structuring the 
legal knowledge” (Lippe and Katz 2014). According to Lippe and Katz 
(2014), they could:

1. Explicate the sources of legal norms and their hierarchic order and 
find contradictions and overlaps; 

2. Analyse lawyers’ arguments from the viewpoint of presented values 
and principles by using the “big data” method and by that move 
closer to a solid and valid system of values; 

3. Analyse the methods of textual interpretation and their applicability 
in practice; 

4. Categorize cases, difficult cases and pick out elements from the 
arguments that were influenced by legally external facts; and

5. Be “the identifier of facts”6 for processing the digital legal documents.

A comparison with lawyer’s daily work shows that these tasks encompass 
the essence of legal work, which leaves the lawyers a question as to what 
their intrinsic function could still be after these tasks have been taken over 
by deep-learning enabled machines. 

One aspect where a human mind will keep its supremacy for a long 
time is rooted in the general distinction between law as authority and 
law as legitimacy; the more sophisticated cases are to be decided, the 
less the concept of law as authority will be able to exclusively provide 
comprehensively convincing answers. When now “legal services are 
delivered by technological portals enabled by Al and legal solutions 
algorithms are proprietary, which version of law will prevail? It is easy 
enough to embed prescriptive codes of ethics into the parameters of 
such algorithms, but what of normative principles of transparency? When 

6  A term used by Dewitz more than two decades ago, see Dewitz (1995).
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legal thinking is increasingly hidden within inaccessible algorithms that 
drive seamless service delivery, is it sufficient to rely on the service provider 
to disclose the mechanisms by which decisions are being made? Or is 
it preferable to engage a human legal professional bound by rules and 
standards derived from normative ethical principles to work alongside 
the technology?” (Coulson 2017). These rhetorical questions succeed to 
draft an already quite defined field of needs for human legal reasoning – 
adjusting the outcomes in terms of transparency. For legal professionals, 
this perspective points out a growing need for specific expertise not only 
in “holistic” legal fields such as legal philosophy and comparative law7 – a 
trend which could, also in legal education, shift the significance of these 
disciplines, taught today merely as adjacent courses (if at all), into the 
core fields of legal education.

Conclusion

For more than fifty years, automatisation of legal services has occupied 
a growing share of the tasks of legal professionals, resulting in today’s 
situation in which especially discovery, legal search, generation of 
documents, creation of briefs and memoranda, and predictive analytics 
are, to a sufficient degree, technically performable by machines. Lawyers 
welcome these technologies for the cost-effectiveness (time, human 
resource), and the society appreciates new mechanisms as they help 
to avoid the extra-legal elements in the process of ensuring the rule of 
law (politics, ideologies) and – beyond that – also provide for a better 
predictability of legal decision (legal certainty) (Kerikmäe et al. 2017).

On the other hand, the century-long and still continuing success of the 
business models of traditional law firms (which keeps motivations for reform 
low), strictly hierarchic structures in these law firms (which are today usually 
led by non-digital natives) and the inherent interest to keep law and legal 
advice in a way opaque and obfuscated to gate-keep the monopoly 
on these services have till this date prevented reasonable adaptation to 

7  Further on the need for reforming the teaching of comparative law, see Hoffmann 2014. 
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technological potentials. Besides, many lawyers intuitionally (and rightly) 
fear that computers may, at least partly, replace them and carefully 
accuse engineers for creating positivistic agents that are not capable of 
evaluating human values, ethics and the “living nature” of law (Kerikmäe 
and Särav 2017; Kerikmäe et al. 2016).

As excellent as these results may be, one has to agree with McGinnis and 
Pearce that “mixing in human intelligence may assure the best possible 
result. (…) Therefore, the disruptive effect of machine intelligence will 
trigger the end of lawyers’ monopoly and provide a benefit to society 
and clients as legal services become more transparent and affordable 
to consumers, and access to justice thereby becomes more widely 
available” (McGinnis and Pearce 2014). This is a vision which, as much the 
society as such would profit, at first sight seems daunting to the practical 
legal profession. But also from a lawyers’ point of view automatisation will 
lose much of its threatening aura if one realises that automatisation is – as 
all technological progress has been for all professions – less the end and 
rather a transition to new forms of work and new kinds of tasks to which 
adaptation will always be possible to those who seriously pursue it. The 
categorisation of legal technologies should become a relevant factor 
not only in the context of lawyer-client relationship (clarity of benefits 
and risks), but also for legal professionals among themselves, as different 
digital options described in this article have distinct capacities and aims. 
Finally, one should be careful to market every digital solution as Artificial 
Intelligence; a clear categorisation and division of the technologies 
used would bring clarity in Legal Tech, which to many still seems as a 
mystified parallel world which threatens to swallow the traditional set-up 
of lawyers’ services. This would reduce the ambiguity and confusion that 
is understandable in the situations where innovation does not (yet) have 
firm frames.
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The ethics of algorithms:
Mapping the debate

Brent Daniel Mittelstadt1, Patrick Allo1, Mariarosaria Taddeo1,2,
Sandra Wachter2 and Luciano Floridi1,2

Abstract

In information societies, operations, decisions and choices previously left to humans are increasingly delegated to

algorithms, which may advise, if not decide, about how data should be interpreted and what actions should be taken

as a result. More and more often, algorithms mediate social processes, business transactions, governmental decisions,

and how we perceive, understand, and interact among ourselves and with the environment. Gaps between the design and

operation of algorithms and our understanding of their ethical implications can have severe consequences affecting

individuals as well as groups and whole societies. This paper makes three contributions to clarify the ethical importance

of algorithmic mediation. It provides a prescriptive map to organise the debate. It reviews the current discussion of

ethical aspects of algorithms. And it assesses the available literature in order to identify areas requiring further work to

develop the ethics of algorithms.
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Introduction

In information societies, operations, decisions and
choices previously left to humans are increasingly dele-
gated to algorithms, which may advise, if not decide,
about how data should be interpreted and what actions
should be taken as a result.1 Examples abound.
Profiling and classification algorithms determine how
individuals and groups are shaped and managed
(Floridi, 2012). Recommendation systems give users
directions about when and how to exercise, what to
buy, which route to take, and who to contact (Vries,
2010: 81). Data mining algorithms are said to show
promise in helping make sense of emerging streams of
behavioural data generated by the ‘Internet of Things’
(Portmess and Tower, 2014: 1). Online service providers
continue to mediate how information is accessed with
personalisation and filtering algorithms (Newell and
Marabelli, 2015; Taddeo and Floridi, 2015). Machine
learning algorithms automatically identify misleading,
biased or inaccurate knowledge at the point of creation
(e.g. Wikipedia’s Objective Revision Evaluation
Service). As these examples suggest, how we perceive

and understand our environments and interact with
them and each other is increasingly mediated by
algorithms.

Algorithms are inescapably value-laden (Brey and
Soraker, 2009; Wiener, 1988). Operational parameters
are specified by developers and configured by users with
desired outcomes in mind that privilege some values
and interests over others (cf. Friedman and
Nissenbaum, 1996; Johnson, 2006; Kraemer et al.,
2011; Nakamura, 2013). At the same time, operation
within accepted parameters does not guarantee ethic-
ally acceptable behaviour. This is shown, for example,
by profiling algorithms that inadvertently discriminate
against marginalised populations (Barocas and Selbst,
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2015; Birrer, 2005), as seen in delivery of online
advertisements according to perceived ethnicity
(Sweeney, 2013).

Determining the potential and actual ethical impact
of an algorithm is difficult for many reasons.
Identifying the influence of human subjectivity in algo-
rithm design and configuration often requires investi-
gation of long-term, multi-user development processes.
Even with sufficient resources, problems and underlying
values will often not be apparent until a problematic
use case arises. Learning algorithms, often quoted as
the ‘future’ of algorithms and analytics (Tutt, 2016),
introduce uncertainty over how and why decisions are
made due to their capacity to tweak operational par-
ameters and decision-making rules ‘in the wild’
(Burrell, 2016). Determining whether a particular prob-
lematic decision is merely a one-off ‘bug’ or evidence of
a systemic failure or bias may be impossible (or at least
highly difficult) with poorly interpretable and predict-
able learning algorithms. Such challenges are set to
grow, as algorithms increase in complexity and interact
with each other’s outputs to take decisions (Tutt, 2016).
The resulting gap between the design and operation of
algorithms and our understanding of their ethical impli-
cations can have severe consequences affecting individ-
uals, groups and whole segments of a society.

In this paper, we map the ethical problems prompted
by algorithmic decision-making. The paper answers
two questions: what kinds of ethical issues are raised
by algorithms? And, how do these issues apply to algo-
rithms themselves, as opposed to technologies built
upon algorithms? We first propose a conceptual map
based on six kinds of concerns that are jointly sufficient
for a principled organisation of the field. We argue that
the map allows for a more rigorous diagnosis of ethical
challenges related to the use of algorithms. We then
review the scientific literature discussing ethical aspects
of algorithms to assess the utility and accuracy of the
proposed map. Seven themes emerged from the litera-
ture that demonstrate how the concerns defined in the
proposed map arise in practice. Together, the map and
review provide a common structure for future discus-
sion of the ethics of algorithms. In the final section of
the paper we assess the fit between the proposed map
and themes currently raised in the reviewed literature to
identify areas of the ‘ethics of algorithms’ requiring
further research. The conceptual framework, review
and critical analysis offered in this paper aim to
inform future ethical inquiry, development, and gov-
ernance of algorithms.

Background

To map the ethics of algorithms, we must first define
some key terms. ‘Algorithm’ has an array of meanings

across computer science, mathematics and public
discourse. As Hill explains, ‘‘we see evidence that any
procedure or decision process, however ill-defined,
can be called an ‘algorithm’ in the press and in
public discourse. We hear, in the news, of ‘algorithms’
that suggest potential mates for single people and
algorithms that detect trends of financial benefit to
marketers, with the implication that these algorithms
may be right or wrong. . .’’ (Hill, 2015: 36). Many
scholarly critiques also fail to specify technical cate-
gories or a formal definition of ‘algorithm’ (Burrell,
2016; Kitchin, 2016). In both cases the term is used
not in reference to the algorithm as a mathematical
construct, but rather the implementation and inter-
action of one or more algorithms in a particular pro-
gram, software or information system. Any attempt to
map an ‘ethics of algorithms’ must address this confla-
tion between formal definitions and popular usage of
‘algorithm’.

Here, we follow Hill’s (2015: 47) formal definition of
an algorithm as a mathematical construct with ‘‘a finite,
abstract, effective, compound control structure,
imperatively given, accomplishing a given purpose
under given provisions.’’ However, our investigation
will not be limited to algorithms as mathematical con-
structs. As suggested by the inclusion of ‘purpose’ and
‘provisions’ in Hill’s definition, algorithms must be
implemented and executed to take action and have
effects. The popular usage of the term becomes relevant
here. References to algorithms in public discourse do
not normally address algorithms as mathematical con-
structs, but rather particular implementations. Lay
usage of ‘algorithm’ also includes implementation of
the mathematical construct into a technology, and an
application of the technology configured for a particular
task.2 A fully configured algorithm will incorporate the
abstract mathematical structure that has been imple-
mented into a system for analysis of tasks in a particu-
lar analytic domain. Given this clarification, the
configuration of an algorithm to a specific task or data-
set does not change its underlying mathematical repre-
sentation or system implementation; it is rather a
further tweaking of the algorithm’s operation in rela-
tion to a specific case or problem.

Accordingly, it makes little sense to consider the
ethics of algorithms independent of how they are imple-
mented and executed in computer programs, software
and information systems. Our aim here is to map the
ethics of algorithms, with ‘algorithm’ interpreted along
public discourse lines. Our map will include ethical
issues arising from algorithms as mathematical con-
structs, implementations (technologies, programs) and
configurations (applications).3 Where discussion
focuses on implementations or configurations (i.e. an
artefact with an embedded algorithm), we limit our
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focus to issues relating to the algorithm’s work, rather
than all issues related to the artefact.

However, as noted by Hill above, a problem with the
popular usage of ‘algorithm’ is that it can describe ‘‘any
procedure or decision process,’’ resulting in a prohibi-
tively large range of artefacts to account for in a map-
ping exercise. Public discourse is currently dominated
by concerns with a particular class of algorithms that
make decisions, e.g. the best action to take in a given
situation, the best interpretation of data, and so on.
Such algorithms augment or replace analysis and deci-
sion-making by humans, often due to the scope or scale
of data and rules involved. Without offering a precise
definition of the class, the algorithms we are interested
in here are those that make generally reliable (but sub-
jective and not necessarily correct) decisions based
upon complex rules that challenge or confound
human capacities for action and comprehension.4 In
other words, we are interested in algorithms whose
actions are difficult for humans to predict or whose
decision-making logic is difficult to explain after the
fact. Algorithms that automate mundane tasks, for
instance in manufacturing, are not our concern.

Decision-making algorithms are used across a var-
iety of domains, from simplistic decision-making
models (Levenson and Pettrey, 1994) to complex profil-
ing algorithms (Hildebrandt, 2008). Notable contem-
porary examples include online software agents used
by online service providers to carry out operations on
the behalf of users (Kim et al., 2014); online dispute
resolution algorithms that replace human decision-
makers in dispute mediation (Raymond, 2014;
Shackelford and Raymond, 2014); recommendation
and filtering systems that compare and group users to
provide personalised content (Barnet, 2009); clinical
decision support systems (CDSS) that recommend diag-
noses and treatments to physicians (Diamond et al.,
1987; Mazoué, 1990); and predictive policing systems
that predict criminal activity hotspots.

The discipline of data analytics is a standout exam-
ple, defined here as the practice of using algorithms to
make sense of streams of data. Analytics informs imme-
diate responses to the needs and preferences of the users
of a system, as well as longer term strategic planning
and development by a platform or service provider
(Grindrod, 2014). Analytics identifies relationships
and small patterns across vast and distributed datasets
(Floridi, 2012). New types of enquiry are enabled,
including behavioural research on ‘scraped’ data (e.g.
Lomborg and Bechmann, 2014: 256); tracking of fine-
grained behaviours and preferences (e.g. sexual orien-
tation or political opinions; (Mahajan et al., 2012);
and prediction of future behaviour (as used in predict-
ive policing or credit, insurance and employment
screening; Zarsky, 2016). Actionable insights (more on

this later) are sought rather than causal relationships
(Grindrod, 2014; Hildebrandt, 2011; Johnson, 2013).

Analytics demonstrates how algorithms can chal-
lenge human decision-making and comprehension
even for tasks previously performed by humans. In
making a decision (for instance, which risk class a pur-
chaser of insurance belongs to), analytics algorithms
work with high-dimension data to determine which fea-
tures are relevant to a given decision. The number of
features considered in any such classification task can
run into the tens of thousands. This type of task is thus
a replication of work previously undertaken by human
workers (i.e. risk stratification), but involving a quali-
tatively different decision-making logic applied to
greater inputs.

Algorithms are, however, ethically challenging not
only because of the scale of analysis and complexity
of decision-making. The uncertainty and opacity of
the work being done by algorithms and its impact is
also increasingly problematic. Algorithms have trad-
itionally required decision-making rules and weights
to be individually defined and programmed ‘by hand’.
While still true in many cases (Google’s PageRank
algorithm is a standout example), algorithms increas-
ingly rely on learning capacities (Tutt, 2016).

Machine learning is ‘‘any methodology and set of
techniques that can employ data to come up with
novel patterns and knowledge, and generate models
that can be used for effective predictions about the
data’’ (Van Otterlo, 2013). Machine learning is defined
by the capacity to define or modify decision-making
rules autonomously. A machine learning algorithm
applied to classification tasks, for example, typically
consists of two components, a learner which produces
a classifier, with the intention to develop classes that
can generalise beyond the training data (Domingos,
2012). The algorithm’s work involves placing new
inputs into a model or classification structure. Image
recognition technologies, for example, can decide what
types of objects appear in a picture. The algorithm
‘learns’ by defining rules to determine how new inputs
will be classified. The model can be taught to the algo-
rithm via hand labelled inputs (supervised learning); in
other cases the algorithm itself defines best-fit models to
make sense of a set of inputs (unsupervised learning)5

(Schermer, 2011; Van Otterlo, 2013). In both cases, the
algorithm defines decision-making rules to handle new
inputs. Critically, the human operator does not need to
understand the rationale of decision-making rules
produced by the algorithm (Matthias, 2004: 179).

As this explanation suggests, learning capacities
grant algorithms some degree of autonomy.
The impact of this autonomy must remain uncertain
to some degree. As a result, tasks performed by
machine learning are difficult to predict beforehand
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(how a new input will be handled) or explain afterwards
(how a particular decision was made). Uncertainty can
thus inhibit the identification and redress of ethical
challenges in the design and operation of algorithms.

Map of the ethics of algorithms

Using the key terms defined in the previous section, we
propose a conceptual map (Figure 1) based on six types
of concerns that are jointly sufficient for a principled
organisation of the field, and conjecture that it allows
for a more rigorous diagnosis of ethical challenges
related to the use of algorithms. The map is not pro-
posed from a particular theoretical or methodological
approach to ethics, but rather is intended as a prescrip-
tive framework of types of issues arising from algo-
rithms owing to three aspects of how algorithms
operate. The map takes into account that the algo-
rithms this paper is concerned with are used to (1)
turn data into evidence for a given outcome (henceforth
conclusion), and that this outcome is then used to (2)
trigger andmotivate an action that (on its own, or when
combined with other actions) may not be ethically neu-
tral. This work is performed in ways that are complex
and (semi-)autonomous, which (3) complicates appor-
tionment of responsibility for effects of actions driven
by algorithms. The map is thus not intended as a tool to
help solve ethical dilemmas arising from problematic
actions driven by algorithms, but rather is posed as
an organising structure based on how algorithms oper-
ate that can structure future discussion of ethical issues.
This leads us to posit three epistemic, and two norma-
tive kinds of ethical concerns arising from the use of
algorithms, based on how algorithms process data to
produce evidence and motivate actions. These concerns
are associated with potential failures that may involve
multiple actors, and therefore complicate the question
of who should be held responsible and/or accountable

for such failures. Such difficulties motivate the addition
of traceability as a final, overarching, concern.

Inconclusive evidence

When algorithms draw conclusions from the data they
process using inferential statistics and/or machine
learning techniques, they produce probable6 yet inevit-
ably uncertain knowledge. Statistical learning theory
(James et al., 2013) and computational learning
theory (Valiant, 1984) are both concerned with the
characterisation and quantification of this uncertainty.
In addition to this, and as often indicated, statistical
methods can help identify significant correlations, but
these are rarely considered to be sufficient to posit the
existence of a causal connection (Illari and Russo, 2014:
Chapter 8), and thus may be insufficient to motivate
action on the basis of knowledge of such a connection.
The term actionable insight we mentioned earlier can be
seen as an explicit recognition of these epistemic
limitations.

Algorithms are typically deployed in contexts where
more reliable techniques are either not available or too
costly to implement, and are thus rarely meant to be
infallible. Recognising this limitation is important, but
should be complemented with an assessment of how the
risk of being wrong affects one’s epistemic responsibil-
ities (Miller and Record, 2013): for instance, by
weakening the justification one has for a conclusion
beyond what would be deemed acceptable to justify
action in the context at hand.

Inscrutable evidence

When data are used as (or processed to produce) evi-
dence for a conclusion, it is reasonable to expect that the
connection between the data and the conclusion should
be accessible (i.e. intelligible as well as open to scrutiny
and perhaps even critique).7 When the connection is not
obvious, this expectation can be satisfied by better access
as well as by additional explanations. Given how algo-
rithms operate, these requirements are not automatically
satisfied. A lack of knowledge regarding the data being
used (e.g. relating to their scope, provenance and qual-
ity), but more importantly also the inherent difficulty in
the interpretation of how each of the many data-points
used by a machine-learning algorithm contribute to the
conclusion it generates, cause practical as well as prin-
cipled limitations (Miller and Record, 2013).

Misguided evidence

Algorithms process data and are therefore subject to a
limitation shared by all types of data-processing,
namely that the output can never exceed the input.Figure 1. Six types of ethical concerns raised by algorithms.
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While Shannon’s mathematical theory of communica-
tion (Shannon and Weaver, 1998), and especially some
of his information-inequalities, give a formally precise
account of this fact, the informal ‘garbage in, garbage
out’ principle clearly illustrates what is at stake here,
namely that conclusions can only be as reliable (but
also as neutral) as the data they are based on.
Evaluations of the neutrality of the process, and by
connection whether the evidence produced is mis-
guided, are of course observer-dependent.

Unfair outcomes

The three epistemic concerns detailed thus far address
the quality of evidence produced by an algorithm that
motivates a particular action. However, ethical evalu-
ation of algorithms can also focus solely on the action
itself. Actions driven by algorithms can be assessed
according to numerous ethical criteria and principles,
which we generically refer to here as the observer-
dependent ‘fairness’ of the action and its effects. An
action can be found discriminatory, for example,
solely from its effect on a protected class of people,
even if made on the basis of conclusive, scrutable and
well-founded evidence.

Transformative effects

The ethical challenges posed by the spreading use
of algorithms cannot always be retraced to clear cases
of epistemic or ethical failures, for some of the effects of
the reliance on algorithmic data-processing and (semi-)
autonomous decision-making can be questionable and
yet appear ethically neutral because they do not seem to
cause any obvious harm. This is because algorithms can
affect how we conceptualise the world, and modify its
social and political organisation (cf. Floridi, 2014).
Algorithmic activities, like profiling, reontologise the
world by understanding and conceptualising it in new,
unexpected ways, and triggering and motivating actions
based on the insights it generates.

Traceability

Algorithms are software-artefacts used in data-proces-
sing, and as such inherit the ethical challenges asso-
ciated with the design and availability of new
technologies and those associated with the manipula-
tion of large volumes of personal and other data. This
implies that harm caused by algorithmic activity is hard
to debug (i.e. to detect the harm and find its cause), but
also that it is rarely straightforward to identify who
should be held responsible for the harm caused.8

When a problem is identified addressing any or all of
the five preceding kinds, ethical assessment requires

both the cause and responsibility for the harm to be
traced.

Thanks to this map (Figure 1), we are now able to
distinguish epistemological, strictly ethical and traceabil-
ity types in descriptions of ethical problems with algo-
rithms. The map is thus intended as a tool to organise a
widely dispersed academic discourse addressing a diver-
sity of technologies united by their reliance on algo-
rithms. To assess the utility of the map, and to observe
how each of these kinds of concerns manifests in ethical
problems already observed in algorithms, a systematic
review of academic literature was carried out.9 The fol-
lowing sections (4 to 10) describe how ethical issues and
concepts are treated in the literature explicitly discussing
the ethical aspects of algorithms.

Inconclusive evidence leading to

unjustified actions

Much algorithmic decision-making and data mining
relies on inductive knowledge and correlations identi-
fied within a dataset. Causality is not established prior
to acting upon the evidence produced by the algorithm.
The search for causal links is difficult, as correlations
established in large, proprietary datasets are frequently
not reproducible or falsifiable (cf. Ioannidis, 2005;
Lazer et al., 2014). Despite this, correlations based on
a sufficient volume of data are increasingly seen as suf-
ficiently credible to direct action without first establish-
ing causality (Hildebrandt, 2011; Hildebrandt and
Koops, 2010; Mayer-Schönberger and Cukier, 2013;
Zarsky, 2016). In this sense data mining and profiling
algorithms often need only establish a sufficiently reli-
able evidence base to drive action, referred to here as
actionable insights.

Acting on correlations can be doubly problematic.10

Spurious correlations may be discovered rather than
genuine causal knowledge. In predictive analytics cor-
relations are doubly uncertain (Ananny, 2016). Even if
strong correlations or causal knowledge are found, this
knowledge may only concern populations while actions
are directed towards individuals (Illari and Russo,
2014). As Ananny (2016: 103) explains, ‘‘algorithmic
categories . . . signal certainty, discourage alternative
explorations, and create coherence among disparate
objects,’’ all of which contribute to individuals being
described (possibly inaccurately) via simplified models
or classes (Barocas, 2014). Finally, even if both actions
and knowledge are at the population-level, our actions
may spill over into the individual level. For example,
this happens when an insurance premium is set for a
sub-population, and hence has to be paid by each
member. Actions taken on the basis of inductive cor-
relations have real impact on human interests inde-
pendent of their validity.
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Inscrutable evidence leading to opacity

The scrutability of evidence, evaluated in terms of the
transparency or opacity of algorithms, proved a major
concern in the reviewed literature. Transparency is gen-
erally desired because algorithms that are poorly pre-
dictable or explainable are difficult to control, monitor
and correct (Tutt, 2016). As many critics have observed
(Crawford, 2016; Neyland, 2016; Raymond, 2014),
transparency is often naı̈vely treated as a panacea for
ethical issues arising from new technologies.
Transparency is generally defined with respect to ‘‘the
availability of information, the conditions of accessibil-
ity and how the information . . . may pragmatically or
epistemically support the user’s decision-making pro-
cess’’ (Turilli and Floridi, 2009: 106). The debate on
this topic is not new. The literature in information
and computer ethics, for example started to focus on
it at the beginning of the 21st century, when issues con-
cerning algorithmic information filtering by search
engines arose.11

The primary components of transparency are acces-
sibility and comprehensibility of information.
Information about the functionality of algorithms is
often intentionally poorly accessible. Proprietary algo-
rithms are kept secret for the sake of competitive
advantage (Glenn and Monteith, 2014; Kitchin, 2016;
Stark and Fins, 2013), national security (Leese, 2014),
or privacy. Transparency can thus run counter to other
ethical ideals, in particular the privacy of data subjects
and autonomy of organisations.

Granka (2010) notes a power struggle between data
subjects’ interests in transparency and data processors’
commercial viability. Disclosing the structure of these
algorithms would facilitate ill-intentioned manipula-
tions of search results (or ‘gaming the system’), while
not bringing any advantage to the average non-tech-
savvy user (Granka, 2010; Zarsky, 2016). The commer-
cial viability of data processors in many industries (e.g.
credit reporting, high frequency trading) may be threa-
tened by transparency. However, data subjects retain
an interest in understanding how information about
them is created and influences decisions taken in data-
driven practices. This struggle is marked by informa-
tion asymmetry and an ‘‘imbalance in knowledge and
decision-making power’’ favouring data processors
(Tene and Polonetsky, 2013a: 252).

Besides being accessible, information must be com-
prehensible to be considered transparent (Turilli and
Floridi, 2009). Efforts to make algorithms transparent
face a significant challenge to render complex decision-
making processes both accessible and comprehensible.
The longstanding problem of interpretability in
machine learning algorithms indicates the challenge of
opacity in algorithms (Burrell, 2016; Hildebrandt, 2011;

Leese, 2014; Tutt, 2016). Machine learning is adept at
creating and modifying rules to classify or cluster large
datasets. The algorithm modifies its behavioural struc-
ture during operation (Markowetz et al., 2014). This
alteration of how the algorithm classifies new inputs
is how it learns (Burrell, 2016: 5). Training produces a
structure (e.g. classes, clusters, ranks, weights, etc.) to
classify new inputs or predict unknown variables. Once
trained, new data can be processed and categorised
automatically without operator intervention (Leese,
2014). The rationale of the algorithm is obscured, lend-
ing to the portrayal of machine learning algorithms as
‘black boxes’.

Burrell (2016) and Schermer (2011) argue that the
opacity of machine learning algorithms inhibits over-
sight. Algorithms ‘‘are opaque in the sense that if one
is a recipient of the output of the algorithm (the clas-
sification decision), rarely does one have any concrete
sense of how or why a particular classification has
been arrived at from inputs’’ (Burrell, 2016: 1). Both
the inputs (data about humans) and outputs (classifi-
cations) can be unknown and unknowable. Opacity in
machine learning algorithms is a product of the high-
dimensionality of data, complex code and changeable
decision-making logic (Burrell, 2016). Matthias (2004:
179) suggests that machine learning can produce out-
puts for which ‘‘the human trainer himself is unable to
provide an algorithmic representation.’’ Algorithms
can only be considered explainable to the degree
that a human can articulate the trained model or
rationale of a particular decision, for instance by
explaining the (quantified) influence of particular
inputs or attributes (Datta et al., 2016). Meaningful
oversight and human intervention in algorithmic deci-
sion-making ‘‘is impossible when the machine has an
informational advantage over the operator . . . [or]
when the machine cannot be controlled by a human
in real-time due to its processing speed and the multi-
tude of operational variables’’ (Matthias, 2004: 182–
183). This is, one again, the black box problem.
However, a distinction should be drawn, between the
technical infeasibility of oversight and practical bar-
riers caused, for instance, by a lack of expertise,
access, or resources.

Beyond machine learning, algorithms with ‘hand-
written’ decision-making rules can still be highly
complex and practically inscrutable from a lay data
subject’s perspective (Kitchin, 2016). Algorithmic deci-
sion-making structures containing ‘‘hundreds of rules
are very hard to inspect visually, especially when their
predictions are combined probabilistically in complex
ways’’ (Van Otterlo, 2013). Further, algorithms are
often developed by large teams of engineers over
time, with a holistic understanding of the development
process and its embedded values, biases and
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interdependencies rendered infeasible (Sandvig et al.,
2014). In both respects, algorithmic processing con-
trasts with traditional decision-making, where human
decision-makers can in principle articulate their ration-
ale when queried, limited only by their desire and
capacity to give an explanation, and the questioner’s
capacity to understand it. The rationale of an algo-
rithm can in contrast be incomprehensible to humans,
rendering the legitimacy of decisions difficult to
challenge.

Under these conditions, decision-making is poorly
transparent. Rubel and Jones (2014) argue that the fail-
ure to render the processing logic comprehensible to
data subject’s disrespects their agency (we shall return
to this point in Section 8). Meaningful consent to data-
processing is not possible when opacity precludes risk
assessment (Schermer, 2011). Releasing information
about the algorithm’s decision-making logic in a sim-
plified format can help (Datta et al., 2016; Tene and
Polonetsky, 2013a). However, complex decision-
making structures can quickly exceed the human and
organisational resources available for oversight
(Kitchin, 2016). As a result, lay data subjects may
lose trust in both algorithms and data processors
(Cohen et al., 2014; Rubel and Jones, 2014;
Shackelford and Raymond, 2014).12

Even if data processors and controllers disclose
operational information, the net benefit for society is
uncertain. A lack of public engagement with existing
transparency mechanisms reflects this uncertainty,
seen for example in credit scoring (Zarsky, 2016).
Transparency disclosures may prove more impactful if
tailored towards trained third parties or regulators rep-
resenting public interest as opposed to data subjects
themselves (Tutt, 2016; Zarsky, 2013).

Transparency disclosures by data processors and
controllers may prove crucial in the future to maintain
a trusting relationship with data subjects (Cohen et al.,
2014; Rubel and Jones, 2014; Shackelford and
Raymond, 2014). Trust implies the trustor’s (the
agent who trusts) expectations for the trustee (the
agent who is trusted) to perform a task (Taddeo,
2010), and acceptance of the risk that the trustee will
betray these expectations (Wiegel and Berg, 2009).
Trust in data processors can, for instance, alleviate con-
cerns with opaque personal data-processing (Mazoué,
1990). However, trust can also exist among artificial
agents exclusively, seen for instance in the agents of a
distributed system working cooperatively to achieve a
given goal (Grodzinsky et al., 2010; Simon, 2010;
Taddeo, 2010). Furthermore, algorithms can be per-
ceived as trustworthy independently of (or perhaps
even despite) any trust placed in the data processor;
yet the question of when this may be appropriate
remains open.13

Misguided evidence leading to bias

The automation of human decision-making is often
justified by an alleged lack of bias in algorithms
(Bozdag, 2013; Naik and Bhide, 2014). This belief is
unsustainable, as shown by prior work demonstrating
the normativity of information technologies in general
and algorithm development in particular14 (e.g.
Bozdag, 2013; Friedman and Nissenbaum, 1996;
Kraemer et al., 2011; Macnish, 2012; Newell and
Marabelli, 2015: 6; Tene and Polonetsky, 2013b).
Much of the reviewed literature addresses how bias
manifests in algorithms and the evidence they produce.

Algorithms inevitably make biased decisions. An
algorithm’s design and functionality reflects the values
of its designer and intended uses, if only to the extent
that a particular design is preferred as the best or most
efficient option. Development is not a neutral, linear
path; there is no objectively correct choice at any
given stage of development, but many possible choices
(Johnson, 2006). As a result, ‘‘the values of the author
[of an algorithm], wittingly or not, are frozen into the
code, effectively institutionalising those values’’
(Macnish, 2012: 158). It is difficult to detect latent
bias in algorithms and the models they produce when
encountered in isolation of the algorithm’s develop-
ment history (Friedman and Nissenbaum, 1996;
Hildebrandt, 2011; Morek, 2006).

Friedman and Nissenbaum (1996) argue that bias
can arise from (1) pre-existing social values found in
the ‘‘social institutions, practices and attitudes’’ from
which the technology emerges, (2) technical constraints
and (3) emergent aspects of a context of use. Social
biases can be embedded in system design purposefully
by individual designers, seen for instance in manual
adjustments to search engine indexes and ranking
criteria (Goldman, 2006). Social bias can also be unin-
tentional, a subtle reflection of broader cultural
or organisational values. For example, machine learn-
ing algorithms trained from human-tagged data inad-
vertently learn to reflect biases of the taggers
(Diakopoulos, 2015).

Technical bias arises from technological constraints,
errors or design decisions, which favour particular
groups without an underlying driving value
(Friedman and Nissenbaum, 1996). Examples include
when an alphabetical listing of airline companies leads
to increase business for those earlier in the alphabet, or
an error in the design of a random number generator
that causes particular numbers to be favoured. Errors
can similarly manifest in the datasets processed by algo-
rithms. Flaws in the data are inadvertently adopted
by the algorithm and hidden in outputs and models
produced (Barocas and Selbst, 2015; Romei and
Ruggieri, 2014).
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Emergent bias is linked with advances in knowledge
or changes to the system’s (intended) users and stake-
holders (Friedman and Nissenbaum, 1996). For exam-
ple, CDSS are unavoidably biased towards treatments
included in their decision architecture. Although emer-
gent bias is linked to the user, it can emerge unexpect-
edly from decisional rules developed by the algorithm,
rather than any ‘hand-written’ decision-making struc-
ture (Hajian and Domingo-Ferrer, 2013; Kamiran and
Calders, 2010). Human monitoring may prevent some
biases from entering algorithmic decision-making in
these cases (Raymond, 2014).

The outputs of algorithms also require interpretation
(i.e. what one should do based on what the algorithm
indicates); for behavioural data, ‘objective’ correlations
can come to reflect the interpreter’s ‘‘unconscious
motivations, particular emotions, deliberate choices,
socio-economic determinations, geographic or demo-
graphic influences’’ (Hildebrandt, 2011: 376).
Explaining the correlation in any of these terms
requires additional justification – meaning is not self-
evident in statistical models. Different metrics ‘‘make
visible aspects of individuals and groups that are not
otherwise perceptible’’ (Lupton, 2014: 859). It thus
cannot be assumed that an observer’s interpretation
will correctly reflect the perception of the actor rather
than the biases of the interpreter.

Unfair outcomes leading to
discrimination

Much of the reviewed literature also addresses how dis-
crimination results from biased evidence and decision-
making.15 Profiling by algorithms, broadly defined ‘‘as
the construction or inference of patterns by means of
data mining and . . . the application of the ensuing pro-
files to people whose data match with them’’
(Hildebrandt and Koops, 2010: 431), is frequently
cited as a source of discrimination. Profiling algorithms
identify correlations and make predictions about
behaviour at a group-level, albeit with groups (or pro-
files) that are constantly changing and re-defined by the
algorithm (Zarsky, 2013). Whether dynamic or static,
the individual is comprehended based on connections
with others identified by the algorithm, rather than
actual behaviour (Newell and Marabelli, 2015: 5).
Individuals’ choices are structured according to infor-
mation about the group (Danna and Gandy, 2002:
382). Profiling can inadvertently create an evidence-
base that leads to discrimination (Vries, 2010).

For the affected parties, data-driven discriminatory
treatment is unlikely to be more palatable than discrim-
ination fuelled by prejudices or anecdotal evidence.

This much is implicit in Schermer’s (2011) argument
that discriminatory treatment is not ethically problem-
atic in itself; rather, it is the effects of the treatment that
determine its ethical acceptability. However, Schermer
muddles bias and discrimination into a single concept.
What he terms discrimination can be described instead
as mere bias, or the consistent and repeated expression
of a particular preference, belief or value in decision-
making (Friedman and Nissenbaum, 1996). In contrast,
what he describes as problematic effects of discrimin-
atory treatment can be defined as discrimination tout
court. So bias is a dimension of the decision-making
itself, whereas discrimination describes the effects of a
decision, in terms of adverse disproportionate impact
resulting from algorithmic decision-making. Barocas
and Selbst (2015) show that precisely this definition
guides ‘disparate impact detection’, an enforcement
mechanism for American anti-discrimination law in
areas such as social housing and employment. They
suggest that disparate impact detection provides a
model for the detection of bias and discrimination in
algorithmic decision-making which is sensitive to differ-
ential privacy.

It may be possible to direct algorithms not to consider
sensitive attributes that contribute to discrimination
(Barocas and Selbst, 2015), such as gender or ethnicity
(Calders et al., 2009; Kamiran and Calders, 2010;
Schermer, 2011), based upon the emergence of discrim-
ination in a particular context. However, proxies for
protected attributes are not easy to predict or detect
(Romei and Ruggieri, 2014; Zarsky, 2016), particularly
when algorithms access linked datasets (Barocas and
Selbst, 2015). Profiles constructed from neutral charac-
teristics such as postal code may inadvertently overlap
with other profiles related to ethnicity, gender, sexual
preference, and so on (Macnish, 2012; Schermer, 2011).

Efforts are underway to avoid such ‘redlining’ by
sensitive attributes and proxies. Romei and Ruggieri
(2014) observe four overlapping strategies for discrim-
ination prevention in analytics: (1) controlled distortion
of training data; (2) integration of anti-discrimination
criteria into the classifier algorithm; (3) post-processing
of classification models; (4) modification of predictions
and decisions to maintain a fair proportion of effects
between protected and unprotected groups. These
strategies are seen in the development of privacy-
preserving, fairness- and discrimination-aware data
mining (Dwork et al., 2011; Kamishima et al., 2012).
Fairness-aware data mining takes the broadest aim, as
it gives attention not only to discrimination but fair-
ness, neutrality, and independence as well (Kamishima
et al., 2012). Various metrics of fairness are possible
based on statistical parity, differential privacy and
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other relations between data subjects in classification
tasks (Dwork et al., 2011; Romei and Ruggieri, 2014).

The related practice of personalisation is also
frequently discussed. Personalisation can segment
a population so that only some segments are worthy
of receiving some opportunities or information,
re-enforcing existing social (dis)advantages. Questions
of the fairness and equitability of such practices are
often raised (e.g. Cohen et al., 2014; Danna and
Gandy, 2002; Rubel and Jones, 2014). Personalised pri-
cing, for example, can be ‘‘an invitation to leave
quietly’’ issued to data subjects deemed to lack value
or the capacity to pay.16

Reasons to consider discriminatory effects as adverse
and thus ethically problematically are diverse.
Discriminatory analytics can contribute to self-fulfilling
prophecies and stigmatisation in targeted groups,
undermining their autonomy and participation in soci-
ety (Barocas, 2014; Leese, 2014; Macnish, 2012).
Personalisation through non-distributive profiling,
seen for example in personalised pricing in insurance
premiums (Hildebrandt and Koops, 2010; Van Wel
and Royakkers, 2004), can be discriminatory by violat-
ing both ethical and legal principles of equal or fair
treatment of individuals (Newell and Marabelli,
2015). Further, as described above the capacity of indi-
viduals to investigate the personal relevance of factors
used in decision-making is inhibited by opacity and
automation (Zarsky, 2016).

Transformative effects leading
to challenges for autonomy

Value-laden decisions made by algorithms can also
pose a threat to the autonomy of data subjects. The
reviewed literature in particular connects personalisa-
tion algorithms to these threats. Personalisation can be
defined as the construction of choice architectures
which are not the same across a sample (Tene and
Polonetsky, 2013a). Similar to explicitly persuasive
technologies, algorithms can nudge the behaviour of
data subjects and human decision-makers by filtering
information (Ananny, 2016). Different content, infor-
mation, prices, etc. are offered to groups or classes of
people within a population according to a particular
attribute, e.g. the ability to pay.

Personalisation algorithms tread a fine line between
supporting and controlling decisions by filtering which
information is presented to the user based upon in-
depth understanding of preferences, behaviours, and
perhaps vulnerabilities to influence (Bozdag, 2013;
Goldman, 2006; Newell and Marabelli, 2015; Zarsky,
2016). Classifications and streams of behavioural data

are used to match information to the interests and attri-
butes of data subjects. The subject’s autonomy in deci-
sion-making is disrespected when the desired choice
reflects third party interests above the individual’s
(Applin and Fischer, 2015; Stark and Fins, 2013).

This situation is somewhat paradoxical. In prin-
ciple, personalisation should improve decision-
making by providing the subject with only relevant
information when confronted with a potential infor-
mation overload; however, deciding which informa-
tion is relevant is inherently subjective. The subject
can be pushed to make the ‘‘institutionally preferred
action rather than their own preference’’ (Johnson,
2013); online consumers, for example, can be nudged
to fit market needs by filtering how products are
displayed (Coll, 2013). Lewis and Westlund
(2015: 14) suggest that personalisation algorithms
need to be taught to ‘act ethically’ to strike a balance
between coercing and supporting users’ decisional
autonomy.

Personalisation algorithms reduce the diversity of
information users encounter by excluding content
deemed irrelevant or contradictory to the user’s beliefs
(Barnet, 2009; Pariser, 2011). Information diversity can
thus be considered an enabling condition for autonomy
(van den Hoven and Rooksby, 2008). Filtering algo-
rithms that create ‘echo chambers’ devoid of contra-
dictory information may impede decisional autonomy
(Newell and Marabelli, 2015). Algorithms may be
unable to replicate the ‘‘spontaneous discovery of new
things, ideas and options’’ which appear as anomalies
against a subject’s profiled interests (Raymond, 2014).
With near ubiquitous access to information now feas-
ible in the internet age, issues of access concern whether
the ‘right’ information can be accessed, rather than any
information at all. Control over personalisation and
filtering mechanisms can enhance user autonomy, but
potentially at the cost of information diversity (Bozdag,
2013). Personalisation algorithms, and the underlying
practice of analytics, can thus both enhance and under-
mine the agency of data subjects.

Transformative effects leading to
challenges for informational privacy

Algorithms are also driving a transformation of notions
of privacy. Responses to discrimination, de-individua-
lisation and the threats of opaque decision-making for
data subjects’ agency often appeal to informational
privacy (Schermer, 2011), or the right of data subjects
to ‘‘shield personal data from third parties.’’
Informational privacy concerns the capacity of an indi-
vidual to control information about herself (Van Wel
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and Royakkers, 2004), and the effort required by third
parties to obtain this information.

A right to identity derived from informational
privacy interests suggests that opaque or secretive pro-
filing is problematic.17 Opaque decision-making by
algorithms (see ‘Inconclusive evidence leading to unjus-
tified actions’ section) inhibits oversight and informed
decision-making concerning data sharing (Kim et al.,
2014). Data subjects cannot define privacy norms to
govern all types of data generically because their
value or insightfulness is only established through
processing (Hildebrandt, 2011; Van Wel and
Royakkers, 2004).

Beyond opacity, privacy protections based upon
identifiability are poorly suited to limit external man-
agement of identity via analytics. Identity is increas-
ingly influenced by knowledge produced through
analytics that makes sense of growing streams of behav-
ioural data. The ‘identifiable individual’ is not necessar-
ily a part of these processes. Schermer (2011) argues
that informational privacy is an inadequate conceptual
framework because profiling makes the identifiability of
data subjects irrelevant.

Profiling seeks to assemble individuals into mean-
ingful groups, for which identity is irrelevant (Floridi,
2012; Hildebrandt, 2011; Leese, 2014). Van Wel and
Royakkers (2004: 133) argue that external identity
construction by algorithms is a type of de-individuali-
sation, or a ‘‘tendency of judging and treating people
on the basis of group characteristics instead of on
their own individual characteristics and merit.’’
Individuals need never be identified when the profile
is assembled to be affected by the knowledge and
actions derived from it (Louch et al., 2010: 4).
The individual’s informational identity (Floridi,
2011) is breached by meaning generated by algo-
rithms that link the subject to others within a dataset
(Vries, 2010).

Current regulatory protections similarly struggle to
address the informational privacy risks of analytics.
‘Personal data’ is defined in European data protection
law as data describing an identifiable person; anon-
ymised and aggregated data are not considered perso-
nal data (European Commission, 2012). Privacy
preserving data mining techniques which do not require
access to individual and identifiable records may miti-
gate these risks (Agrawal and Srikant, 2000; Fule and
Roddick, 2004). Others suggest a mechanism to ‘opt-
out’ of profiling for a particular purpose or context
would help protect data subjects’ privacy interests
(Hildebrandt, 2011; Rubel and Jones, 2014). A lack of
recourse mechanisms for data subjects to question the
validity of algorithmic decisions further exacerbates the
challenges of controlling identity and data about one-
self (Schermer, 2011). In response, Hildebrandt and

Koops (2010) call for ‘smart transparency’ by designing
the socio-technical infrastructures responsible for pro-
filing in a way that allows individuals to anticipate and
respond to how they are profiled.

Traceability leading to moral
responsibility

When a technology fails, blame and sanctions must be
apportioned. One or more of the technology’s designer
(or developer), manufacturer or user are typically
held accountable. Designers and users of algorithms
are typically blamed when problems arise (Kraemer
et al., 2011: 251). Blame can only be justifiably attrib-
uted when the actor has some degree of control
(Matthias, 2004) and intentionality in carrying out the
action.

Traditionally, computer programmers have had
‘‘control of the behaviour of the machine in every
detail’’ insofar as they can explain its design and func-
tion to a third party (Matthias, 2004). This traditional
conception of responsibility in software design assumes
the programmer can reflect on the technology’s likely
effects and potential for malfunctioning (Floridi et al.,
2014), and make design choices to choose the most
desirable outcomes according to the functional specifi-
cation (Matthias, 2004). With that said, programmers
may only retain control in principle due to the complex-
ity and volume of code (Sandvig et al., 2014), and the
use of external libraries often treated by the program-
mer as ‘black boxes’ (cf. Note 7).

Superficially, the traditional, linear conception of
responsibility is suitable to non-learning algorithms.
When decision-making rules are ‘hand-written’, their
authors retain responsibility (Bozdag, 2013). Decision-
making rules determine the relative weight given to the
variables or dimensions of the data considered by the
algorithm. A popular example is Facebook’s EdgeRank
personalisation algorithm, which prioritises content
based on date of publication, frequency of interaction
between author and reader, media type, and other
dimensions. Altering the relative importance of each
factor changes the relationships users are encouraged
to maintain. The party that sets confidence intervals for
an algorithm’s decision-making structure shares
responsibility for the effects of the resultant false posi-
tives, false negatives and spurious correlations (Birrer,
2005; Johnson, 2013; Kraemer et al., 2011). Fule and
Roddick (2004: 159) suggest operators also have a
responsibility to monitor for ethical impacts of deci-
sion-making by algorithms because ‘‘the sensitivity of
a rule may not be apparent to the miner . . . the ability
to harm or to cause offense can often be inadvertent.’’
Schermer (2011) similarly suggests that data processors
should actively searching for errors and bias in their
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algorithms and models. Human oversight of complex
systems as an accountability mechanism may, however,
be impossible due to the challenges for transparency
already mentioned (see ‘Inscrutable evidence leading
to opacity’ section). Furthermore, humans kept ‘in
the loop’ of automated decision-making may be
poorly equipped to identify problems and take correct-
ive actions (Elish, 2016).

Particular challenges arise for algorithms with
learning capacities, which defy the traditional concep-
tion of designer responsibility. The model requires the
system to be well-defined, comprehensible and predict-
able; complex and fluid systems (i.e. one with count-
less decision-making rules and lines of code) inhibit
holistic oversight of decision-making pathways and
dependencies. Machine learning algorithms are par-
ticularly challenging in this respect (Burrell, 2016;
Matthias, 2004; Zarsky, 2016), seen for instance in
genetic algorithms that program themselves. The trad-
itional model of responsibility fails because ‘‘nobody
has enough control over the machine’s actions to be
able to assume the responsibility for them’’ (Matthias,
2004: 177).

Allen et al. (2006: 14) concur in discussing the need
for ‘machine ethics’: ‘‘the modular design of systems
can mean that no single person or group can fully
grasp the manner in which the system will interact or
respond to a complex flow of new inputs.’’ From trad-
itional, linear programming through to autonomous
algorithms, behavioural control is gradually transferred
from the programmer to the algorithm and its operat-
ing environment (Matthias, 2004: 182). The gap
between the designer’s control and algorithm’s behav-
iour creates an accountability gap (Cardona, 2008)
wherein blame can potentially be assigned to several
moral agents simultaneously.

Related segments of the literature address the ‘ethics
of automation’, or the acceptability of replacing or aug-
menting human decision-making with algorithms (Naik
and Bhide, 2014). Morek (2006) finds it problematic to
assume that algorithms can replace skilled professionals
in a like-for-like manner. Professionals have implicit
knowledge and subtle skills (cf. Coeckelbergh, 2013;
MacIntyre, 2007) that are difficult to make explicit
and perhaps impossible to make computable (Morek,
2006). When algorithmic and human decision-makers
work in tandem, norms are required to prescribe when
and how human intervention is required, particularly in
cases like high-frequency trading where real-time inter-
vention is impossible before harms occur (Davis et al.,
2013; Raymond, 2014).

Algorithms that make decisions can be considered
blameworthy agents (Floridi and Sanders, 2004a;
Wiltshire, 2015). The moral standing and capacity for
ethical decision-making of algorithms remains a

standout question in machine ethics (e.g. Allen et al.,
2006; Anderson, 2008; Floridi and Sanders, 2004a).
Ethical decisions require agents to evaluate the desir-
ability of different courses of actions which present con-
flicts between the interests of involved parties (Allen
et al., 2006; Wiltshire, 2015).

For some, learning algorithms should be considered
moral agents with some degree of moral responsibility.
Requirements for moral agency may differ between
humans and algorithms; Floridi and Sanders (2004b)
and Sullins (2006) argue, for instance, that ‘machine
agency’ requires significant autonomy, interactive
behaviour, and a role with causal accountability, to
be distinguished from moral responsibility, which
requires intentionality. As suggested above, moral
agency and accountability are linked. Assigning moral
agency to artificial agents can allow human stake-
holders to shift blame to algorithms (Crnkovic and
Çürüklü, 2011). Denying agency to artificial agents
makes designers responsible for the unethical behaviour
of their semi-autonomous creations; bad consequences
reflect bad design (Anderson and Anderson, 2014;
Kraemer et al., 2011; Turilli, 2007). Neither extreme
is entirely satisfactory due to the complexity of over-
sight and the volatility of decision-making structures.

Beyond the nature of moral agency in machines,
work in machine ethics also investigates how best to
design moral reasoning and behaviours into autono-
mous algorithms as artificial moral and ethical
agents18 (Anderson and Anderson, 2007; Crnkovic
and Çürüklü, 2011; Sullins, 2006; Wiegel and Berg,
2009). Research into this question remains highly rele-
vant because algorithms can be required to make real-
time decisions involving ‘‘difficult trade-offs . . . which
may include difficult ethical considerations’’ without an
operator (Wiegel and Berg, 2009: 234).

Automation of decision-making creates problems of
ethical consistency between humans and algorithms.
Turilli (2007) argues algorithms should be constrained
‘‘by the same set of ethical principles’’ as the former
human worker to ensure consistency within an organ-
isation’s ethical standards. However, ethical principles
as used by human decision-makers may prove difficult
to define and rendered computable. Virtue ethics is also
thought to provide rule sets for algorithmic decision-
structures which are easily computable. An ideal model
for artificial moral agents based on heroic virtues is
suggested by Wiltshire (2015), wherein algorithms are
trained to be heroic and thus, moral.19

Other approaches do not require ethical principles to
serve as pillars of algorithmic decision-making frame-
works. Bello and Bringsjord (2012) insist that moral rea-
soning in algorithms should not be structured around
classic ethical principles because it does not reflect how
humans actually engage in moral decision-making.
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Rather, computational cognitive architectures – which
allow machines to ‘mind read’, or attribute mental
states to other agents – are required. Anderson and
Anderson (2007) suggest algorithms can be designed to
mimic human ethical decision-making modelled on
empirical research on how intuitions, principles and rea-
soning interact. At a minimum this debate reveals that a
consensus view does not yet exist for how to practically
relocate the social and ethical duties displaced by auto-
mation (Shackelford and Raymond, 2014).

Regardless of the design philosophy chosen,
Friedman and Nissenbaum (1996) argue that developers
have a responsibility to design for diverse contexts ruled
by different moral frameworks. Following this, Turilli
(2007) proposes collaborative development of ethical
requirements for computational systems to ground an
operational ethical protocol. Consistency can be con-
firmed between the protocol (consisting of a decision-
making structure) and the designer’s or organisation’s
explicit ethical principles (Turilli and Floridi, 2009).

Points of further research

As the preceding discussion demonstrates, the proposed
map (see ‘Map of the ethics of algorithms’ section) can
be used to organise current academic discourse describ-
ing ethical concerns with algorithms in a principled
way, on purely epistemic and ethical grounds. To
borrow a concept from software development, the
map can remain perpetually ‘in beta’. As new types of
ethical concerns with algorithms are identified, or if one
of the six described types can be separated into two or
more types, the map can be revised. Our intention has
been to describe the state of academic discourse around
the ethics of algorithms, and to propose an organising
tool for future work in the field to bridge linguistic and
disciplinary gaps. Our hope is that the map will
improve the precision of how ethical concerns with
algorithms are described in the future, while also ser-
ving as a reminder of the limitations of merely meth-
odological, technical or social solutions to challenges
raised by algorithms. As the map indicates, ethical con-
cerns with algorithms are multi-dimensional and thus
require multi-dimensional solutions.

While the map provides the bare conceptual struc-
ture we need, it still must be populated as deployment
and critical studies of algorithms proliferate. The seven
themes identified in the preceding sections identify
where the ‘ethics of algorithms’ currently lies on the
map. With this in mind, in this section we raise a
number of topics not yet receiving substantial attention
in the reviewed literature related to the transformative
effects and traceability of algorithms. These topics can
be considered future directions of travel for the ethics
of algorithms as the field expands and matures.

Concerning transformative effects, algorithms
change how identity is constructed, managed and pro-
tected by privacy and data protection mechanisms
(see ‘Transformative effects leading to challenges for
informational privacy’ section). Informational privacy
and identifiability are typically closely linked; an indi-
vidual has privacy insofar as she has control over data
and information about her. Insofar as algorithms trans-
form privacy by rendering identifiability less important,
a theory of privacy responsive to the reduced import-
ance of identifiability and individuality is required.

Van Wel and Royakkers (2004) urge a re-conceptua-
lisation of personal data, where equivalent privacy pro-
tections are afforded to ‘group characteristics’ when
used in place of ‘individual characteristics’ in generat-
ing knowledge about or taking actions towards an indi-
vidual. Further work is required to describe how
privacy operates at group level, absent of identifiability
(e.g. Mittelstadt and Floridi, 2016; Taylor et al., 2017).
Real world mechanisms to enforce privacy in analytics
are also required. One proposal mentioned in the
reviewed literature is to develop privacy preserving
data mining techniques which do not require access to
individual and identifiable records (Agrawal and
Srikant, 2000; Fule and Roddick, 2004). Related
work is already underway to detect discrimination in
data mining (e.g. Barocas, 2014; Calders and Verwer,
2010; Hajian et al., 2012), albeit limited to detection of
illegal discrimination. Further harm detection mechan-
isms are necessitated by the capacity of algorithms to
disadvantage users in indirect and non-obvious ways
that exceed legal definitions of discrimination
(Sandvig et al., 2014; Tufekci, 2015). It cannot be
assumed that algorithms will discriminate according
to characteristics observable or comprehensible to
humans.

Concerning traceability, two key challenges for
apportioning responsibility for algorithms remain
under-researched. First, despite a wealth of literature
addressing the moral responsibility and agency of algo-
rithms, insufficient attention has been given to distrib-
uted responsibility, or responsibility as shared across a
network of human and algorithmic actors simultan-
eously (cf. Simon, 2015). The reviewed literature (see
‘Traceability leading to moral responsibility’ section)
addresses the potential moral agency of algorithms,
but does not describe methods and principles for
apportioning blame or responsibility across a mixed
network of human and algorithmic actors.

Second, substantial trust is already placed in algo-
rithms, in some cases affecting a de-responsibilisation of
human actors, or a tendency to ‘hide behind the com-
puter’ and assume automated processes are correct by
default (Zarsky, 2016: 121). Delegating decision-
making to algorithms can shift responsibility away
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from human decision-makers. Similar effects can be
observed in mixed networks of human and information
systems as already studied in bureaucracies, charac-
terised by reduced feelings of personal responsibility
and the execution of otherwise unjustifiable actions
(Arendt, 1971). Algorithms involving stakeholders
from multiple disciplines can, for instance, lead to each
party assuming the others will shoulder ethical respon-
sibility for the algorithm’s actions (Davis et al., 2013).
Machine learning adds an additional layer of complexity
between designers and actions driven by the algorithm,
which may justifiably weaken blame placed upon the
former. Additional research is needed to understand
the prevalence of these effects in algorithm driven deci-
sion-making systems, and to discern how to minimise the
inadvertent justification of harmful acts.

A related problem concerns malfunctioning and
resilience. The need to apportion responsibility is
acutely felt when algorithms malfunction. Unethical
algorithms can be thought of as malfunctioning soft-
ware-artefacts that do not operate as intended. Useful
distinctions exists between errors of design (types) and
errors of operation (tokens), and between the failure to
operate as intended (dysfunction) and the presence of
unintended side-effects (misfunction) (Floridi et al.,
2014). Misfunctioning is distinguished from mere nega-
tive side effects by avoidability, or the extent to which
comparable extant algorithm types accomplish the
intended function without the effects in question.
These distinctions clarify ethical aspects of algorithms
that are strictly related to their functioning, either in the
abstract (for instance when we look at raw perform-
ance), or as part of a larger decision-making system,
and reveals the multi-faceted interaction between
intended and actual behaviour.

Both types of malfunctioning imply distinct respon-
sibilities for algorithm and software developers, users
and artefacts. Additional work is required to describe
fair apportionment of responsibility for dysfunctioning
and misfunctioning across large development teams and
complex contexts of use. Further work is also required to
specify requirements for resilience to malfunctioning as
an ethical ideal in algorithm design. Machine learning in
particular raises unique challenges, because achieving
the intended or ‘‘correct’’ behaviour does not imply
the absence of errors20 (cf. Burrell, 2016) or harmful
actions and feedback loops. Algorithms, particularly
those embedded in robotics, can for instance be made
safely interruptible insofar as harmful actions can be
discouraged without the algorithm being encouraged
to deceive human users to avoid further interruptions
(Orseau and Armstrong, 2016).

Finally, while a degree of transparency is broadly
recognised as a requirement for traceability, how to
operationalise transparency remains an open question,

particularly for machine learning. Merely rendering the
code of an algorithm transparent is insufficient to ensure
ethical behaviour. Regulatory or methodological
requirements for algorithms to be explainable or inter-
pretable demonstrate the challenge data controllers now
face (Tutt, 2016). One possible path to explainability is
algorithmic auditing carried out by data processors
(Zarsky, 2016), external regulators (Pasquale, 2015;
Tutt, 2016; Zarsky, 2016), or empirical researchers
(Kitchin, 2016; Neyland, 2016), using ex post audit stu-
dies (Adler et al., 2016; Diakopoulos, 2015; Kitchin,
2016; Romei and Ruggieri, 2014; Sandvig et al., 2014),
reflexive ethnographic studies in development and test-
ing (Neyland, 2016), or reporting mechanisms designed
into the algorithm itself (Vellido et al., 2012). For all
types of algorithms, auditing is a necessary precondition
to verify correct functioning. For analytics algorithms
with foreseeable human impact, auditing can create an
ex post procedural record of complex algorithmic deci-
sion-making to unpack problematic or inaccurate deci-
sions, or to detect discrimination or similar harms.
Further work is required to design broadly applicable,
low impact auditing mechanisms for algorithms (cf.
Adler et al., 2016; Sandvig et al., 2014) that build upon
current work in transparency and interpretability of
machine learning (e.g. Kim et al., 2015; Lou et al., 2013).

All of the challenges highlighted in this review are
addressable in principle. As with any technological
artefact, practical solutions will require cooperation
between researchers, developers and policy-makers.
A final but significant area requiring further work is
the translation of extant and forthcoming policy applic-
able to algorithms into realistic regulatory mechanisms
and standards. The forthcoming EU General Data
Protection Regulation (GDPR) in particular is indica-
tive of the challenges to be faced globally in regulating
algorithms.21

The GDPR stipulates a number of responsibilities of
data controllers and rights of data subjects relevant to
decision-making algorithms. Concerning the former,
when undertaking profiling controllers will be required
to evaluate the potential consequences of their data-
processing activities via a data protection impact
assessment (Art. 35(3)(a)). In addition to assessing priv-
acy hazards, data controllers also have to communicate
these risks to the persons concerned. According to Art.
13(2)(f) and 14(2)(g) data controllers are obligated to
inform the data subjects about existing profiling meth-
ods, its significance and its envisaged consequences. Art.
12(1) mandates that clear and plain language is used to
inform about these risks.22 Further, Recital 71 states
the data controllers’ obligation to explain the logic of
how the decision was reached. Finally, Art. 22(3) states
the data controller’s duty to ‘‘implement suitable
measures to safeguard the data subject’s rights and
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freedoms and legitimate interests’’ when automated
decision-making is applied. This obligation is rather
vague and opaque.

On the rights of data subjects, the GDPR generally
takes a self-determination approach. Data subjects are
granted a right to object to profiling methods (Art. 21)
and a right not to be subject to solely automated pro-
cessed individual decision-making23 (Art. 22). In these
and similar cases the person concerned either has the
right to object that such methods are used or should at
least have the right to ‘‘obtain human intervention’’ in
order to express their views and to ‘‘contest the deci-
sion’’ (Art. 22(3)).

At first glance these provisions defer control to the
data subjects and enable them to decide how their data
are used. Notwithstanding that the GDPR bears great
potential to improve data protection, a number of
exemptions limit the rights of data subjects.24 The
GDPR can be a toothless or a powerful mechanism
to protect data subjects dependent upon its eventual
legal interpretation: the wording of the regulation
allows either to be true. Supervisory authorities and
their future judgments will determine the effectiveness
of the new framework.25 However, additional work is
required in parallel to provide normative guidelines and
practical mechanisms for putting the new rights and
responsibilities into practice.

These are not mundane regulatory tasks. For exam-
ple, the provisions highlighted above can be interpreted
to mean automated decisions must be explainable to data
subjects. Given the connectivity and dependencies of
algorithms and datasets in complex information systems,
and the tendency of errors and biases in data and models
to be hidden over time (see ‘Misguided evidence leading
to bias’ section), ‘explainability’26 may prove particularly
disruptive for data intensive industries. Practical require-
ments will need to be unpacked in the future that strike
an appropriate balance between data subjects’ rights to
be informed about the logic and consequences of profil-
ing, and the burden imposed on data controllers.
Alternatively, it may be necessary to limit automation
or particular analytic methods in particular contexts to
meet transparency requirements specified in the GDPR
(Tutt, 2016; Zarsky, 2016). Comparable restrictions
already exist in the US Credit Reporting Act, which
effectively prohibits machine learning in credit scoring
because reasons for the denial of credit must be made
available to consumers on demand (Burrell, 2016).

Conclusion

Algorithms increasingly mediate digital life and deci-
sion-making. The work described here has made three
contributions to clarify the ethical importance of this
mediation: (1) a review of existing discussion of ethical

aspects of algorithms; (2) a prescriptive map to organise
discussion; and (3) a critical assessment of the literature
to identify areas requiring further work to develop the
ethics of algorithms.

The review undertaken here was primarily limited to
literature explicitly discussing algorithms. As a result,
much relevant work performed in related fields is only
briefly touched upon, in areas such as ethics of artificial
intelligence, surveillance studies, computer ethics and
machine ethics.27 While it would be ideal to summarise
work in all the fields represented in the reviewed litera-
ture, and thus in any domain where algorithms are in
use, the scope of such as an exercise is prohibitive. We
must therefore accept that there may be gaps in cover-
age for topics discussed only in relation to specific types
of algorithms, and not for algorithms themselves.
Despite this limitation, the prescriptive map is purpose-
fully broad and iterative to organise discussion around
the ethics of algorithms, both past and future.

Discussion of a concept as complex as ‘algorithm’
inevitably encounters problems of abstraction or
‘talking past each other’ due to a failure to specify a
level of abstraction (LoA) for discussion, and thus limit
the relevant set of observables (Floridi, 2008). A mature
‘ethics of algorithms’ does not yet exist, in part because
‘algorithm’ as a concept describes a prohibitively broad
range of software and information systems. Despite this
limitation, several themes emerged from the literature
that indicate how ethics can coherently be discussed
when focusing on algorithms, independently of
domain-specific work.

Mapping these themes onto the prescriptive frame-
work proposed here has proven helpful to distinguish
between the kinds of ethical concerns generated by algo-
rithms, which are often muddled in the literature.
Distinct epistemic and normative concerns are often trea-
ted as a cluster. This is understandable, as the different
concerns are part of a web of interdependencies. Some of
these interdependencies are present in the literature we
reviewed, like the connection between bias and discrim-
ination (see ‘Misguided evidence leading to bias’ and
‘Unfair outcomes leading to discrimination’ sections) or
the impact of opacity on the attribution of responsibility
(see ‘Inscrutable evidence leading to opacity’ and
‘Traceability leading to moral responsibility’ sections).

The proposed map brings further dependencies into
focus, like the multi-faceted effect of the presence and
absence of epistemic deficiencies on the ethical ramifi-
cations of algorithms. Further, the map demonstrates
that solving problems at one level does not address all
types of concerns; a perfectly auditable algorithmic
decision, or one that is based on conclusive, scrutable
and well-founded evidence, can nevertheless cause
unfair and transformative effects, without obvious
ways to trace blame among the network of contributing
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actors. Better methods to produce evidence for some
actions need not rule out all forms of discrimination
for example, and can even be used to discriminate
more efficiently. Indeed, one may even conceive of situ-
ations where less discerning algorithms may have fewer
objectionable effects.

More importantly, as already repeatedly stressed in
the above overview, we cannot in principle avoid epi-
stemic and ethical residues. Increasingly better algorith-
mic tools can normally be expected to rule out many
obvious epistemic deficiencies, and even help us to
detect well-understood ethical problems (e.g. discrimin-
ation). However, the full conceptual space of ethical
challenges posed by the use of algorithms cannot be
reduced to problems related to easily identified epistemic
and ethical shortcomings. Aided by the map drawn here,
future work should strive to make explicit the many
implicit connections to algorithms in ethics and beyond.

Declaration of conflicting interests

The author(s) declared no potential conflicts of interest with
respect to the research, authorship, and/or publication of this
article.

Funding

The author(s) disclosed receipt of the following financial sup-
port for the research, authorship, and/or publication of this
article: This study was funded by the University of Oxford’s

John Fell Fund (Brent Mittelstadt), by the PETRAS IoT Hub
– a EPSRC project (Brent Mittelstadt, Luciano Floridi,
Mariarosaria Taddeo), and the European Union’s Horizon

2020 research and innovation programme under the Marie
Sklodowska-Curie grant agreement No. 657017 (Patrick Allo).

Supplementary material

The supplementary files are available at http://bds.sagepub.
com/content/3/2.

Notes

1. We would like to acknowledge valuable comments and

feedback of the reviewers at Big Data & Society.
2. Compare with Turner (2016) on the ontology of programs.
3. For the sake of simplicity, for the remainder of the paper

we will refer generically to ‘algorithms’ rather than con-

structs, implementations and configurations.
4. Tufekci seems to have a similar class of algorithms in mind

in her exploration of detecting harms. She describes ‘gate-

keeping algorithms’ as ‘‘algorithms that do not result in

simple, ‘correct’ answers-instead, I focus on those that are

utilized as subjective decision makers’’ (Tufekci, 2015: 206).
5. The distinction between supervised and unsupervised

learning can be mapped onto analytics to reveal different

ways humans are ‘made sense of’ through data.

Descriptive analytics based on unsupervised learning,

seeks to identify unforeseen correlations between cases to

learn something about the entity or phenomenon. Here,

analysis is exploratory, meaning it lacks a specific

target or hypothesis. In this way, new models and classi-

fications can be defined. In contrast, predictive analytics

based on supervised learning seeks to match cases to pre-

existing classes to infer knowledge about the case.

Knowledge about the assigned classes is used to make

predictions about the case (Van Otterlo, 2013).
6. The term ‘probable knowledge’ is used here in the sense

of Hacking (2006) where it is associated with the emer-

gence of probability and the rise of statistical thinking

(for instance in the context of insurance) that started in

the 17th Century.
7. In mainstream analytic epistemology this issue is con-

nected to the nature of justification, and the importance

of having access to one’s own justifications for a specific

belief (Kornblith, 2001). In the present context, however,

we are concerned with a more interactive kind of justifi-

cation: human agents need to be able to understand how

a conclusion reached by an algorithm is justified in view

of the data.
8. The often blamed opacity of algorithms can only partially

explain why this is the case. Another aspect is more clo-

sely related to the role of re-use in the development of

algorithms and software-artefacts; from the customary

use of existing libraries, to the repurposing of existing

tools and methods for different purposes (e.g. the use of

seismological models of aftershocks in predictive policing

(Mohler et al., 2011), and the tailoring of general tools for

specific methods. Apart from the inevitable distribution

of responsibilities, this highlights the complex relation

between good design (the re-use philosophy promoted

in Structured Programming) and the absence of malfunc-

tion, and reveals that even the designers of software-

artefacts regularly treat part of their work as black

boxes (Sametinger, 1997).
9. See Appendix 1 for information on the methodology,

search terms and query results of the review.

10. A distinction must be made, however, between the ethical

justifiability of acting upon mere correlation and a

broader ethics of inductive reasoning which overlaps

with extant critiques of statistical and quantitative meth-

ods in research. The former concerns the thresholds of

evidence required to justify actions with ethical impact.

The latter concerns a lack of reproducibility in analytics

that distinguishes it in practice from science (cf.

Feynman, 1974; Ioannidis, 2005; Vasilevsky et al., 2013)

and is better understood as an issue of epistemology.
11. Introna and Nissenbaum’s article (2000) is among the

first publications on this topic. The article compares

search engines to publishers and suggests that, like pub-

lishers, search engines filter information according to

market conditions, i.e. according to consumers’ tastes

and preferences, and favour powerful actors. Two cor-

rective mechanisms are suggested: embedding the ‘‘value

of fairness as well as [a] suite of values represented by the

ideology of the Web as a public good’’ (Introna and

Nissenbaum, 2000: 182) in the design of indexing and

ranking algorithms, and transparency of the algorithms

used by search engines. More recently, Zarsky (2013) has
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provided a framework and in-depth legal examination of
transparency in predictive analytics.

12. This is a contentious claim. Bozdag (2013) suggests that

human comprehension has not increased in parallel to the
exponential growth of social data in recent years due to
biological limitations on information processing capaci-
ties. However, this would appear to discount advances in

data visualization and sorting techniques to help humans
comprehend large datasets and information flows (cf.
Turilli and Floridi, 2009). Biological capacities may not

have increased, but the same cannot be said for tool-
assisted comprehension. One’s position on this turns on
whether technology-assisted and human comprehension

are categorically different.
13. The context of autonomous weapon systems is particu-

larly relevant here; see Swiatek (2012).

14. The argument that technology design unavoidably value-
laden is not universally accepted. Kraemer et al. (2011)
provide a counterargument from the reviewed literature.
For them, algorithms are value-laden only ‘‘if one cannot

rationally choose between them without explicitly or
implicitly taking ethical concerns into account.’’ In
other words, designers make value-judgments that

express views ‘‘on how things ought to be or not to be,
or what is good or bad, or desirable or undesirable’’
(Kraemer et al., 2011: 252). For Kraemer et al. (2011),

algorithms that produce hypothetical value-judgments or
recommended courses of action, such as clinical decision
support systems, can be value-neutral because the judg-
ments produced are hypothetical. This approach would

suggest that autonomous algorithms are value-laden by
definition, but only because the judgments produced are
put into action by the algorithm. This conception of value

neutrality appears to suggest that algorithms are designed
in value-neutral spaces, with the designer disconnected
from a social and moral context and history that inevit-

ably influences her perceptions and decisions. It is diffi-
cult to see how this could be the case (cf. Friedman and
Nissenbaum, 1996).

15. Clear sources of discrimination are not consistently iden-
tified in the reviewed literature. Barocas (2014) helpfully
clarifies five possible sources of discrimination related to
biased analytics: (1) inferring membership in a protected

class; (2) statistical bias; (3) faulty inference; (4) overly
precise inferences; and (5) shifting the sample frame.

16. Danna and Gandy (2002) provide a demonstrative exam-

ple in the Royal Bank of Canada which ‘nudged’ cus-
tomers on fee-for-service to flat-fee service packages
after discovering (through mining in-house data) that

customers on the latter offered greater lifetime value to
the bank. Customers unwilling to move to flat-fee services
faced disincentives including higher prices. Through price
discrimination customers were pushed towards options

reflecting the bank’s interests. Customers unwilling to
move were placed into a weak bargaining position in
which they were ‘invited to leave’: losing some customers

in the process of shifting the majority to more profitable
flat-fee packages meant the bank lacked incentive to
accommodate minority interests despite the risk of

losing minority fee-for-service customers to competitors.

17. Data subjects can be considered to have a right to iden-
tity. Such a right can take many forms, but the existence
of some right to identity is difficult to dispute. Floridi

(2011) conceives of personal identity as constituted by
information. Taken as such, any right to informational
privacy translates to a right to identity by default, under-
stood as the right to manage information about the self

that constitutes one’s identity. Hildebrandt and Koops
(2010) similarly recognise a right to form identity without
unreasonable external influence. Both approaches can be

connected to the right to personality derived from the
European Convention on Human Rights.

18. A further distinction can be made between artificial

moral agents and artificial ethical agents. Artificial
moral agents lack true ‘artificial intelligence’ or the capa-
city for reflection required to decide and justify an ethical

course of action. Artificial ethical agents can ‘‘calculate
the best action in ethical dilemmas using ethical prin-
ciples’’ (Moor, 2006) or frameworks derived thereof. In
contrast, artificial morality requires only that machines

act ‘as if’ they are moral agents, and thus make ethically
justified decisions according to pre-defined criteria
(Moor, 2006). The construction of artificial morality

is seen as the immediate and imminently achievable
challenge for machine ethics, as it does not first require
artificial intelligence (Allen et al., 2006). With that said,

the question of whether ‘‘it is possible to create artificial
full ethical agents’’ continues to occupy machine ethicists
(Tonkens, 2012: 139).

19. Tonkens (2012) however argues that agents embedded

with virtue-based frameworks would find their creation
ethically impermissible due to the impoverished sense of
virtues a machine could actually develop. In short, the

character development of humans and machines are too
dissimilar to compare. He predicts that unless autono-
mous agents are treated as full moral agents comparable

to humans, existing social injustices will be exacerbated as
autonomous machines are denied the freedom to express
their autonomy by being forced into service of the needs

of the designer. This concern points to a broader issue in
machine ethics concerning whether algorithms and
machines with decision-making autonomy will continue
to be treated as passive tools as opposed to active (moral)

agents (Wiegel and Berg, 2009).
20. Except for trivial cases, the presence of false positives and

false negatives in the work of algorithms, particularly

machine learning, is unavoidable.
21. It is important to note that this regulation even applies to

data controllers or processors that are not established

within the EU, if the monitoring (including predicting
and profiling) of behaviour is focused on data subjects
that are located in the EU (Art 3(2)(b) and Recital 24).

22. In cases where informed consent is required, Art. 7(2)

stipulates that non-compliance with Art. 12(1) renders
given consent not legally binding.

23. Recital 71 explains that solely automated individual deci-

sion-making has to be understood as a method ‘‘which
produces legal effects concerning him or her or similarly
significantly affects him or her, such as automatic refusal

of an online credit application or e-recruiting practices
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without any human intervention’’ and includes profiling

that allows to ‘‘predict aspects concerning the data sub-

ject’s performance at work, economic situation, health,

personal preferences or interests, reliability or behaviour,

location or movements.’’

24. Art. 21(1) explains that the right to object to profiling

methods can be restricted ‘‘if the controller demonstrates

compelling legitimate grounds for the processing which

override the interests, rights and freedoms of the data

subject or for the establishment, exercise or defence of

legal claims.’’ In addition, Art. 23(1) stipulates that the

rights enshrined in Art. 12 to 22 – including the right to

object to automated decision-making – can be restricted

in cases such as ‘‘national security, defence; public secur-

ity;(. . .); other important objectives of general public

interest of the Union or of a Member State, in particular

an important economic or financial interest of the Union

or of a Member State, including monetary, budgetary and

taxation a matters, public health and social security; (. . .);

the prevention, investigation, detection and prosecution

of breaches of ethics for regulated professions; (...);’’. As

a result, these exemptions also apply to the right to access

(Art. 15 – the right to obtain information if personal data

are being processed) as well as the right to be forgotten

(Art. 17).
25. Art. 83(5)(b) invests supervisory authorities with the

power to impose fines up to 4% of the total worldwide

annual turnover in cases where rights of the data subjects

(Art. 12 to 22) have been infringed. This lever can be used

to enforce compliance and to enhance data protection.
26. ‘Explainability’ is preferred here to ‘interpretability’ to

highlight that the explanation of a decision must be com-

prehensible not only to data scientists or controllers, but

to the lay data subjects (or some proxy) affected by the

decision.
27. The various domains of research and development

described here share a common characteristic: all make

use of computing algorithms. This is not, however, to

suggest that complex fields such as machine ethics

and surveillance studies are subsumed by the ‘ethics of

algorithms’ label. Rather, each domain has issues which

do not originate in the design and functionality of the

algorithms being used. These issues would thus not be

considered part of an ‘ethics of algorithms’, despite the

inclusion of the parent field. ‘Ethics of algorithms’ is thus

not meant to replace existing fields of enquiry, but rather

to identify issues shared across a diverse number

of domains stemming from the computing algorithms

they use.
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THE RACIST ALGORITHM?

Anupam Chander*

The Black Box Society: The Secret Algorithms That Con-
trol Money and Information. By Frank Pasquale. Cambridge
and London: Harvard University Press. 2015. P. 218, $35.

Introduction

A pie chart satirizing Google’s research and development expenditures
imagines a largely tripartite division: omniscience, omnipresence, and om-
nipotence.1 Uber offers its staff what it calls “God View,” a real-time view of
where all its users are going in a city.2 In his new book, The Black Box Soci-
ety: The Hidden Algorithms That Control Money and Information, Frank Pas-
quale3 worries about the efforts of Silicon Valley companies to create a god
in the machine. In Pasquale’s forceful telling, the pie chart is not satire, but
rather audacious ambition; he quotes Google’s cofounder Sergey Brin,
“[T]he perfect search engine would be like the mind of God” (p. 187).

We are increasingly living in a Matrix that most of us do not perceive.
Pasquale is our Neo, compelling us to see the invisible digital overlords sur-
rounding us. Pasquale does not allege the near coming of some dystopian
fantasy of a networked Borg entity keen to enslave the galaxy or a Skynet

* Director, California International Law Center, Professor of Law and Martin Luther
King, Jr. Hall Research Scholar, University of California, Davis School of Law. I learned much
from presentations at the Intellectual Property Scholars Conference at Stanford Law School, at
a faculty workshop at UC Davis School of Law, and at seminars at Berkeley Law and Tel Aviv
University, and am grateful to Jacob Assaf, Ian Ayres, Michael Birnhack, Ben Blink, Steffi
Bryson, Deven Desai, Chris Elmendorf, Brett Frischmann, Eric Goldman, Angela Harris, Tim
Hwang, Giuseppe Labianca, Frank Pasquale, Russell Robinson, Brian Soucek, Madhavi Sunder,
Tim Wilkins, and Felix Wu for very helpful suggestions and to Jennifer Reed and Nida
Siddiqui for excellent research assistance, though the views expressed herein are mine alone. I
am grateful as well to a Google Research Award that supported related research.

1. Chartgeist, Google R&D Funding Breakdown, Wired, Nov. 2014, at 72 (note that a
small sliver of research funds is left over for doodles).

2. “When new employees see the God View, they end up watching it for hours—not
because they have to, but because they’re just amazed by it,” Uber’s CEO Travis Kalanick said.
Brian X. Chen, App-Powered Car Service Leaves Cabs in the Dust, App Stars, Wired (Apr. 5,
2011, 7:00 AM), https://www.wired.com/2011/04/app-stars-uber/ [https://perma.cc/9UVM-
RNXG]. Recently, Uber had to make restrictive changes to “God View” to settle an investiga-
tion into its privacy and security practices. See Kim Bellware, Uber Settles Investigation into
Creepy ‘God View’ Tracking Program, Huffington Post (Jan. 6, 2016, 8:15 PM), http://www
.huffingtonpost.com/entry/uber-settlement-god-view_us_568da2a6e4b0c8beacf5a46a [https://
perma.cc/5XJQ-4YGL].

3. Professor of Law, University of Maryland; Affiliate Fellow, Information Society Pro-
ject, Yale Law School; and Member, Council for Big Data, Ethics, and Society.
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bent on terminating humanity. Rather, he worries that decisionmaking on
everything, from credit to employment to investments to even dating, is
passing from humans to computers.4 And these computers are remote and
invisible, their algorithms protected from scrutiny by trade secret law, invisi-
bly and relentlessly manipulating us for the benefit of corporate profit or
worse (pp. 6–14). Pasquale shows that corporations often rebuff efforts to
examine the algorithms they employ, and the law abets corporations in this
task (Chapter Five).

Pasquale is part of a line of recent scholarship attacking the increasing
role of automated algorithms in our lives—indeed, legal scholars are increas-
ingly sounding the alarm on this unfettered algorithmic control. Jonathan
Zittrain worries that a company like Facebook could even decide an election
without anyone ever finding out.5 Ryan Calo warns that companies may be
manipulating us through advertising.6 Call this the problem of algorithmic
manipulation.7

I will argue that despite his careful and important account, Pasquale’s
“black box society” frame lends itself to a misdiagnosis of the discrimination
problem likely to lie in algorithmic decisionmaking. This misdiagnosis leads
to the wrong prescription—namely, an often-quixotic search for algorithmic
transparency.8 Furthermore, the transparency that Pasquale’s argument can
be read to support is the wrong sort: a transparency in the design of the
algorithm. (I should make clear that Pasquale himself is more nuanced, call-
ing for a discussion of the kinds of transparency we should demand; he asks:
“How much does the black box firm have to reveal? To whom must it reveal
it? And how fast . . . ?” (p. 142).) Even a transparent, facially neutral al-
gorithm can still produce discriminatory results.9 What we need instead is a
transparency of inputs and results, which allows us to see that the algorithm is

4. Danielle Citron has made a similar observation about the increasing role of com-
puters in decisionmaking by public sector entities. Danielle Keats Citron, Technological Due
Process, 85 Wash. U. L. Rev. 1249 (2008).

5. Jonathan Zittrain, Facebook Could Decide an Election Without Anyone Ever Finding
Out, New Republic (June 1, 2014), https://newrepublic.com/article/117878/information-fidu-
ciary-solution-facebook-digital-gerrymandering (on file with Michigan Law Review).

6. Ryan Calo, Digital Market Manipulation, 82 Geo. Wash. L. Rev. 995 (2014).

7. Intentional discrimination is not the only complaint cited against algorithmic deci-
sionmaking. Anne Cheung observes that Google’s autocomplete function can sometimes result
in distressing results. She argues that Google and others should be liable for defamatory
autocompletes that are algorithmically generated if they fail to take down the particular
autocomplete even after being notified of its allegedly defamatory nature. Anne S.Y. Cheung,
Defaming by Suggestion: Searching for Search Engine Liability in the Autocomplete Era, in Com-
parative Perspectives on the Fundamental Freedom of Expression 467 (András Koltay
ed., 2015).

8. Pasquale recognizes the possibility of algorithms too complex to understand—what
he calls the “sweet mystery of machine learning.” Frank Pasquale, Bittersweet Mysteries of Ma-
chine Learning (A Provocation), London Sch. Econ. & Pol. Sci.: Media Pol’y Project Blog
(Feb. 5, 2016), http://blogs.lse.ac.uk/mediapolicyproject/2016/02/05/bittersweet-mysteries-of-
machine-learning-a-provocation/ [https://perma.cc/XSS9-2D58].

9. See discussion infra Part II.
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generating discriminatory impact. If we know that the results of an al-
gorithm are systematically discriminatory, then we know enough to seek to
redesign the algorithm or to distrust its results. The distinction is similar to
the evidentiary difference between demonstrating disparate treatment and
demonstrating disparate impact.10 My central claim is this: if we believe that
the real-world facts, on which algorithms are trained and operate, are deeply
suffused with invidious discrimination, then our prescription to the prob-
lem of racist or sexist11 algorithms is algorithmic affirmative action. Thus, the
problem is not the black box, which is often more neutral than the human
decisionmaker it replaces, but the real world on which it operates. We must
design our algorithms for a world permeated with the legacy of discrimina-
tions past and the reality of discriminations present.

The importance of getting this right is clear. Facebook now owns a pat-
ent on a process by which a user can be denied a loan because of the
creditworthiness of his or her friends.12 IBM purports to offer an algorithm
that can distinguish refugee from terrorist, “the sheep from the wolves.”13

10. While casting some doubt on the continuing validity of disparate impact justifica-
tions for civil rights remedies in its 2009 decision in Ricci v. DeStefano, 557 U.S. 557 (2009),
the Supreme Court in its latest ruling on issues of race upheld a disparate-impact-based theory
of civil rights violations under the Fair Housing Act. There the Court distinguished disparate
treatment and disparate impact theories as follows: “In contrast to a disparate-treatment case,
where a ‘plaintiff must establish that the defendant had a discriminatory intent or motive,’ a
plaintiff bringing a disparate-impact claim challenges practices that have a ‘disproportionately
adverse effect on minorities’ and are otherwise unjustified by a legitimate rationale.” Tex.
Dep’t of Hous. & Cmty. Affairs v. Inclusive Cmtys. Project, Inc., 135 S. Ct. 2507, 2533 (2015)
(quoting Ricci, 557 U.S. at 577). The Court warned that remedying disparate impacts through
explicit “racial quotas” would raise “serious constitutional concerns.” Id. at 2523. On the con-
temporary use of disparate impact in classifications, see Samuel R. Bagenstos, Disparate Impact
and the Role of Classification and Motivation in Equal Protection Law After Inclusive Communi-
ties, 101 Cornell L. Rev. 1115 (2016).

11. For economy only, I will speak in terms of race- and gender-based discrimination,
though I intend my argument to be more broadly applicable across the array of prohibited
discrimination criteria. For an example of work examining age-based discrimination (in the
context of credit scoring), see Faisal Kamiran & Toon Calders, Classifying Without
Discriminating (2009), http://ieeexplore.ieee.org/ielx5/4850420/4909154/04909197.pdf?tp=&
arnumber=4909197&isnumber=4909154 [https://perma.cc/WZ3D-ZLVA].

12. Hazel Sheffield, Facebook’s New Patent Could Mean You Are Denied a Loan Because of
Your Friends, Independent (Sept. 2, 2015), http://www.independent.co.uk/news/business/
news/facebooks-new-patent-could-mean-you-are-denied-a-loan-because-of-your-friends-1048
2622.html [https://perma.cc/2R8K-EE5Q]; Mark Sullivan, Facebook Patents Technology to Help
Lenders Discriminate Against Borrowers Based on Social Connections, VentureBeat (Aug. 4,
2015, 12:15 PM), http://venturebeat.com/2015/08/04/facebook-patents-technology-to-help-
lenders-discriminate-against-borrowers-based-on-social-connections/ [https://perma.cc/C2L
K-VPLY].

13. Patrick Tucker, Refugee or Terrorist? IBM Thinks Its Software Has the Answer, Def.
One (Jan. 27, 2016), http://www.defenseone.com/technology/2016/01/refugee-or-terrorist-
ibm-thinks-its-software-has-answer/125484/ [https://perma.cc/S27J-KR6S]. We also see the
emergence of preemptive policing algorithms, which may have the effect of increasingly target-
ing minority neighborhoods, thus subjecting minorities to greater surveillance, and perhaps
greater risk of accidental or wrongful use of police force. See Kelly K. Koss, Note, Leveraging
Predictive Policing Algorithms to Restore Fourth Amendment Protections in High-Crime Areas in
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Retailers can increasingly target certain shoppers for discounts.14 Law en-
forcement officers are using “predictive policing” algorithms to identify “hot
people” who might have a greater propensity to commit crime.15 Judges are
employing algorithms in sentencing.16 As Pasquale describes, Google’s search
and Facebook’s presentation algorithms determine what information we see
(p. 82). The possibilities of discriminatory manipulation are legion.17 Pas-
quale worries that the rise of algorithmic decisionmaking will make racism
and other discrimination even more difficult to ferret out, hidden behind
subtle manipulations that are nearly impossible to discern for ordinary citi-
zens not privy to the internal computer code (p. 38). “It [c]reates [i]nvisible
[p]owers,” he warns (p. 193).

Pasquale’s warning comes at a time when the #BlackLivesMatter cam-
paign and other recent events have made the reality of racial- and gender-
based discrimination in our society painfully clear.18 In one famous experi-
ment, job applicants with white-sounding names, such as Emily, received 50
percent more callbacks than those with African American–sounding names,
such as Lakisha.19 A study of emails sent to mortgage loan originators asking
for loans found that African American–sounding names effectively reduced
an applicant’s credit score by 71 points (on a scale going up to 750).20 A
2012 federal government report found that both African Americans and
Asian Americans were shown 17.7 percent fewer homes than equally

a Post-Wardlow World, 90 Chi.-Kent L. Rev. 301, 321 (2015) (describing how high-crime
areas are disproportionately low-income, minority neighborhoods across the United States).

14. Joseph Turow & Lee McGuigan, Retailing and Social Discrimination: The New Nor-
mal?, in Data and Discrimination: Collected Essays 27, 29 (Seeta Peña Gangadharan ed.,
2014), https://www.ftc.gov/system/files/documents/public_comments/2014/10/00078-92938
.pdf [https://perma.cc/K7B7-P6X8].

15. John Eligon & Timothy Williams, Police Program Aims to Pinpoint Those Most Likely
to Commit Crimes, N.Y. Times (Sept. 24, 2015), http://www.nytimes.com/2015/09/25/us/po-
lice-program-aims-to-pinpoint-those-most-likely-to-commit-crimes.html (on file with Michi-
gan Law Review).

16. E.g., State v. Loomis, 881 N.W.2d 749, 754–55 (Wis. 2016) (evaluating the use of an
algorithm that purports to predict whether an criminal defendant will reoffend).

17. The possibility of manipulation is heightened because many do not even recognize
that their experiences with a particular process are determined by a human-coded algorithm.

18. See e.g., Mario L. Barnes et al., A Post-Race Equal Protection?, 98 Geo. L.J. 967,
982–92 (2010) (collecting statistics demonstrating persistence of racism).

19. Marianne Bertrand & Sendhil Mullainathan, Are Emily and Greg More Employable
than Lakisha and Jamal? A Field Experiment on Labor Market Discrimination, 94 Am. Econ.
Rev. 991, 997–99 (2004).

20. Andrew Hanson et al., Discrimination in Mortgage Lending: Evidence from a Corre-
spondence Experiment, 92 J. Urb. Econ. 48, 62 (2016) (“We find that [mortgage loan origina-
tors] . . . are less likely to respond to inquiries from clients with African American names than
they are to clients with white names. We also find that [originators] . . . are likely to write a
preferential e-mail to white clients.”); cf. John Leland, Baltimore Finds Subprime Crisis Snags
Women, N.Y. Times, Jan. 15, 2008, at A1, http:// www.nytimes.com/2008/01/15/us/15mortgage
.html (disproportionate amount of Baltimore’s subprime home loans have gone to women
regardless of their income or credit scores).
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qualified white Americans.21 A 2015 federal government study found yet
other invidious discrimination in housing: housing providers tell deaf or
hard-of-hearing homeseekers about fewer units than similar homeseekers
who are not deaf.22 Homeseekers who use wheelchairs are more likely to be
denied an appointment to view rental housing in buildings with accessible
units, and when given an appointment, are less likely to be shown suitable
housing units than homeseekers who are ambulatory.23 In a society where
discrimination affects opportunities in innumerable ways, we must worry
about the migration of discrimination to decisionmaking by algorithm.

This Review proceeds as follows. Part I reviews Pasquale’s argument that
our emerging black box society will increase discriminatory manipulations.
It argues that, contrary to Pasquale’s argument, instead of seeing algorithms
as likely to increase intentional discrimination, the law has turned to algo-
rithms to reduce the invidious discriminations that result from human deci-
sionmakers with unfettered discretion. Through the example of sentencing
guidelines, this Part demonstrates that law has preferred highly specified al-
gorithmic decisionmaking in order to reduce the discriminatory results of
open-ended human judgment. Part II argues that because of the real-world
discrimination upon which the algorithms learn and operate, discrimination
is still likely to emerge from automated algorithms that are designed in ra-
cially or gender-neutral fashion. Part III introduces the remedy of al-
gorithmic affirmative action to combat the problem of viral
discrimination—designing algorithms in race- and gender-conscious ways
to account for existing discrimination lurking in the data.

I. Algorithmic Manipulation

Pasquale deploys two striking Platonic metaphors to illustrate his con-
cerns. First, he sees the data industry as wearing a ring of invisibility: “Black
box insiders are protected as if they are wearing a Ring of Gyges—which
grants its wearers invisibility but, Plato warns us in The Republic, is also an
open invitation to bad behavior” (p. 190). Second, Pasquale posits the rest of
us ordinary people as prisoners in Plato’s allegory of the cave, forced to stare
at a stony wall “flickering shadows cast by a fire behind them” (p. 190).
Pasqaule concludes:

[We prisoners in the cave] cannot comprehend the actions, let alone the
agenda, of those who create the images that are all [we] know of reality.
Like those who are content to use black box technology without

21. Margaret Austin Turner et al., U.S. Dep’t of Hous. & Urban Dev., Housing
Discrimination Against Racial and Ethnic Minorities 2012, at xvii (2013), http://www
.huduser.gov/portal/Publications/pdf/HUD-514_HDS2012.pdf [https://perma.cc/NJU4-L4B6].

22. Diane K. Levy et al., U.S. Dep’t of Hous. & Urban Dev., Discrimination in the
Rental Housing Market Against People Who Are Deaf and People Who Use Wheel-
chairs: National Study Findings 37–42 (2015), https://www.huduser.gov/portal/sites/de-
fault/files/pdf/housing_discrimination_disability.pdf [https://perma.cc/4N6D-GYVK].

23. Id. at 42–52.
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understanding it, [we] can see mesmerizing results, but [we] have no way
to protect [ourselves] from manipulation or exploitation (p. 190).

Given the persistence of widespread racial and gender discrimination in
the twenty-first century, should we not expect algorithms often program-
med by racist and sexist programmers to manipulate us towards accepting
racist and sexist decisions? Are programmers likely to manipulate algorithms
to exacerbate existing discrimination in society? For a half-dozen reasons, I
believe the answer is no. (Pasquale, I should note, does not suggest either
rogue programmers or malign bosses, but the concern about algorithmic
manipulation might be interpreted that way.)

First, because much of societal discrimination is subconscious or un-
conscious, it is less likely to be encoded into automated algorithms than the
human decisionmakers that the algorithms replace.24 Much of recent re-
search into racial bias has moved toward exposing its existence without fo-
cusing on whether it is conscious or not. Implicit association testing has
revealed the prevalence of bias across the community.25 As Jerry Kang writes,
“[W]e may all be infected in ways we cannot admit, even to ourselves.”26

Research focused on implicit bias often posits that the bias is unconscious.27

The Supreme Court in 2015 recognized that “unconscious prejudices” can
motivate discrimination.28 Unconscious discrimination is far less likely to
manifest itself through the process of programming than through the
process of decisionmaking. Programming requires a step-by-step writing

24. Susan T. Fiske & Ann Marie Russell, Cognitive Processes, in The SAGE Handbook of
Prejudice, Stereotyping and Discrimination 115, 124 (John F. Dovidio et al. eds., 2010)
(“Subtle, unexamined stereotyping is more automatic, ambiguous, and ambivalent than com-
mon sense would assume.”).

25. See Audrey J. Lee, Unconscious Bias Theory in Employment Discrimination Litigation,
40 Harv. C.R.-C.L. L. Rev. 481, 482 (2005) (“A burgeoning body of social science literature
has empirically demonstrated the existence and prevalence of unconscious bias in today’s soci-
ety.”). See generally Anthony G. Greenwald & Linda Hamilton Krieger, Implicit Bias: Scientific
Foundations, 94 Calif. L. Rev. 945 (2006); Justin D. Levinson, Forgotten Racial Equality: Im-
plicit Bias, Decisionmaking, and Misremembering, 57 Duke L.J. 345, 352 (2007) (“[I]mplicit
biases are real, pervasive, and difficult to change.”).

26. Jerry Kang, Trojan Horses of Race, 118 Harv. L. Rev. 1489, 1496 (2005). Kang cites a
landmark article by Charles Lawrence, who wrote that “the illness of racism infects almost
everyone.” Charles R. Lawrence III, The Id, the Ego, and Equal Protection: Reckoning with Un-
conscious Racism, 39 Stan. L. Rev. 317, 321 (1987).

27. Consider the description offered recently by Song Richardson and Phillip Goff: “We
use the term implicit racial biases to refer both to unconscious stereotypes (beliefs about social
groups) and attitudes (feelings, either positive or negative, about social groups). Implicit ste-
reotypes and attitudes result from the practice we get associating groups (e.g., blacks) with
traits (e.g., criminality).” L. Song Richardson & Phillip Atiba Goff, Implicit Racial Bias in
Public Defender Triage, 122 Yale L.J. 2626, 2630 (2013). Richardson and Goff suggest that
implicit bias stems from prevalent media and other cultural portrayals: “This practice stems
from repeated exposures to cultural stereotypes that are ubiquitous within a given society.” Id.

28. Tex. Dep’t of Hous. & Cmty. Affairs v. Inclusive Cmtys. Project, Inc., 135 S. Ct. 2507,
2511–12 (2015) (“Recognition of disparate-impact liability under the FHA plays an important
role in uncovering discriminatory intent: it permits plaintiffs to counteract unconscious
prejudices and disguised animus that escape easy classification as disparate treatment.”).
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process that depends on a conscious understanding of what is sought.29 Not
only must the programmer instruct the computer with great precision, but
modern programming practices also require the programmer to document
(or annotate) what the program is doing.30 Because of a programming pro-
cess that requires both writing down explicit instructions and documenting
what particular code does, unconscious or subconscious discrimination is
less likely to manifest itself in computer programming than in human
decisionmaking.

Return to Bertrand and Mullainathan’s famous resume experiment.31

Would a computer share the same biases in deciding whom to call back,
preferring Emily and Greg over equally qualified Lakisha and Jamal? That
depends, of course, on whether the computer could divine the race of the
applicants from their name. It seems hard to imagine that programmers
would teach an algorithm to distinguish race from the name of an applicant.
Given laws barring racial discrimination in employment, such programming
would smack of intentional racial discrimination and would prove devastat-
ing in a trial for any discrimination claim.32 A computer program would
thus not likely guess the race of the applicant from the names Emily, Greg,
Lakisha, and Jamal—a guess that many humans would make, perhaps sub-
consciously. Callbacks by computer algorithm seem less likely to discrimi-
nate than human resources personnel, with their hidden and often
unconscious biases.

Second, even for programmers or companies who intend to discrimi-
nate, the process of coding itself is likely to cause programmers to shy away
from actually encoding the discrimination. Even absent compelled disclo-
sure through litigation, there is the danger that a hard-coded discrimination
will be revealed later by hackers or by insiders disgusted by the discrimina-
tion. Moreover, because code writing is likely to involve teams of program-
mers sharing code, with different persons reviewing and debugging code,
consciously coding discrimination will likely require obtaining the coopera-
tion of multiple persons, which is likely to be a fraught task. None of this
denies the existence of racist and sexist programmers. Recently, Mark
Zuckerberg repudiated some Facebook employees who replaced declarations
of “Black Lives Matter” on company walls with “All Lives Matter.”33

29. Computer Programming, U.R.I. Dep’t Computer Sci. & Stat., http://homepage.cs
.uri.edu/book/programming/programming.htm [https://perma.cc/K8Y2-GND9].

30. Id. (breaking down programming into five steps: defining the problem, planning the
solution, coding the program, testing the program, and documenting the program).

31. Bertrand & Mullainathan, supra note 19 and accompanying text.

32. 42 U.S.C. § 2000e–2(a) (2012) (“It shall be an unlawful employment practice for an
employer . . . to fail or refuse to hire or to discharge any individual, or otherwise to discrimi-
nate against any individual with respect to his compensation, terms, conditions, or privileges
of employment, because of such individual’s race, color, religion, sex, or national
origin . . . .”).

33. Michael Nunez, Mark Zuckerberg Asks Racist Facebook Employees to Stop Crossing Out
Black Lives Matter Slogans, Gizmodo.com (Feb. 25, 2016, 12:42 PM), http://gizmodo.com/
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Third, even if corporations engage in other kinds of wrongdoing, that
does not mean that they are likely to intentionally manipulate algorithms to
invidiously discriminate. Christian Sandvig and his coauthors argue that his-
tory indicates that we should be distrustful of some of the major operators
of algorithms:

Almost every major operator of an Internet platform, including Google,
Twitter, Facebook, Microsoft, and Apple, has already been investigated by
the U.S. government for violations that include anti-competitive behavior,
deceptive business practices, failing to protect the personal information of
consumers, failing to honor promises made to consumers about their own
data, and charging customers for purchases that they did not authorize.34

The history that Sandvig and his coauthors cite, however, does not reveal
intentional racial or gender discrimination. Certainly, many have rightly
pointed to concerns about the demographics of high-tech workplaces, where
certain minorities and women are not represented as well as they are in the
general population.35

Fourth, the process must be compared with non-algorithmic decision-
making—that is, decisionmaking by human beings. The ultimate black box
is the human mind. Even where decisions are made by committee, the delib-
erations are typically not recorded except in highly selective minutes, and
the members of the committee often pledge to hold discussions secret.
Prejudices acted upon in this black box never have to be written down. Con-
sider Zittrain’s concern about Facebook’s manipulation of its newsfeed to
favor one candidate or another in an election.36 The decision as to what
constitutes news has previously been the realm of editorial desks in televi-
sion stations, magazines, and newspapers—hardly a guarantee of political
neutrality. How many elections have actually been swayed by human edito-
rial decisions as to what to reveal or highlight? Even one of the most trusted
newspapers in the country, the New York Times, withheld “a blockbuster
story . . . about a secret Bush administration program to eavesdrop on
Americans without warrants” until after the November 2004 presidential
election.37

Fifth, if human beings act on stereotypes formed through a process of
statistical discrimination, automated algorithms acting on a richer informa-
tion environment may not be subject to similar individually erroneous sta-
tistical discrimination. Lior Strahilevitz has argued that much of the

mark-zuckerberg-asks-racist-facebook-employees-to-stop-1761272768 [https://perma.cc/JT2
U-FQTS].

34. Christian Sandvig et al., An Algorithm Audit, in Data and Discrimination: Col-
lected Essays, supra note 14, at 6, 7–8.

35. Patricia Leigh Brown, Silicon Valley, Seeking Diversity, Focuses on Blacks, N.Y. Times
(Sept. 3, 2015), http://www.nytimes.com/2015/09/04/technology/silicon-valley-seeking-diver-
sity-focuses-on-blacks.html (on file with Michigan Law Review).

36. Zittrain, supra note 5.

37. See Margaret Sullivan, Lessons in a Surveillance Drama Redux, N.Y. Times, Nov. 9,
2013, at 12.
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discrimination that prevails in contemporary society is a result of statistical
discrimination, where, for example, “in the absence of accurate information
about individuals’ criminal histories, employers who are interested in weed-
ing out those with criminal records will rely instead on racial and gender
proxies.”38 A more comprehensive portrait of an individual might allow al-
gorithms to avoid falling prey to racial or gender stereotypes (though, as I
discuss in Part II below, this is hardly inevitable).

Finally, worries about the black box of human decisionmaking have led
to algorithmic turns in the past. When Facebook was accused of favoring
liberal political views in the news stories it identified as “trending,” it sought
to clearly demonstrate its commitment to fairness by firing its news editors
and replacing them fully with an automated algorithm.39

Consider the history of the federal sentencing guidelines, to which we
now turn. In 1976, Senator Edward Kennedy declared the sentencing dispar-
ities resulting from the indeterminate sentencing of federal crimes by judges
“a national scandal.”40 In the volume of Judicature published the year before,
state judge Joseph C. Howard observed that “[f]indings in other fields con-
verge on the fact that cultural distance tends to determine attitude and toler-
ance, and the greater the distance in this respect, the greater the tendency for
imagination and bias to influence judgment and decisions.”41 Criminal jus-
tice scholar Albert Alschuler echoed the worry: “Whenever discretion is
granted, it will be abused. In some instances, individual differences in culpa-
bility will be less important than differences in race, class, lifestyle and other
irrelevancies.”42 As Kate Stith and Steven Koh describe in their history of this
period, “[D]iscrepancy in sentences was said to be fundamentally at odds
with ideals of equality and the rule of law. In particular, permitting judges
and parole officials to exercise unguided discretion resulted in ‘unwarranted

38. See Lior Jacob Strahilevitz, Privacy Versus Antidiscrimination, 75 U. Chi. L. Rev. 363,
364 (2008).

39. Annalee Newitz, Facebook Fires Human Editors, Algorithm Immediately Posts Fake
News, Ars Technica (Aug. 29, 2016, 2:20 PM), http://arstechnica.com/business/2016/08/
facebook-fires-human-editors-algorithm-immediately-posts-fake-news/ [https://perma.cc/
8BT6-LW9C]; Search FYI: An Update to Trending, Facebook Newsroom (Aug. 26, 2016) http:/
/newsroom.fb.com/news/2016/08/search-fyi-an-update-to-trending/ [https://perma.cc/Y693-
RJAF] (Facebook explains changes where human editors will “make fewer individual decisions
about topics”); see also Mike Isaac, Facebook, Facing Bias Claims, Shows How Editors and Algo-
rithms Guide News, N.Y. Times (May 12, 2016), http://www.nytimes.com/2016/05/13/technol-
ogy/facebook-guidelines-trending-topics.html (on file with Michigan Law Review) (providing
background on the criticism Facebook was receiving); Facebook, Trending Review Guide-
lines (2016), https://fbnewsroomus.files.wordpress.com/2016/05/full-trending-review-guide-
lines.pdf [https://perma.cc/MP29-GB5U] (Facebook’s public news team guidelines, released
after the public criticism of bias).

40. Edward M. Kennedy, Criminal Sentencing: A Game of Chance, 60 Judicature 208,
210 (1976).

41. Joseph C. Howard, Racial Discrimination in Sentencing, 59 Judicature 121, 122
(1975).

42. Albert W. Alschuler, Sentencing Reform and Prosecutorial Power: A Critique of Recent
Proposals for “Fixed” and “Presumptive” Sentencing, 126 U. Pa. L. Rev. 550, 563 (1978).
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disparity’ (including alleged bias against minorities) in criminal sentences.”43

Motivated in part by concerns over sentencing disparities resulting from the
largely unfettered sentencing discretion granted to federal judges, Congress,
in 1984, created the United States Sentencing Commission, charging it to
promulgate sentencing policies that would help “avoid unwarranted sen-
tencing disparities among defendants with similar records who have been
found guilty of similar criminal conduct.”44 The Sentencing Guidelines
made the process of determining a sentence more algorithmic, based on the
nature of the offense and various other features of the crime and the crimi-
nal. Presaging the concern about viral discrimination hidden in data, Con-
gress had heard concerns that the sentencing algorithm itself might
unintentionally utilize race through other factors that might serve as hidden
proxies for race.45 Today, the Federal Sentencing Guidelines Manual spans
some 600 pages, complete with extensive tables and indices.46

Despite these efforts, sentencing based on ranges determined by al-
gorithm did not end discrimination and might have made the lives of Afri-
can American convicted criminals (like white American convicted criminals)
worse through lengthier mandatory minimums. Experience with the Sen-
tencing Guidelines does not suggest an unequivocal story of human invidi-
ous discriminations restrained by highly specified algorithms. Stith and Koh
worry that by reducing human discretion, the Sentencing Guidelines made
minorities worse off because their individual circumstances could not be
properly considered.47 Indeed, the Guidelines themselves had rules that
treated crack cocaine—more popular with African American drug addicts—
more harshly than powder cocaine—more popular with white American

43. Kate Stith & Steve Y. Koh, The Politics of Sentencing Reform: The Legislative History of
the Federal Sentencing Guidelines, 28 Wake Forest L. Rev. 223, 227 (1993).

44. Sentencing Reform Act of 1984, Pub. L. No. 98-473, tit. II, ch. 2, 98 Stat. 1987 (codi-
fied as amended in scattered sections of 18 and 28 U.S.C.).

45. Before a Congressional Subcommittee on Criminal Laws and Procedures, attorney
Pierce O’Donnell testified along with law professors Michael Churgin and Dennis Curtis:

Under § 994(d), the Sentencing Commission is required to consider certain factors in
classifying categories of offenders for purposes of its sentencing guidelines. Some of these
factors include the offender’s education, family and community ties, vocational skills and
previous employment records. The Subcommittee, we are sure, is aware of the care which
must be used in employing such considerations. Not only are there serious doubts about
the utility of some of these factors in making assessments of risk of recidivism. There is
also the potential for inadvertent discrimination on the basis of race and income.

Reform of the Federal Criminal Laws: Hearing on S. 1473 Before the Subcomm. On Criminal
Laws & Procedures of the S. Comm. on the Judiciary, 95th Cong. 8913 (1977). Harvard Law
Professor Alan Dershowitz agreed, declaring that he “would hope that [the members ap-
pointed to the Sentencing Commission] would reflect the wide and rich diversity ethnically
and in terms of gender and race that we have in this country.” Id. at 9051.

46. See U.S. Sentencing Guidelines Manual (U.S. Sentencing Comm’n 2015).

47. Stith & Koh, supra note 43, at 287.
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drug addicts.48 Nearly two decades after their adoption, Federal District
Judge Myron Thompson complained, “If the 600-plus pages of the most
recent set of sentencing guidelines have taught us anything, it is that punish-
ment cannot be reduced to an algorithm.”49

In a recent case, an individual facing a six-year prison term challenged
the sentencing judge’s use of an algorithmic tool called “COMPAS,” arguing
that the algorithm was based on group data, that the algorithm took gender
into account, and that the algorithm’s proprietary nature prevented him
from challenging its validity.50 The Wisconsin Supreme Court upheld the
use of the algorithm, within narrow parameters, arguing that “consideration
of a COMPAS risk assessment at sentencing along with other supporting
factors is helpful in providing the sentencing court with as much informa-
tion as possible in order to arrive at an individualized sentence.”51 With re-
spect to gender, the court concluded that “COMPAS’s use of gender
promotes accuracy that ultimately inures to the benefit of the justice system
including defendants.”52 Meanwhile, a ProPublica investigation challenged
COMPAS as “likely to falsely flag black defendants as future criminals,
wrongly labeling them this way at almost twice the rate as white
defendants.”53

In the context of decisions made by governments that are subject to
constitutional obligations of due process, there is reason to allow individuals
to review any algorithms that are crucial parts of that decisionmaking.54 In
such circumstances, the government’s interest in protecting trade secrets
seems an inadequate reason to refuse to inform citizens of why the govern-
ment took decisions that seriously impact their lives. Perhaps concerns

48. David A. Sklansky, Essay, Cocaine, Race, and Equal Protection, 47 Stan. L. Rev. 1283,
1287–89 (1995) (“The 100:1 ratio between the sentencing thresholds for powder cocaine and
crack is mirrored in the Sentencing Guidelines promulgated in 1987.”).

49. Myron H. Thompson, Sentencing and Sensibility, N.Y. Times, (Jan. 21, 2005), http://
www.nytimes.com/2005/01/21/opinion/sentencing-and-sensibility.html [https://perma.cc/
BSZ6-YAP6].

50. State v. Loomis, 881 N.W.2d 749, 754–57 (Wis. 2016).

51. Id. at 765.

52. Id. at 767.

53. See Julia Angwin et al., Machine Bias, ProPublica (May 23, 2016), https://www
.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing [https://perma
.cc/5HBK-MUJR]. The company behind COMPAS has contested this claim. Northpointe’s Re-
sponse to ProPublica: Demonstrating Accuracy Equity and Predictive Party, Northpointe, http:/
/www.northpointeinc.com/northpointe-analysis [https://perma.cc/L2PP-VJ5D]. ProPublica’s
reporters stand by their original claim. Julia Angwin & Jeff Larson, ProPublica Responds to
Company’s Critique of Machine Bias Story, ProPublica (July 29, 2016, 11:56 AM), https://
www.propublica.org/article/propublica-responds-to-companys-critique-of-machine-bias-story
[https://perma.cc/6S29-98F4].

54. The European Union’s General Data Protection Regulation, set to take effect in 2018,
offers a broader promise of transparency: “The data subject shall have the right not to be
subject to a decision based solely on automated processing, including profiling, which pro-
duces legal effects concerning him or her or similarly significantly affects him or her.” Com-
mission Regulation 2016/679, art 22, para. 1, 2016 O.J. (L 119) 1, 46 (EU).
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about manipulation if the algorithm is disclosed might justify keeping a par-
ticular algorithm secret—for example, an algorithm that singles out whom
to scrutinize more carefully in an airport screening process.55

Pasquale recognizes that institutions have, at times, turned to algorithms
to replace biased human decisionmakers. He argues that this algorithmic
turn has, however, proven inadequate, offering the example of finance: “Al-
gorithmic methods of reducing judgment to a series of steps were supposed
to rationalize finance, replacing self-serving or biased intermediaries with
sound decision frameworks. And they did reduce some inefficiencies. But
they also ended up firmly building in some dubious old patterns of credit
castes and corporate unaccountability” (p. 15). Pasquale’s worry seems well-
placed with respect to the adoption of sentencing guidelines—the formula-
tion of the new algorithm itself may have solved some problems of subcon-
scious bias among judges, but created others, with a possible overall adverse
impact on minorities.

Pasquale raises another critical concern with the algorithmic turn: when
algorithms replace human decisionmaking, algorithms give the decision-
making “a patina of inevitability” (p. 15), and indeed a patina of fairness.
Algorithms can make decisionmaking seem fair precisely because computers
are logical entities which should not be infected by all-too-human bias. But
that would be an unwarranted assumption, as we now discuss.

II. Viral Discrimination

Can a search engine peer into our souls? Consider one account: “Within
the confines of a search bar you can ask questions or express opinions you
would never admit to in public. Our most popular searches are, to some
degree, an uncensored chronicle of what, as a society, we’re thinking but not
necessarily saying.”56 Google’s autocomplete function uses prior searches of
others to help predict what you are searching for,57 and in this unexpected
way, becomes a window into the questions that large numbers of people are
asking “when they think no-one is looking.”58 The United Nations cleverly
utilized Google’s autocomplete function to reflect back to us our own sexist

55. E.g., Ethan Zuckerman, TSA Pre-Check, Fairness and Opaque Algorithms, . . . My
Heart’s in Accra (Sept. 5, 2012), http://www.ethanzuckerman.com/blog/2012/09/05/tsa-pre-
check-fairness-and-opaque-algorithms/ [https://perma.cc/P6MM-FRF9] (“[I]f we discover
that flying 20 times in a year is a key factor for clearance into the program, it’s easy to imagine
an adversary flying 20 times with clean hand baggage and a bomb smuggled on the 21st
flight.”).

56. Arwa Mahdawi, Google’s Autocomplete Spells Out Our Darkest Thoughts, Guardian
(Oct. 22, 2013, 5:39 PM), http://www.theguardian.com/commentisfree/2013/oct/22/google-
autocomplete-un-women-ad-discrimination-algorithm [https://perma.cc/H6VT-2SXP].

57. Id.

58. New UN Campaigns Use Google Search Results to Reveal Prevalence of Sexism and
Homophobia, United Nations Hum. Rts. Off. High Commissioner (Oct. 31, 2013), http://
www.ohchr.org/EN/NewsEvents/Pages/NewUNcampaignsuseGooglesearch.aspx#sthash.Gk1la3
Y0.dpuf [https://perma.cc/H6UM-UHVK] (“UN Women recently launched a clever ad cam-
paign designed to highlight the prevalence of sexist attitudes.”).
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attitudes towards women via an advertising campaign, an example of which
appears below in Figure 1.

Figure 1. UN Women Ad Campaign Using Google’s
Autocomplete Function59

59. UN Women Ad Series Reveals Widespread Sexism, UN Women (Oct. 21, 2013), http://
www.unwomen.org/en/news/stories/2013/10/women-should-ads [https://perma.cc/L9ZU-RX2
G].
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The United Nations’ advertisements demonstrate how a neutral al-
gorithm can produce sexist results simply because it responds to inputs from
sexist people. More generally, ostensibly neutral algorithms can produce re-
sults that reflect the prejudices of society. Thus, even if algorithms are less
likely than the human decisionmakers they replace to be afflicted by
prejudice, algorithms can still further entrench discrimination through other
means. Even facially neutral algorithms will produce discriminatory results
because they train and operate on the real world of pervasive discrimination.

Figure 2. Routes of Infection in Algorithmic Decisionmaking

Pasquale’s manipulative algorithm critique contrasts with another
emerging critique—that algorithms simply compound the errors of the past
(call this the problem of viral discrimination). Algorithms trained or oper-
ated on a real-world data set that necessarily reflects existing discrimination
may well replicate that discrimination.

Figure 2 shows the routes of infection in an algorithm’s decisionmak-
ing—from training data and operating data to the algorithm itself. As Faisal
Kamiran and Toon Calders write, “Classification models are trained on the
historical data for the prediction of the class labels of unknown data sam-
ples. Often, however, the historical data is biased towards certain groups or
classes of objects.”60 Solon Barocas and Andrew Seibst demonstrate a variety
of mechanisms through which algorithmic decisionmaking in employment
can lead to disparate impact against protected classes.61 For example, algo-
rithms might utilize ostensibly neutral data, but that data may turn out to be
subject to what Cynthia Dwork and her colleagues have called “redundant
encodings,” where membership in a particular class is encoded in other data

60. Kamiran & Calders, supra note 11, at 1.

61. See Solon Barocas & Andrew D. Selbst, Big Data’s Disparate Impact, 104 Calif. L.
Rev. 671 (2016).
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that can seem, on its face, neutral.62 With redundant encodings, race or gen-
der can even be inferred from datasets that do not explicitly collect informa-
tion on race and gender. Latanya Sweeney has demonstrated that automated
algorithms can generate racially problematic outcomes even if that was not
the intent of the algorithms’ programmers.63 Sweeney has established that
algorithmic online advertisements can unintentionally propagate discrimi-
nation, with African American–sounding names more likely to generate ad-
vertisements that relate to arrest records than names typically associated
with white Americans.64 Such discrimination arises not from the racist in-
tentions of the advertising algorithms’ programmers, but from the algo-
rithms’ natural operation in the real world.65

Pasquale is sensitive to the problem of bad data, rather than intention-
ally bad algorithms. He writes:

After Sweeney released her findings, several explanations for her results
were proposed. Perhaps someone had deliberately programmed “arrest” re-
sults to appear with names associated with blacks? That would be inten-
tional discrimination, and Instant Checkmate and Google both vehemently
denied it. On the other hand, let us suppose that (for whatever reasons)
web searchers tended to click on Instant Checkmate ads more often when
names associated with blacks had “arrest” associations, rather than more
neutral ones. In that case, the programmer behind the ad-matching engine
could say that all it is doing is optimizing for clicks—it is agnostic about
people’s reasons for clicking. It presents itself as a cultural voting machine,
merely registering, rather than creating, perceptions (p. 39).

He notes that “without access to the underlying coding and data,” it is diffi-
cult to evaluate why the ads exhibited racial bias (p. 39).

Economists have theorized how discrimination might arise even from
decisionmakers not themselves motivated by invidious prejudices. A half-
century ago, economists began to ask how racism or sexism can persist in a
world of profit-maximizing employers. If employers are profit maximizers,
“non-discriminatory employers, . . . would drive out the others,” who would
be paying unsustainable premiums to continue their discriminatory hiring
practices.66 Edmund Phelps and Kenneth Arrow offered one explanation:

62. Cynthia Dwork et al., Fairness Through Awareness, in Innovations in Theoretical
Computer Science 2012, at 214 (2012), http://dl.acm.org/citation.cfm?id=2090236&preflay
out=flat [https://perma.cc/S6EB-HG3U].

63. Latanya Sweeney, Discrimination in Online Ad Delivery, Comm. ACM, May 2013, at
44, http://cacm.acm.org/magazines/2013/5/163753-discrimination-in-online-ad-delivery/
[https://perma.cc/N6NZ-H7R3].

64. Id. at 50–52.

65. Id. at 52.

66. Kenneth Arrow describes this in economic terms: “If the members of the two races,
after adjusting for observable differences in human capital and the like, received different
wages or were charged different prices in commodity or credit markets, an arbitrage possibility
would be created which would be wiped out by competition.” Kenneth J. Arrow, What Has
Economics to Say About Racial Discrimination?, J. Econ. Persp., Spring 1998, at 91, 94–95.
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statistical discrimination.67 Because race or gender might be statistically as-
sociated with an unobservable trait—such as worker productivity or pro-
pensity to remain in the labor market—profit-maximizing employers might
discriminate on the basis of race or gender, using the observable characteris-
tics as proxies for the unobservable traits.68 In Arrow’s model, this discrimi-
nation becomes a self-fulfilling prophecy, as individuals in discriminated-
against groups decide not to invest in their education because they will not
be properly rewarded in the market.69 Phelps and Arrow speak of observable
traits and unobservable skills,70 but their statistical discrimination model
might well be adapted to observable traits and impermissible traits. It is often
possible to make educated predictions about unknown and often-impermis-
sible traits from the known traits available in the data.

Proxies for prohibited categories might be found in relatively innocuous
activities such as web-browsing behavior. It is possible to predict race and
other attributes with reasonable accuracy based on what pages an individual
“likes” on Facebook.71 According to one study using Facebook “likes,”

African Americans and Caucasian Americans were correctly classified in
95% of cases, and males and females were correctly classified in 93% of
cases, . . . . Christians and Muslims were correctly classified in 82% of
cases, and similar results were achieved for Democrats and Republicans
(85%). Sexual orientation was easier to distinguish among males (88%)
than females (75%).72

The worry is that algorithms will utilize proxies for impermissible informa-
tion, reconstructing with reasonable accuracy that barred information
through analysis of available information.

Imagine a college admissions office turns over to an algorithm, whose
mandate is to select students who will perform well in the job market. If the
job market itself favors whites,73 the algorithm may use available proxies for
whiteness—such as the applicant’s home zip code or the high school one
attended—relying on the de facto segregation of housing and secondary ed-
ucation that has survived Brown v. Board of Education.74 Viral discrimination

67. Kenneth J. Arrow, The Theory of Discrimination, in Discrimination and Labor
Markets 3 (Orley Ashenfelter & Albert Rees eds., 1973); Edmund S. Phelps, The Statistical
Theory of Racism and Sexism, 62 Am. Econ. Rev. 659 (1972). Before Phelps and Arrow, others
had postulated taste-based discrimination, where an employer had a preference for discrimina-
tion, which economists had suggested could not be maintained in a perfectly competitive envi-
ronment. See Gary Becker, The Economics of Discrimination 84–85 (2d ed. 1971).

68. See Arrow, supra note 66, at 3–4.

69. Id. at 26–27.

70. See generally Arrow, supra note 66; Phelps, supra note 67.

71. Michal Kosinski et al., Private Traits and Attributes Are Predictable from Digital
Records of Human Behavior, 110 Proc. Nat’l Acad. of Sci. 5802, 5802 (2013).

72. Id. at 5803.

73. Barnes et al., supra note 18, at 988–89.

74. See, e.g., John Iceland et al., U.S. Census Bureau, Racial and Ethnic Residen-
tial Segregation in the United States: 1980–2000 (2002), https://www.census.gov/prod/
2002pubs/censr-3.pdf [https://perma.cc/X5RK-TQ7H].
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could hold a pernicious quality absent in discrimination by human deci-
sionmakers—the ability to defend the algorithm as a supposedly objective
decisionmaker.

Thus, alongside this problem of intentional invidious discrimination,
automated algorithms offer a perhaps more ubiquitous risk: replicating real-
world inequalities. Discrimination can thus be propagated virally through
real-world data. How should we address this problem? We now turn to this
question.

III. Algorithmic Affirmative Action

The opposite of a black box society where “secret algorithms process[ ]
inaccessible data”75 is an “intelligible society.”76 Accordingly, Pasquale’s prin-
cipal solution to the problem of black box discrimination is transparency.77

Pasquale uses “black box” in the following sense: “[A] system whose work-
ings are mysterious; we can observe its inputs and outputs, but we cannot
tell how one becomes the other” (p. 3). Pasquale’s metaphor of the “black
box” suggests that the solution to algorithmic ills is to open algorithms up
for examination. If the problem of algorithmic discrimination is likely to lie
in manipulations, then indeed peering inside the black box seems the
answer.

But if the problem is likely to lie in the ways that algorithms might
replicate real-world discrimination through their statistical methodologies,
then I suggest that the solution lies elsewhere. Instead of transparency in the
design of the algorithm, what we need is a transparency of inputs and outputs.
Pasquale himself recognizes that algorithmic ills often lie in the data, rather
than the algorithm itself, but the “black box metaphor” is easy to misread (p.
18). By focusing on inputs and outputs, we can more readily identify dispa-
rate impact. Bertrand and Mullainathan’s experiment78 serves as an exem-
plar of this approach. A key question from the algorithmic affirmative action
approach would be: Are African Americans or women (or another relevant
group) receiving statistically worse results, given their relevant characteris-
tics? The focus on outcomes rather than how an algorithm operates seems
especially useful as algorithms become increasingly complicated, even able
to modify themselves.79

75. See p. 14.

76. See p. 202.

77. Pasquale does not seek in this book to specify exactly what must be disclosed, by
whom, to whom, or when. On all these details, he hints at flexibility, writing on the last page
as his call to action: “[I]t is time for us as citizens to demand that important decisions about
our financial and communication infrastructures be made intelligible, soon, to independent
reviewers—and that, over the years and the decades to come, they be made part of a pubic
record available to us all.” P. 218.

78. See supra note 19 and accompanying text.

79. Nir Ailon et al., Self-Improving Algorithms, 40 Soc’y for Indus. & Applied Mathe-
matics J. on Computing 350 (2011).
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Transparency of the algorithms themselves can prove a limited solution.
First, transparency invites manipulations by those who game those algo-
rithms.80 Google responds to those calling for algorithmic transparency by
noting that while its page-ranking algorithm is described in general detail in
public filings, “[i]f people who are trying to game search rankings knew
every single detail about how we rank sites, it would be easier for them to
‘spam’ our results with pages that are not relevant and are frustrating to
users—including porn and malware sites.”81 Moreover, Cynthia Dwork and
Deirdre Mulligan argue that “[e]xposing the datasets and algorithms of big
data analysis to scrutiny—transparency solutions—may improve individual
comprehension, but given the independent (sometimes intended) complex-
ity of algorithms, it is unreasonable to expect transparency alone to root out
bias.”82 Second, requiring the publication of the algorithm itself may com-
promise trade secrets.83 Third, individuals may know what the algorithm
does yet lack choice in whether to participate in it.84 Fourth, the algorithm
may be too complicated for many others to understand, or even if it is un-
derstandable, too demanding, timewise, to comprehend fully.85 Fifth, be-
cause the discrimination may arise through the training or operational data
rather than the algorithm itself, revealing the facially neutral algorithm may
help defend that algorithm from accusations of discrimination.86 Finally, in
the era of self-enhancing algorithms, the algorithm’s human designers may
not fully understand their own creation: even Google engineers may no
longer understand what some of their algorithms do.87

This is why affirmative action is the right model for fashioning a remedy
for algorithmic discrimination.88 Here, I mean “affirmative action” in its

80. Joshua A. Kroll et al., Accountable Algorithms, 165 U. Pa. L. Rev. 633, 639 (2017)
(“The process for deciding which tax returns to audit, or whom to pull aside for secondary
security screening at the airport, may need to be partly opaque to prevent tax cheats or ter-
rorists from gaming the system.” (manuscript at 6)).

81. Matt Cutts, Google, Transparency, and Our Not-So-Secret Formula, Google Europe
Blog (Mar. 2, 2010), http://googlepolicyeurope.blogspot.com/2010/03/google-transparency-
and-our-not-so.html [http://perma.cc/LBV8-QXHE].

82. Cynthia Dwork & Deirdre K. Mulligan, Response, It’s Not Privacy, and It’s Not Fair,
66 Stan. L. Rev. Online 35, 37 (2013), https://review.law.stanford.edu/wp-content/uploads/
sites/3/2016/08/DworkMullliganSLR.pdf [https://perma.cc/5KF6-24SL].

83. Kroll et al., supra note 80, at 658.

84. See Dwork & Mulligan, supra note 82, at 37–38.

85. See Pasquale, supra note 8.

86. See discussion supra Part II.

87. Barry Schwartz, Google’s Paul Haahr: We Don’t Fully Understand RankBrain, Search
Engine Roundtable (Mar. 8, 2016, 7:55 AM), https://www.seroundtable.com/google-dont-
understand-rankbrain-21744.html [https://perma.cc/H7JK-NM5Q] (“RankBrain is Google’s
query interpretation that uses artificial intelligence.”).

88. Cynthia Dwork and her colleagues suggest “fair affirmative action” as a goal of al-
gorithmic decisionmaking, defining the phrase as obtaining “statistical parity (i.e., the
demographics of the set of individuals receiving any classification are the same as the
demographics of the underlying population), while treating similar individuals as similarly as
possible.” Dwork et al., supra note 62, at 214.



April 2017] The Racist Algorithm? 1041

broadest sense, as a set of proactive practices that recognize deficiencies in
the equality of opportunity and act in a multiplicity of ways to seek to cor-
rect for those deficiencies. The Affirmative Action Review conducted during
the Clinton Administration defined affirmative action as “any effort taken to
expand opportunity for women or racial, ethnic and national origin minori-
ties by using membership in those groups that have been subject to discrimi-
nation as a consideration.”89 Affirmative action does not focus on
identifying the how of discrimination, but on working to correct it, regard-
less of its source. For example, it does not ask if the hiring officer has biases
unknown even to himself or herself, or whether structural reasons limit the
number of applicants from a particular group. The EEOC’s guidelines for
affirmative action issued in 1979 cited Congress’s finding of the “ ’complex
and pervasive nature’ of systemic discrimination against women and minor-
ities” without worrying about identifying the sources of the discrimination
precisely.90 The goal is not to point fingers to the source of the problem,
complex as it is likely to be, but to seek to rectify the problem.

The counterintuitive result of affirmative action is that the deci-
sionmaker must take race and gender into account in order to ensure the
fairness of the result. This is what struck Chief Justice John Roberts as im-
plausible: “The way to stop discrimination on the basis of race is to stop dis-
criminating on the basis of race.”91 The obvious remedy to the problem of
manipulations of algorithms that produce racist or sexist outcomes would
seem to be to mandate race or gender neutrality. In reality, however, even
while neutrality is certainly better than hard-coded racism or sexism, racial
or sex neutrality would in fact perpetuate the problem of algorithmic repli-
cation of existing racism. Justice Sonia Sotomayor responded sharply to
Chief Justice Roberts’ claim in a recent opinion: “The way to stop discrimi-
nation on the basis of race is to speak openly and candidly on the subject of
race, and to apply the Constitution with eyes open to the unfortunate effects
of centuries of racial discrimination.”92 In the past, opponents of affirmative
action have sought to prevent the government from collecting statistics on
race, which would make it more difficult to establish wrongful discrimina-
tion and also make affirmative action more difficult. For example, Califor-
nia’s proposed Racial Privacy Initiative (more accurately a Racial Blindness
Initiative) would have foreclosed the collection of racial information by the

89. George Stephanopoulos & Christopher Edley, Jr., Affirmative Action Re-
view: Report to the President § 1.1 n.1 (1995), https://clinton2.nara.gov/WH/EOP/OP/
html/aa/aa-index.html [https://perma.cc/374L-32BG]. See generally John Valery White, What is
Affirmative Action?, 78 Tul. L. Rev. 2117 (2004).

90. Affirmative Action Appropriate Under Title VII of the Civil Rights Act of 1964, as
Amended, 44 Fed. Reg. 4422 (Jan. 19, 1979) (to be codified at 29 C.F.R. pt. 1608) (quoting
H.R. Rep. No. 92-238, 92nd Cong., 2nd Sess. 8 (1972)).

91. Parents Involved in Cmty. Sch. v. Seattle Sch. Dist. No. 1, 551 U.S. 701, 748 (2007).

92. Schuette v. Coal. to Defend Affirmative Action, Integration & Immigrant Rights &
Fight for Equal. By Any Means Necessary (BAMN), 134 S. Ct. 1623, 1676 (2014) (Sotomayor,
J., dissenting).
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government, resulting in adverse effects on minorities in the state.93 As I
have written elsewhere,

[The] initiative [to deny government racial information collection] would
force racial indifference on state government by preventing it from gather-
ing racial information—in employment, in education, and in law enforce-
ment. Of course, government workers could secretly still make personal
assessments of race—based on appearance, speech, domicile, and name.
Rather, the measure would find its significance in denying the government
any systematic ability to engage in affirmative action. At the same time, it
would deny minorities the factual record that would facilitate claims for
police harassment and governmental redlining.94

Corporations may be reluctant to explicitly consider protected categories in
their decisionmaking for fear that this might be used to argue that they
intended, or at least abided, any discrimination that persists. But such efforts
to avoid and ameliorate discrimination should be recognized as exculpatory,
not incriminating.

What would algorithmic affirmative action consist of? It would begin by
recognizing the differential results possible even with ostensibly neutral al-
gorithms. At times, this might mean different design choices, such as what
information the algorithm provides at what time. According to the Federal
Trade Commission, one company decided to exclude where a person lived
“from its hiring algorithm because of concerns about racial discrimination,
particularly since different neighborhoods can have different racial
compositions.”95

Consider the well-known problem that African Americans have faced in
hailing taxicabs, an obstacle that can severely restrict mobility.96 Uber de-
signed its platform so that its drivers do not see a photo of the passenger
until after the driver has accepted the fare. Moreover, Uber’s platform does
not give the driver the passenger’s destination again until the driver has ac-
cepted the fare, preventing the use of the redundant encoding of home ad-
dress as a proxy for race. A driver may cancel a fare when he or she learns of
the passenger’s race or destination, but every canceled trip is seen as a nega-
tive mark against the driver. The end result is that some African Americans
report that it is easier to obtain transportation using Uber than through

93. James Q. Wilson, Colorblind Versus Blindfolded, L.A. Times (July 21, 2003), http://
articles.latimes.com/2003/jul/31/opinion/oe-wilson31 [https://perma.cc/398J-CAYM].

94. Anupam Chander, Essay, Minorities, Shareholder and Otherwise, 113 Yale L.J. 119,
173 (2003).

95. Fed. Trade Comm’n, Big Data: A Tool for Inclusion or Exclusion, at v (2016),
https://www.ftc.gov/system/files/documents/reports/big-data-tool-inclusion-or-exclusion-un-
derstanding-issues/160106big-data-rpt.pdf [https://perma.cc/C7MR-WW9S].

96. ABC news program Good Morning America demonstrated the difficulty that African
American attorney Christopher Darden, who was the prosecutor in the O.J. Simpson case,
faced when trying to hail a cab in the evening. Dan Harris & Gitika Ahuja, Race for a Cab:
When Hailing a Ride Isn’t So Black and White, ABC News (Apr. 1, 2009), http://abcnews.go
.com/GMA/race-cab-hailing-ride-black-white/story?id=7223511 [https://perma.cc/N2GT-2JX
R].
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hailing a taxi on the street.97 This is certainly no panacea to the problems of
racism such as those experienced by the driver. For example, Nancy Leong
has argued that racism will likely evince itself in the ratings system, leading
black drivers to be less well-rated than white drivers.98

At times, a likely discriminatory result may make an algorithmic ap-
proach unwise. In response to the revelations of sexist results from its
autocomplete for “women should,” Google simply directed its computers
not to perform autocomplete for those words (or for “men should”).99 For a
time, searches for “n***** house” during Barack Obama’s presidency would
report the White House as a top search result.100 Whether because of
Google’s response to these reports, or because of changes in users’ behavior,
that result no longer materializes.

An affirmative action approach recognizing viral discrimination would
require a focus on the data that algorithms use. Transparency in data, rather
than in the algorithms themselves, is consistent with some recent work in
computer science. Michael Feldman, Sorelle Friedler, John Moeller, Carlos
Scheidegger, and Suresh Venkatasubramanian seek to measure algorithmic
fairness without needing transparency in the design of the algorithm: “In-
stead of requiring access to the [algorithm], we propose making inferences
based on the data [the algorithm] uses.”101 This recalls Pasquale’s suggestion
of transparency in the data that algorithms operate upon: “When a company
builds a dossier on you, you deserve a chance to review it and correct it,” he
writes (p. 147). And Pasquale suggests that a company not attending to the
discriminatory results arising out of discriminatory data might be commit-
ting “algorithmic negligence” (p. 40).

Data about outputs would be crucial to identifying an algorithm’s dis-
parate impact. Richard Primus observes that disparate impact doctrine

97. Journalist Latoya Peterson writes that she, as an African American woman, turns to
Uber to find transportation because regular taxis ignore her. Latoya Peterson, Cab Drivers,
Uber, and the Costs of Racism, Racialicious (Nov. 28, 2012), https://web.archive.org/web/
20160326193424/http://www.racialicious.com/2012/11/28/cab-drivers-uber-and-the-costs-of-
racism/ [https://perma.cc/L24B-WXM4] (“[T]he premium car service removes the racism fac-
tor when you need a ride.”); see also Clinton Yates, Uber: When Cabs Whiz By, It’s a Pick Me
Up, Wash. Post (Sept. 28, 2012), https://www.washingtonpost.com/blogs/therootdc/post/
uber-when-cabs-whiz-by-its-a-pick-me-up/2012/09/28/06a41f0c-082f-11e2-858a-5311df86ab
04_blog.html?hpid=z4 [https://perma.cc/W29B-C43W].

98. Uber, Privacy, and Discrimination, Nancy Leong (Apr. 20, 2014), http://www
.nancyleong.com/race-2/uber-privacy-discrimination/ [https://perma.cc/9FDB-WSKY]; see
also Benjamin Sachs, Uber: A Platform for Discrimination, On Labor (Oct. 22, 2015), https://
onlabor.org/2015/10/22/uber-a-platform-for-discrimination/ [https://perma.cc/DT2S-9AP8].

99. See David Auerbach, Filling the Void, Slate (Nov. 19, 2013, 11:58 AM), http://www
.slate.com/articles/technology/bitwise/2013/11/google_autocomplete_the_results_aren_t_al
ways_what_you_think_they_are.html [https://perma.cc/3WAU-S4TG].

100. Samuel Gibbs, Google Says Sorry Over Racist Google Maps White House Search Results,
Guardian (May 20, 2015, 5:52 AM), http://www.theguardian.com/technology/2015/may/20/
google-apologises-racist-google-maps-white-house-search-result [https://perma.cc/DBB9-5TE
3].

101. Michael Feldman et al., Certifying and Removing Disparate Impact 1 (2015)
(emphasis omitted), https://arxiv.org/pdf/1412.3756.pdf [https://perma.cc/78LS-545L].
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counters historical disadvantage: “By forcing employers to notice racial pat-
terns and think about possible ways to change them, disparate impact doc-
trine helps diminish the power of historical hierarchies.”102 In the traditional
application of disparate impact doctrine, employers were free to institute
affirmative action programs based on statistical evidence that the percentage
of minorities or women fell short of their percentage in the relevant pool.103

Most recently, the Supreme Court has approved the use of statistics demon-
strating disparate impact to support a claim for unfair housing.104

An affirmative action approach would seek to ensure that the data used
to train an algorithm are evaluated for being embedded with viral discrimi-
nation. It would require attention to discrimination in both the validation
set and the unseen test set of data.105 The Obama Administration offered a
similar approach in its recent report on big data: “To avoid exacerbating
biases by encoding them into technological systems, we need to develop a
principle of ‘equal opportunity by design’—designing data systems that pro-
mote fairness and safeguard against discrimination from the first step of the
engineering process and continuing throughout their lifespan.”106 Such an
approach would require companies to anticipate how their algorithms are
likely to operate in the real world and to review those operations for dis-
criminatory results.

At times, it may be appropriate to share details of inputs and outputs
with a third party who could review the fairness of the decisionmaker’s al-
gorithm. Computer scientists seeking algorithmic fairness have sometimes
postulated both a decisionmaker, who uses the operational algorithm, and
an independent certifier, who reviews the fairness of the decisionmaker’s

102. Richard A. Primus, Equal Protection and Disparate Impact: Round Three, 117 Harv.
L. Rev. 493, 535 (2003).

103. As the Supreme Court announced in 1987:

[C]onsideration of the sex of applicants for Skilled Craft jobs [may be] justified by the
existence of a “manifest imbalance” that reflected underrepresentation of women in “tra-
ditionally segregated job categories.” In determining whether an imbalance exists that
would justify taking sex or race into account, a comparison of the percentage of minori-
ties or women in the employer’s work force with the percentage in the area labor market
or general population is appropriate in analyzing jobs that require no special exper-
tise, . . . . Where a job requires special training, however, the comparison should be with
those in the labor force who possess the relevant qualifications.

Johnson v. Transp. Agency, 480 U.S. 616, 631–32 (1987) (citations omitted).

104. See Tex. Dep’t of Hous. & Cmty. Affairs v. Inclusive Cmtys. Project, Inc., 135 S. Ct.
2507, 2513 (2015).

105. Trevor Hastie et al., The Elements of Statistical Learning: Data Mining,
Inference, and Prediction 222 (2d ed. 2009) (“If we are in a data-rich situation, the best
approach for [model selection and model assessment] is to randomly divide the dataset into
three parts: a training set, a validation set, and a test set. The training set is used to fit the
models; the validation set is used to estimate prediction error for model selection; the test set
is used for assessment of the generalization error of the final chosen model.”).

106. Exec. Office of the President, Big Data: A Report on Algorithmic Systems,
Opportunity, and Civil Rights 5–6 (2016), https://www.whitehouse.gov/sites/default/files/
microsites/ostp/2016_0504_data_discrimination.pdf [https://perma.cc/9XQT-9VYQ].
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algorithm.107 In a recent blog post, Pasquale suggests that “[e]ven if algo-
rithms at the heart of these processes ‘transcend all understanding,’ we can
inspect the inputs (data) that go into them, restrict the contexts in which
they are used, and demand outputs that avoid disparate impacts.”108

Conclusion

When we appraise emerging technologies, we must be careful not to
romanticize a pretechnological past. New technologies must be examined
both in comparison to their less-technological alternatives and in the context
of the world that we now inhabit. The black boxes of the past may have been
analog, but they were every bit as obscure as the digital black boxes of today.
They took place in committees, in conversations among executives, in
backroom deals among power brokers, or most often, in the minds of men.
In Lin-Manuel Miranda’s musical celebrating the life of Alexander Hamil-
ton, his rival Aaron Burr longs to “be in the room where it happens,” where
“the sausage gets made.”109 The ultimate black box, of course, is the brain
which, even with the latest techniques, remains remarkably opaque.

The turn to algorithmic decisionmaking does not break us free from
prejudices. This is one of Pasquale’s most important contributions: the rec-
ognition that automated systems are not free of bias simply because they are
executed by logical machines. Consider yet another recent example:
“Microsoft Created a Twitter Bot to Learn From Users. It Quickly Became a
Racist Jerk.”110 Avoiding viral discrimination will require the application of
affirmative action principles. Pasquale forces us to confront the ethics of the
coming age of automated algorithms.111 As Pasquale crucially observes,
“[O]nly humans can perform the critical function of making sure that, as
our social relations become ever more automated, domination and discrimi-
nation aren’t built invisibly into their code” (p. 213).

107. Feldman et al., supra note 101, at 6 (“It is Bob’s job to verify that on the data D,
Alice’s algorithm A is not liable for a claim of disparate impact.”).

108. Pasquale, supra note 8.

109. Lin-Manuel Miranda, The Room Where It Happens, in Lin-Manuel Miranda & Jeremy
McCarter, Hamilton: The Revolution 186, 187 (2016).

110. Daniel Victor, Microsoft Created a Twitter Bot to Learn from Users. It Quickly Became
a Racist Jerk., N.Y. Times (Mar. 24, 2016), http://www.nytimes.com/2016/03/25/technology/
microsoft-created-a-twitter-bot-to-learn-from-users-it-quickly-became-a-racist-jerk.html (on
file with Michigan Law Review).

111. See Mustafa Suleyman, Announcing the Partnership on AI to Benefit People & Society,
DeepMind (Sept. 28, 2016), https://deepmind.com/blog/announcing-partnership-ai-benefit-
people-society/ [https://perma.cc/GFY7-C3EC]; Industry Leaders Establish Partnership on AI
Best Practices, IBM (Sept. 28, 2016), http://www-03.ibm.com/press/us/en/pressrelease/50668
.wss [https://perma.cc/SV65-U8TV].
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Top Ten Uses of Data Analytics for In-House Counsel  
 

The effective use of “data analytics”1 is quickly changing the legal landscape and the practice of 
law, for the better.  This is a fast-changing area where today’s “use cases” will be quickly 
superseded by new and more powerful uses of these technologies.  The list below summarizes 
ten key areas where in-house counsel may consider the use of data analytics either as a solely in-
house measure or in connection with engagements with outside counsel.  

1. Meeting E-Discovery Search Requirements 

Analytics in the form of predictive coding (also known as “technology-assisted review” or 
“TAR”) means that savvy in-house counsel are now able to be more efficient in searching 
through the huge and ever-increasing volume of documents in the form of electronically stored 
information (ESI) in corporate data repositories, in response to discovery demands.  In-house 
legal departments can use TAR methods to deal with several facets of litigation, including with 
respect to performing an early case assessment at the very outset of a case (or even prior to its 
filing with early notice); using TAR tools to perform the culling down of documents; and 
performing document analysis to zero in on the most relevant documents as well as to handle 
filtering for privilege. The latest analytics software packages also provide for graphical views for 
the visualization of data in a multitude of ways. 

2.   Actively Carrying Out State of the Art Records Management 

The large volume of data in corporate environments may potentially overwhelm traditional 
recordkeeping functions, which continue to be necessary both for regulatory and compliance 
purposes, but also to fulfill ongoing business needs.   In-house counsel would benefit from being 
on the front line in suggested automated ways to manage and preserve corporate records, 
including through the use of analytical techniques such as auto-categorization of email and other 
communications into existing records categories.  Greater visibility into data sets in turn 
translates into an enhanced ability to prevent over-preservation of records.  In a fully automated 
environment (where records are automatically kept in e-archives, for example), counsel will best 
be able to leverage the power of analytics to better search for and categorize information, as well 
as to perform remediation (disposition) as described below.   

3.   Engaging in Legacy Data Remediation 

                                                 
1 A useful definition of “data analytics” is “the extensive use of data, statistical and quantitative analysis, 
explanatory and predictive models, and fact-based management to drive decisions and add value. . . . “  T. 
Davenport & J. Kim, KEEPING UP WITH THE QUANTS: YOUR GUIDE TO UNDERSTANDING AND USING ANALYTICS 
(2013). 
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The power of data analytics to reliably classify content makes it optimal for data remediation 
efforts, an increasingly important component to effective information governance.  In-house 
counsel can use analytics techniques to drive record retention policies, for the purpose of better 
identifying specific data categories that can—and should—be disposed of.  In a world of 
corporate data that is effectively doubling every couple of years, in-house counsel will best serve 
the greater interests of the corporation by proactively taking the lead in ensuring that retention 
policies are (i) updated where needed to account for changes in technology platforms, (ii) known 
to employees in all constituent components, and (iii) fully executed.  Increasingly, firms are 
using analytics software to review the contents of shared repositories (Sharepoint sites, shared 
directories and social collaborative platforms of all kinds) for the purpose of undertaking the 
remediation of legacy data.  

4.  Performing Corporate Due Diligence 

Preparing a company for sale involves many people gathering information to present to the 
acquiring company to satisfy due diligence, and most of this gathering and preparation is done 
electronically. In-house counsel can use advanced data analytics to trace the compilation of 
targets’ due diligence information, including the email, texts and other communications received 
surrounding these due diligence efforts.  In doing so, counsel can learn more about the source 
and potential weaknesses of each disclosure, as well as internal disagreements within the target 
regarding the transaction.  Armed with this intelligence, counsel is in a stronger position to 
renegotiate provisions within an acquisition agreement.   

5.  Undertaking Post-Merger Recuperation 

In-house counsel can leverage data analytics to identify and assess post-merger recuperation of 
funds relating to a target company’s failure to properly state its financial position during the 
merger process. Analytics may be used to establish a more reasonable valuation based on 
documents related to such areas as financial performance, customers, market share, receivables, 
and potential liabilities, especially where disagreements within the target’s staff undermine the 
reasonableness of the previously stated acquisition price. 

6.  Initiating Whistleblower Investigations 

Corporate clients can use advanced analytics for investigations, either in response to a regulatory 
inquiry or for purely internal purposes.  Corporate clients are often faced with determining if, 
and to what extent, an allegation is true.  In these instances, management often face uncertainty 
in estimating their company’s exposure and/or how to remediate the situation -- while traditional 
investigation techniques crawl along.  However, companies can use data analytics to strategically 
target the data that is most likely to identify important facts relating to the allegations.  A skillful 
application of advanced analytics in the early stages of an investigation allows you to get to an 
answer quickly and accurately, which arms in-house counsel with the strategic advantage of 
knowing and understanding the company’s position.  Using analytics also increases the 
likelihood of an early resolution of the matter, generally at a fraction of the time and cost 
budgeted for eventual litigation.    
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7. Detecting a Kickback Scheme 

Kickback schemes, also known as corporate bribery, are one of the most common types of high-
dollar corporate fraud --  yet are also often one of the most difficult activities for companies to 
detect.  Because corporate kickbacks can take many forms – including money, goods, or services 
– it can be challenging and time-consuming for in-house counsel to locate and then piece 
together the particular data trails using traditional investigative methods.  In-house counsel can 
however, employ data analytics techniques to quickly detect and analyze red flags of suspicious 
activity, such as undisclosed and/or unexpected relationships or irregularities in communication 
patterns between employees.  

8.   Finding Early Warnings of Employment Discrimination 

Certain kinds of misconduct follow known patterns, and bad actors tend to undertake the same 
kinds of actions.  For example, a person who is harassing or discriminating against others tends 
to undertake specific actions and use particular language in communications.   This type of 
misconduct and others can be detected using an analytical technique known as “sentiment 
analysis,” which extracts subjective information – such as the emotional state of the author – 
through analysis of textual source materials.  In-house counsel should consider whether, 
depending on the culture of the organization he or she represents, as well as past history of 
litigation, it makes sense to devote resources to this type of early detection of potential bad 
conduct. 

9.  In-House Monitoring of Potential Data Breaches 

We all live now in a post-Snowden, post-Sondy world where just about every week brings fresh 
evidence of the complexity of securing IT environments from attack, both from the outside as 
well as from inside threats.   The use of analytical software to monitor structured and 
unstructured content is growing, and in-house counsel should be aware of the capabilities of state 
of the art software to perform types of forensic analysis of the threat environment.  In particular, 
the risk to the organization faced from insider threats – including employees uploading or 
walking out with intellectual property of the corporation – is still not completely understood or 
appreciated.  In-house counsel involved in data breach incident teams may wish to review the 
options available on the market for detection software as part of a review of the corporate 
framework of internal controls.  

10.  Data Mining of Customer Information  

Companies increasingly are using data mining techniques to understand and obtain insight into 
their customer base, in terms of household spending on goods and services, consumer shopping 
patterns, and other health and lifestyle information.  Privacy issues increasingly will arise as 
companies consider selling consumer to third-party brokers, who in turn aggregate data in a 
manner so as to build extensive “dossiers” on the online consumer population.  Most individuals, 
both inside and outside organizations, do not have a complete picture of how third parties may 
“connect the dots” with respect to particular individuals.   In-house counsel should be diligent in 
inquiring what data mining is being undertaken, and what corporate uses of customer data are 
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being made or envisioned, in order to weigh in on the privacy implications of their institution’s 
practice.  Counsel will then be in a better position to help craft defensible guidance to consumers 
providing informed consent with respect to the practices at issue.   

*   *   * 

Given the pace of change in this area, in short order there may be ten new topic areas of interest 
to in-house counsel involving the use of analytics.  For the time being, counsel is well advised to 
learn as much as possible about the corporate IT environment, so as to better understand what 
issues may yet arise from existing and a myriad number of future analytics use cases. 
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‘We used to talk about garbage in, garbage out,” says Wendy Hall, author of a review into 

artificial intelligence commissioned by the UK government. “Now, with AI, we talk about 

bias in, bias out.”

Ms Hall, a professor of computer science at Southampton university, is referring to a popular 

cliché in computing that bad inputs lead to bad outputs. With the spread of artificial 

intelligence to employment functions such as recruitment, she says, bad inputs can mean 

biased outputs, which led to repercussions for women, the disabled and ethnic minorities. 

“There’s a huge problem of bias in the [technology] workforce,” she says. “But if you correct 

for it, you are manipulating things. Dealing with this is a big issue for how artificial 

intelligence is designed.”
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AI risks replicating tech’s ethnic minority bias across business
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The technology sector has come under the spotlight for its lack of diversity after a series of 

high-profile cases of sexual harassment in Silicon Valley companies, including Uber. A series 

of scandals in the US about predictive policing and facial recognition software that cannot 

recognise black people have also raised concerns about ethnic discrimination. 

Because machine learning technology is deployed 

by governments and companies in fields ranging 

from criminal justice to recruitment, workforce 

biases in the tech sector are amplified across 

other industries and the public sector. 

“Artificial intelligence is often constructed from 

grossly biased and decontextualised information 

and ideas that can be harmful to the public when 

turned into automated decision making systems,” 

says Safiya Noble, assistant professor at the 

University of Southern California Annenberg School of Communication and author of 

Algorithms of Oppression.

“It is unrecognisable to many engineers who are working with it — they often do not 

understand with nuance the social ramifications of their projects, from predictive policing to 

high-quality news and information, or access to education, financial aid, mortgages, and 

bank loans,” she says. “Artificial intelligence is generating, sustaining, and potentially 

deepening racial, ethnic and gender discrimination and it is increasingly tied to the 

distribution of goods and services in society.”



There is limited data about minority ethnic workers in UK and European technology 

companies. Only three are in the FTSE 100. But as more businesses such as Google offer 

machine learning algorithms for analysing job postings, lawyers and activists have raised 

concerns that hiring biases will be preserved and reproduced rather than challenged. In the 

US a report from the Equal Employment Opportunity Commission showed high-tech 

companies employed a larger share of white people, Asian Americans and men than other 

private companies, but fewer African Americans, Hispanic people and women. 

Anecdotal information indicates black and non-

Asian minority ethnic representation is even 

lower at the most prominent tech companies in 

the US with Facebook reporting only 3 per cent 

black employees, compared with between 7 and 

14 per cent for the sector overall. At Google the 

figure was just 2 per cent.

Michael Sippitt, a director of Forbury People, a 

UK based HR consultancy, says “tech races ahead of people working out how to use it”. He 

predicts there will be lawsuits citing discrimination in the future because of bias in 

automated hiring. This is because AI algorithms learn from historic data sets, he adds, so 

they are more likely to hire in the image of previous staff instead of helping to tackle unfair 

under-representation. For example, a survey of the existing educational background, age or 

After garbage in, garbage 
out, we now talk about 
bias in, bias out
Wendy Hall 
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experience of staff in a particular industry could encourage machine learning technology to 

exclude candidates that did not fit a particular profile. 

“A lot of the CVs and historic profiles will be of one kind of candidate,” says Kriti Sharma, 

vice-president of artificial intelligence at Sage, the UK’s largest listed technology company. 

“If you were hiring a chief technology officer for a company and the algorithm was learning 

from historic data sets then what would you expect?”

Computer scientists argue that the technology can 

be modified to correct for such biases, for 

example by introducing constraints so that an 

algorithm selects as many people from each ethnicity, or the same fraction of applicants in 

each subgroup. However, this remedy is controversial and unlawful in some jurisdictions 

when taken to the extreme.

Adrian Weller, programme director for AI at the Alan Turing Institute, says the homogeneity 

of computer scientists makes it impossible to control for all biases, as there are few technical 

solutions to mitigate the problem. “Because artificial intelligence is going to affect all of our 

lives,” he says, “it is very important that we have a diverse set of stakeholders designing and 

building them.”
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